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Abstract—The complexity of current manufacturing systems
is growing, increasing the complexity of testing and validating
control software. Manufacturing software must be extensively
tested to minimize errors that may lead to production stops or
machine breakdowns. However, testing on real manufacturing
systems is often impractical or limited to small portions of the
real systems. This paper presents Frost, an open-source platform
supporting early manufacturing software validation and testing.
Frost is built on top of the Lingua Franca framework, which
ensures deterministic execution, enhancing the reliability of soft-
ware prototyping and testing. The proposed platform implements
a set of reactors and classes designed to model the different parts
of a manufacturing system, such as sensors, machines, control
software, and communication infrastructure. The effectiveness
and capabilities of the Frost platform are validated by comparing
the overhead introduced and by implementing a digital twin of
a real manufacturing system.

Index Terms—Computer-aided manufacturing, system simula-
tion, digital twins, system testing, cyber physical systems.

I. INTRODUCTION

Software is constantly gaining importance in factory au-
tomation and, as a result, is becoming everyday more complex.
In such a context, effective techniques for the development of
factory automation software are becoming increasingly crucial
to tame today’s complexity of manufacturing systems. As
software controls critical aspects of the production system, its
validation and testing is crucial. However, its critical mission
makes it infeasible to test and validate the software on the
actual system [1]. Simulation is a powerful tool as it allows to
emulate the system behavior in different scenarios, evaluating
its reactions to different inputs and conditions. Simulation of
production systems has been studied for a long time [2] and it
led to multiple definitions of the concepts such as Digital Twin
(DT) [3] and Digital Shadow [4]. DT technologies usually
provide a digital replica of machines behavior. However,

This project has received funding from the European Union’s Horizon 2023
research and innovation program under the Marie Sktodowska-Curie grant
agreement No. 101109243.

This study was carried out within the MICS (Made in Italy — Circular
and Sustainable) Extended Partnership and received funding from Next-
Generation EU (Italian PNRR — M4 C2, Invest 1.3 — D.D. 1551.11-10-2022,
PE00000004). CUP MICS D43C22003120001 - Cascade funding project
CollaborICE. It has been also partially supported by the PRIN 2022T7YSH]J
SMART-IC - Next Generation EU project. This manuscript reflects only the
Authors’ views and opinions, neither the European Union nor the European
Commission can be considered responsible for them.

Virtual manufacturing plant
FrostBus

IIZI = =

[ ]

= =

EostMachir; EostMachir; Eost)lachi;
(Software (Real (Real
under Test) Machine 1) Machine N)
Real manufacturing plant
Software Real Real
under Test Machine 1 Machine N

: ! !

| Communication Infrastructure |

Figure 1: Overview of the Frost infrastructure. The top shows
the virtual replica of the real manufacturing plant, illustrated
at the bottom. Diagonally striped boxes represent protocol
manager instances, while envelopes indicate the messages used
by Frost to synchronize the models.

they rarely replicate the behavior of the computational and
communication infrastructure of the production system.

Developing and testing the software controlling a production
system would benefit from a simulation environment able
to replicate the Application Programming Interfaces (APIs)
exposed by real systems. Such an environment would reduce
the time spent adapting and deploying prototype software on
the target system. For this reason, we propose a prototyping
environment, Frost, that emulates the APIs and communication
paradigms used in modern Service-oriented Manufacturing
(SoM)-ready manufacturing systems. As depicted in Figure 1,
DTs based on Frost mirror the behavior of a real manufac-
turing plan by mimicking also the behavior of the digital
infrastructure responsible for communication, synchronization,
and data collection in the actual system.

Frost is built on top of the Lingua Franca (LF) framework,
which supports simulation, real-time, and deterministic exe-
cution. This combination makes it ideal for enhancing the
reliability of software prototyping and testing.

In this paper, we introduce the Frost platform and we mea-
sure its computational overhead on a set of simple benchmarks.
We evaluate the effectiveness of Frost by exploiting it to create
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the digital twin of the fully-fledged production line available
in the Industrial Computer Engineering (ICE) Laboratory': a
research facility focusing on the development of innovative
computer engineering solutions for smart manufacturing.

II. BACKGROUND

This section provides an overview of the background con-
cepts and technologies used in the proposed simulation plat-
form. In particular, we start by presenting LF, upon which our
proposed architecture is built. Then we introduce and discuss
the current state-of-the-art of Service-oriented Architecture
(SoA) and DT.

A. Lingua Franca

LF is a polyglot coordination language designed to ensure
the deterministic execution of concurrent entities called reac-
tors [5]. Reactors are stateful components, similar to actors,
and their execution is deterministic by default. A reactor
can interact with other reactors through ports, store data
in variables, execute methods, and schedule routines, also
known as reactions [6]. Reactions are procedures written in
the target language that enable the execution of target code
when a specific trigger occurs. A trigger can be a port set,
enabling interoperability between reactors and defining cause-
and-effect relationships among them, or it can be a timer or an
action, which represents time-based events that periodically or
sporadically drive the progression of time.

The structure of LF ensures deterministic execution of con-
current systems by employing superdense time [7] and event
queues. For example, when two events occur simultaneously,
LF guarantees a consistent execution order across all runs.
LF [8] relies on two different concepts of time: the physical
time representing the real-world elapsed time since the ex-
ecution began, and the logical time, referring to the instant
the program has reached. Events are scheduled along these
timelines, and the choice between them depends on the specific
task requirements [5]. Actions scheduled on the physical time
timeline are typically used for real-world interactions, while
the logical time timeline is employed to model the internal
behavior of the system [9]. The representation of logical time
in LF is based on superdense time. Each event occurring in
the logical time timeline is tagged by a timestamp and a
microstep, i.e., an integer value that orders events occurring
at the same logical timestamp. Relying on superdense time
ensures that events are processed in a deterministic sequence,
following the microstep order for each logical time instant.
LF constructs a reaction tree at compile time, which maps all
reactions, defining the sequence of all possible reactions that
can be triggered by a parent reaction [8]. The reaction tree
prevents causality loops and determines the possible reaction
flows triggered by an event.

LF supports various target programming languages such as
Python, C, and C++ [9], facilitating the integration of libraries
or packages written in different languages. In our work, we
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exploit such a feature to enable the connection to different
domain-specific simulators in our DTs. Indeed, engineers can
still leverage their preferred programming languages and fa-
miliar libraries, thereby enhancing productivity and flexibility.
Combining determinism, polyglotism, and concurrency makes
LF a powerful tool for simulating systems. Thus, we identified
it as a promising instrument for developing the core of the
proposed DT technology.

B. Service-oriented Architecture

SoAs organize applications into a collection of discrete,
loosely coupled services [10]. This approach simplifies the
development of distributed applications as the composition of
smaller services [11]. These services are available to the other
architecture components through well-defined interfaces, typ-
ically employing standardized communication protocols [12].
Although predominantly utilized in business applications, SOA
has also demonstrated its applicability in other domains, in-
cluding manufacturing systems. In the manufacturing domain,
SoA are known as SoM, which organizes the machine func-
tionalities into so-called machine services [13]. This modular
design approach, not only simplifies system maintenance but
also allows for the independent scaling of services in response
to varying demand levels [10].

C. Digital Twins

Different definitions of the DTs concept have been provided
in the state-of-the-art, as pointed out by Barricelli et al. [3].
Still, according to all the definitions, a DT represents real
machines or a system in a virtual environment through digital
models [14]. The DT is a key concept for Industry 4.0 but is
also used in various different areas other than manufacturing,
such as automotive, aviation, and healthcare [3].

In Industry 4.0, DTs are used to monitor the production
line, predict failures, and optimize the production process [3].
However, at the state of practice, there is a lack of a standard
for the deployment of DTs. This includes the integration with
existing systems, particularly regarding the communication
between a DT and the real system it represents [14]. Despite
the great interest and efforts in this technology, there are
still open challenges in the field. In particular, regarding the
synchronization of the DT with the real system. Additionally,
there are issues related to the interoperability with existing
software deployed in the production line, cybersecurity con-
cerns, and the effort and costs associated with the development
of DTs [14].

Schroeder et al. [15] propose a DT reference model that
splits the DT into many components. Their DT supports state
synchronization, event generation, and interaction through
APIs. However, their approach is limited to the use of Au-
tomationML [16] for modeling DTs and WebServices [15] for
the deployment.

Talasila et al. [17] propose a platform for the deployment of
DTs that integrates Functional Mock-up Unit (FMU) and OPC
Unified Architecture (OPC UA) to enable the communication
between the DT and the real system. Such an architecture is
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Figure 2: Class diagram of the Frost platform architecture.

referred to as Digital Twin as a Service (DTaaS), wherein DTs
are conceptualized as services capable of interacting with the
physical system via OPC UA.

Although these approaches support the integration of ex-
ternal physical models, they do not provide easy ways to
customize the DT behavior. Furthermore, these approaches
focus on the simulation of physical models and none of them
provides support for the validation and testing of software
components controlling the DT or the real system.

II1. THE FROST PLATFORM

Figure 2 depicts the key components of Frost, our proposed
open-source platform for the development of DTs. The core
building block of the proposed platform is the FrostReactor
class, which represents distinct components of a manufacturing
system, such as machines, sensors, and software components.
It declares the input and output ports used by a Frost com-
ponent to exchange messages with others. It loads the data
model, configures the protocol manager, and includes utility
libraries for logging and automatic configuration. Two sub-
classes extend FrostReactor: FrostMachine and FrostBus.
The former models individual devices such as machines or
sensors, while the latter manages message routing between
components, simplifying the development of new machines
and their interconnection.

Each Frost component defines and exposes its interface us-
ing the DataModel class that organizes variables and methods
in a hierarchical tree-like structure. The data model mirrors
the hierarchical structure used in the OPC UA information
models [18]. Frost components interact by sending read, write,

Listing 1: Example of machine data model.

name: "machine_name”
machine_type: "machine_type”
machine_model: "machine_model”
root:

!''FolderNode

name: "folder_1"

children:

- !1BooleanVariableNode

name: "b_variable_1"

10 initial_value: False
!''NumericalVariableNode

O 0N WN—

12 name: "n_variable_1"

13 measure_unit: "LengthUnits.Meter"”
14 initial_value: 5

15 - !!'MethodNode

16 name: "method_1"

17 parameters:

18 - !lStringVariableNode

19 name: "s_variable_1"

20 default_value: "default”

21 - !1BooleanVariableNode

22 name: "b_variable_2"

23 default_value: False

24 returns:

25 - !!NumericalVariableNode

26 name: "n_variable_7"

27 measure_unit: "AngleUnits.Degree”

and method call requests. These requests are encoded as
FrostMessage and processed by the FrostProtocolManager.
The protocol manager class translates the messages into oper-
ations on the data model, and vice versa. The FrostBus routes
the messages, acting as a message broker to forward them to
the appropriate components. Frost is implemented on top of
the LF Python runtime and publicly available?.

A. Machine Data Model

Real-world production systems organize and expose their
machine variables and services through diverse communication
protocols. While different protocols may differ in both syntax
and semantics, they usually support a common set of opera-
tions, i.e., reading, writing, monitoring variables, and handling
service requests. In the Frost platform, the DataModel class
serves as the interface exposing the component variables and
services, and it unifies the interfaces of different machines into
a standard format.

The data model uses a tree-like structure to organize ma-
chine variables and services. Listing 1 exemplifies a data
model containing several node types. The data model is
defined in a YAML format file, which is parsed and loaded
at runtime. The primary node types of the data model are as
follows:

e FolderNode: serves as a container for other nodes. Folder
nodes can be nested to form a tree-like structure;

e VariableNode: represents machine variables used to
model the machine state during the simulation. Variable
nodes can be read, written, or subscribed to;

o MethodNode: represents machine actions. Method nodes
can be invoked during simulation to perform specific
operations.

Zhttps://github.com/esd-univr/frost




Table I: Supported operations for node type in the data model.

Node Type Read Write Subscribe Invoke
FolderNode X X X X
VariableNode J N N X
MethodNode X X X J

The types of operations supported by each node type are
reported in Table L.

Variable nodes can be of different types, such as Boolean,
Numerical, String, or Object. Object nodes are similar to
folder nodes, as they can hierarchically contain other nodes.
However, unlike folder ones, object nodes can only contain
Variable-type nodes. While variable nodes are defined by
their specialized types, method nodes differ by their execution
semantics. There are three different types of method nodes:

e MethodNode: a synchronous method that returns only
after the requested operation completes. The operation
may be a simple action executed within the same logical
timestep or a more complex one that spans multiple
timesteps.

o AsyncMethodNode: an asynchronous method that returns
immediately.

o CompositeMethodNode: a synchronous method com-
posed of a sequence of operations defined by a Control
Flow Graph (CFG). It allows wrapping asynchronous
methods in a synchronous semantic and returns only
when all operations are complete.

The operations that may be specified in the CFG of composite
nodes are:

« Read Variable: reads the value of a data model variable.

o Write Variable: updates the value of a data model
variable.

« Call Method: invokes a method of the data model. Only
AsyncMethodNode instances are supported.

o Wait Condition: Pauses CFG execution until the speci-
fied condition is met.

Method nodes define how machine behaviors are executed
within the simulation.

An AsyncMethodNode executes a target method immedi-
ately, returning control without waiting for simulation time to
advance. This behavior effectively ignores the logical time of
the simulation, making it suitable for operations that complete
independently of the simulation’s time model.

In contrast, CompositeMethodNode orchestrates a sequence
of operations defined via the CFG. These operations can
include reading or writing variables, invoking asynchronous
methods, or waiting for specific conditions to be met. This
virtually allows them to model complex, multi-step behaviors
that take place over several logical timesteps.

A critical feature of CompositeMethodNode is its ability
to synchronize machine behavior by waiting for certain con-
ditions to be satisfied before continuing the execution. This
is essential in simulations where multiple machines must

coordinate—for example, waiting until all components reach
a particular state before proceeding with the next step.
Although method nodes define the logic for executing ma-
chine behavior, the behavior itself is not encapsulated within
the data model. Instead, it is implemented externally in LF.

B. Frost Machines

FrostReactor is a LF reactor that represents the funda-
mental building block of the Frost platform. As depicted
in Figure 2, it declares and instantiates several components
such as input and output ports, the DataModel, and the
FrostProtocolManager. This reactor provides a first layer of
abstraction, exposing the minimal interface required to connect
Frost components and implementing the protocol for message
exchange.

FrostMachine represents the second layer of abstraction.
It extends the FrostReactor and specializes it to provide
a base class for implementing DT. It defines three key re-
actions: one triggered at startup (startup), one on incom-
ing messages (channel_in), and one that runs periodically
(check_updates). These reactions enable essential function-
alities, including registering on the bus, handling incoming
messages via the FrostProtocolManager, and checking for
data model updates.

Therefore, the first layer provides a class that imports our
API and initializes the reactor state. The second layer builds
the mechanisms for communication, message handling, and
data model node updates. By extending the FrostMachine,
new users can specialize it with a new reactor within their
specific behaviors. Users instantiate state variables that corre-
spond to the machine’s data model nodes, including method
nodes, to interact with the data model. This approach enables
users to define machine behaviors within LF reactions and
methods. They can leverage timing constructs, such as logic
actions and timers, while interacting directly with the data
model. Additionally, users can implement Remote Procedure
Calls (RPCs) defined in the data model method nodes by
binding their LF implementation.

Method nodes—such as MethodNode, AsyncMethodNode,
and CompositeMethodNode—can be enhanced with target
code callbacks. These callbacks are executed before or af-
ter invoking the method node, allowing developers to con-
nect simulation logic with concrete implementation code.
While AsyncMethodNode typically returns immediately and
CompositeMethodNode executes predefined sequences, all
method nodes can trigger application-specific functionality
through these bindings. This mechanism introduces a third
layer of abstraction, where the user-defined reactor encapsu-
lates the behavioral logic of the machine while leveraging the
data model structure for integration and coordination.

Listing 2 shows an example of the third layer of abstraction.
In particular, the final reactor extends the FrostMachine
reactor and implements the behavior of a simplified ver-
sion of the quality control cell of the production system
used as a case study in Section IV-B, i.e., the ICE Labo-
ratory. The real system performs quality checks using cam-



Listing 2: Example of an extended Frost Reactor with callback
assignment and state initialization.

1 reactor QualityMachine extends FrostMachine {=
2 # Variable Nodes

3 state num_total_checks = {=

4 self.data_model.get_node(

5 "Cell5/Statistics/ChecksTotal"

6 )

7 =}

8 state num_total_failures = {=

9 self.data_model.get_node(

10 "Cell5/Statistics/FaultsTotal”

11 )

12 =}

13 # Method Node

14 state check_quality_covers = {=

15 self.data_model.get_node(

16 "Cell5/Methods/CheckQualityCovers”
17 )

18 =}

19 # Method Callback
20 method check_covers(color) {=

21 if color == "RED":

22 self.num_total_failures.value += 1

23 return False

24 else:

25 self.num_total_checks.value += 1

26 return True

27 =}

28 reaction(startup) {=

29 self.check_quality_covers.callback = self.

check_covers

eras and laser scanners, and records inspection statistics
such as the total number of checks and failed ones. In
the reactor, these are modeled as state variables, such as
num_total_checks and num_total_failures, which hold
the data model nodes ChecksTotal and FaultsTotal (lines
3 and 6). When the machine receives a read or write request,
the FrostProtocolManager handles the request transparently,
while updates to their values are automatically sent to sub-
scribers by the FrostMachine class. The method nodes are
defined in the machine and linked to their respective nodes in
the data model. In Listing 2, the body of the check_covers
method is defined at line 20 and is set as a callback for its re-
spective node at line 29. When the machine receives a method
invocation request on the check_quality_cover node, the
FrostProtocolManager invokes the callback method, passing
the input parameters and returning the result to the caller.

C. Messaging Pattern

The messaging pattern is a crucial aspect of SoM architec-
tures, as it should accommodate the needs of different appli-
cations [13]. Frost adopts a publish-subscribe communication
model, where messages are encoded with the Frost protocol.
It relies on two main classes: the FrostMessage and the
FrostProtocolManager. The former represents a message to
be sent to the other components of the system, while the latter
processes the messages, performing the requested operations
on the data model and returning the related response to the
sender.

Each FrostMessage includes the following fields:

e Identifier: A Universally Unique Identifier (UUID)
string identifying the message.

o Sender: The component that originated the message.

o Target: The intended recipient component.

o Header: Specifies the type and category of the request.

o Payload: Contains request-specific information, such as
the data model node and associated arguments.

Messages are routed by the FrostBus, which acts as a mes-
sage broker within the platform. Each component connects to
the bus through its channel_in and channel_out multiports.
During the startup phase, each component sends a registration
message to the bus, which builds a mapping between the
component identifier and its port number. The bus uses this
mapping to forward messages based on the target identifier.

The message structure supports both standard and user-
defined operations. Standard operations include variable reads
and writes, method invocations, and variable subscriptions.
These operations are handled by default FrostHeader,
FrostPayload, and FrostProtocolManager implementa-
tions, but users can extend these classes to define custom
behaviors and message types.

Except for method invocations, most operations (such as
variable reads and writes) do not affect the simulation’s logical
time, as they involve simple access to the state. In contrast,
methods may represent time-dependent machine services that
span multiple logical timesteps. Variable subscriptions follow
a mechanism similar to OPC UA [19]: when a component
subscribes to a variable, all changes are stored in a buffer, and
a periodic timer dispatches update messages to the interested
components.

IV. EXPERIMENTAL RESULTS

To show the effectiveness and capabilities of the Frost
platform, we first evaluate the overhead introduced by the
platform on a set of lightweight benchmarks with respect to
their standard LF implementation. In particular, we analyze
how different Frost implementation patterns may impact the
execution time. Then, we showcase the capabilities of the
Frost platform by implementing a DT of a real manufacturing
plant. On top of this case study, we implemented and executed
the production processes available in the real manufacturing
plant. All the experiments have been executed on a computer
equipped with an i7-11800H and 64 GB of RAM.

A. Frost Overhead Evaluation

Our first evaluation compares benchmarks implemented
using the Frost platform against those initially developed in
LF. This comparison allows assessing the overhead introduced
by Frost platform by measuring execution times for both sets.

The Frost platform allows implementing the machine
functionalities with different approaches. As such, we im-
plemented different interaction patterns in the benchmarks.
Safe Read and Train Door are implemented by using only
AsyncMethodNodes. Ring and Ping Pong are implemented by
using only CompositeMethodNodes. Alarm and Traffic Light
are implemented using only variable nodes without relying
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Figure 3: Comparison between the execution time required by
the lightweight examples in the Frost platform and their LF
implementation.

on method nodes. Their behavior is governed by a periodic
reaction triggered by a timer, which monitors the machine
state and triggers reactions accordingly. During the simulation,
these models receive a series of write messages altering the
machine state and, therefore, the behavior of the periodic
reaction.

Figure 3 depicts the results obtained by executing the
benchmarks for a single iteration. The results show that the
overhead introduced by the Frost platform is less than 13%
with the respective LF implementation.

Then, to evaluate the scalability of the Frost platform, we
measured the time taken for each benchmark by executing an
increasing number of benchmark iterations. Figure 4 depicts
the results obtained by executing the benchmarks for an
increasing number of iterations (from 1 to 100 times). The
results show that with a higher number of iterations, the
overhead increases linearly with the number of iterations or
remains stable with respect to the baseline. In particular,
the maximum overhead measured for each interaction pat-
tern remains below 20% for models implemented using the
AsyncMethodNodes pattern. For the CompositeMethodNodes
benchmarks, the overhead ranges between 20% and 45%,
while for Alarm and Traffic Light, it remains below 20%.

The benchmarks implemented with the
CompositeMethodNodes pattern are expected to incur
higher overhead than others. This is because they may
invoke an AsyncMethodNode, perform additional operations
such as reading and writing variables, and wait for specific
conditions to be satisfied. Indeed, CompositeMethodNodes
can be considered a combination of the other two patterns,
which explains their slower performance. Overall, interaction
patterns based on AsyncMethodNodes or variable nodes
emerge as the most efficient approaches. However, the models
developed with AsyncMethodNodes (similar to those shown
in Listing 2) do not require the declaration of additional

actions or timers, as their behavior is inherently defined by
the AsyncMethodNode itself. Indeed, during the simulation,
when the method is invoked, the FrostProtocolManager
will automatically execute the callback assigned to the
AsyncMethodNode. On the contrary, the Alarm and Traffic
Light benchmarks exhibit slower performance compared to
AsyncMethodNodes because their periodic timers continuously
trigger behavioral reactions, even when there are no changes
in the machine state. This condition may also affect the
CompositeMethodNodes benchmarks: if the CFG includes
a wait condition node that is not immediately satisfied, it
may indicate that the user has implemented a behavior for
the machine to make it reach the expected state. Therefore,
the extra execution time required by the Frost platform is
not misspent but is used to simulate the interaction between
machines more accurately.

B. Case Study: The ICE Laboratory

To evaluate the capabilities of the Frost platform, we used
it to develop a DT of the production line available in the ICE
Laboratory. The production line includes several machines: a
quality control cell with laser scanners and cameras, and a
robotic assembly cell with two collaborative robotic manipula-
tors. It also includes a subtractive manufacturing cell featuring
a four-axis Computerized Numerical Control (CNC) milling
machine and a functional control cell equipped with a flying
probe functional testing machine. Two dedicated Automated
Guided Vehicles (AGVs) handles transporting goods between
the warehouse and the conveyor belt.

Figure 5 illustrates the layout of the ICE Laboratory. In the
top-left corner is the vertical warehouse, storing raw materials,
workpieces, and finished products. An AGV picks up these
objects and transports them to the drop-off location on the
conveyor belt. The conveyor belt, shown as rectangles filled
with dots, transports objects to the machines and returns them
to the pick-up location after processing. Ten pallets, repre-
sented as orange boxes with diagonal lines, continuously move
along the longest segments of the conveyor belt. Four bays,
light blue sections containing gray boxes, serve as connection
points and buffers between the machines and the conveyor
belt. Machines either operate directly on the workpieces while
they remain in the bays, as in the case of the quality control
cell, or pick them up and transfer them to a separate working
area. After completing operations, each machine places the
workpiece back on the pallet.

C. Example of production recipe

We replicated the behavior of the real system by defin-
ing a sequence of production instructions for each ma-
chine, implemented as independent reactors derived from
the FrostMachine reactor. These reactors follow the struc-
ture of the corresponding OPC UA servers deployed in the
real system, and we modeled their behavior using the most
suitable approach according to the machine functionality.
For instance, the AGV movement is implemented using the
CompositeMethodNode, which requires reaching a specific
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Figure 5: Overview of the ICE Laboratory layout.

position before completing its operation. In contrast, the
quality control cell inspection process is modeled using the
AsyncMethodNodes pattern, as it simply returns a computation
result with negligible execution time relative to the rest of the
system behavior.

A typical production process begins with the warehouse
extracting a tray. The AGV picks up a workpiece and deposits
it onto the conveyor belt, which transports it through a series
of machines such as the functional control cell, subtractive
manufacturing cell, and robotic assembly cell. The specific
path depends on the process recipe, which may vary in step
count and machine sequence. At the end of the process, the
workpiece undergoes quality control and is then returned to
the warehouse by the AGV.

Process execution is coordinated by a Scheduler, which
interprets a recipe defined as a sequence of Frost Messages.

Table II: Execution time and simulation ratio for different
production recipes in the ICE Laboratory.

Recipe ID Logical  Execution Simulation
Time (s) Time (s) Ratio
1 3600 2.50 1440.00
2 3600 2.75 1309.09
4 3600 2.66 1353.38
3 3600 2.33 1545.96

Each message is paired with post-conditions that must be met
before issuing the following command, ensuring synchroniza-
tion across machine operations.

D. Simulation performance

We evaluated the simulation performance of the Frost plat-
form by implementing four production recipes, each involving
a different subset of machines from the ICE laboratory:

1) Full production flow (all machines involved).

2) Only the vertical warehouse and the AGV.

3) Vertical warehouse, AGV, conveyor belt, and quality
control cell.

4) Conveyor belt only.

Table II reports the time needed to simulate one hour (3600
seconds) of real-time and the corresponding simulation ratio
for each recipe. The simulation ratio, which is defined as the
simulated seconds per real seconds, represents the speed at
which the virtual environment executes compared to the real
world. For instance, recipe 1 completes the simulation of one
hour of logical time in just 2.50 seconds of physical time,
achieving a simulation ratio of 1440.00. This means the virtual



system operates over one thousand and a half times faster than
its physical counterpart.

High simulation speed comes with several implications.
First, it allows developers and engineers to rapidly prototype,
test, and iterate automation logic without the real-world fac-
tory’s time and physical constraints. So, processes that would
take hours to verify physically can be simulated and validated
in mere seconds. This significantly shortens the development
cycle and, in turn, increases productivity during integration,
debugging, and optimization.

Second, the fast simulation allows us to explore several
scenarios extensively. Engineers can simulate variations of the
same process in a short time, including rare edge cases and
failure scenarios, which can help improve the robustness and
fault tolerance of the system.

Lastly, we could envision using this type of simulation as
the industrial equivalent of continuous integration in software
engineering. It could serve as unit testing for factories, where
every change in automation logic can be validated through
fast, repeatable virtual execution.

The simulation performance achieved by Frost platform
demonstrates its suitability for rapid and thorough virtual
commissioning in complex industrial automation settings.

V. CONCLUSIONS AND FUTURE WORK

In this paper we presented Frost, a platform based on
Lingua Franca for the development of DTs. It enables the
integration of different models and their concurrent and de-
terministic execution. The DTs developed using the Frost
platform provide an effective environment for the testing and
validation of the software controlling the production system
being emulated. The overall methodology has been validated
by implementing a DT of the ICE laboratory on which we
executed real production processes. Results show that the
proposed architecture performs well in terms of simulation
time and simplifies the development of DTs by providing a
set of tools that can be used to develop and test the DT in a
scalable and modular way.

In the future, we plan to enable the connection of each
Frost machine with its physical counterpart, allowing the
mixed execution of real and virtual components of systems.
Furthermore, we plan to integrate dynamic models, described
by using differential equations, within Frost machines.
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