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ABSTRACT

Machine learning and deep learning techniques are increasingly ap-

plied to produce efficient query optimizers, in particular in regards

to big data systems. The optimization of spatial operations is even

more challenging due to the inherent complexity of such kind of

operations, like spatial join, range queries, and the peculiarities of

spatial data. Even though a few ML-based spatial query optimizers

have been proposed in literature, their design limits their use, since

each one is tailored for a specific collection of datasets, a specific

operation, or specific a hardware. Changes to any of these will re-

quire building and training a completely new model which entails

collecting a new very large training data to obtain a good model

This paper proposes a new approach for ML-based query op-

timization which exploits the use of the novel notion of spatial

embedding for overcoming these limitations. In particular, a pre-

liminary model is defined which captures the relevant features of

spatial datasets, independently from the operation to be optimized

and in an unsupervised manner. Given that, a specialized model

for the optimization of each spatial operation can be trained by

using spatial embeddings as input, so the cost of building the first

model can be amortized and a smaller training set is required for

the specialized ones.

CCS CONCEPTS

• Information systems→ Database management system en-

gines; • Computing methodologies→Machine learning ap-

proaches.
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1 INTRODUCTION

In the last years, big data analytics has increased its strategic role

in supporting decision systems, thanks to the growing availabil-

ity of data, sometimes in heterogeneous formats. Very often geo-

referenced data and spatial objects represent a significant part of

the datasets subject to analysis, leading to the development of many

spatial big data systems and libraries [5, 6, 20]. Due to the com-

plexity and richness of some kinds of analysis, in many cases data

processing tasks are structured as pipelines of operations, and this

allows the definition of many alternative road maps to produce the

requested result. Moreover, the existence of different alternatives

could also be originated by the fact that each single operation on

spatial data can be implemented in several ways and applying dif-

ferent algorithms. This fact is further exacerbated in distributed

systems, since the parallel execution of an algorithm often requires

the tuning of several parameters, which depend on both the system

configuration and the characteristics of datasets at hand. The imme-

diate consequence of such richness of alternatives is the increasing

importance covered by query optimizers able to automatically select

the best execution plan in terms of performances.

The spatial query optimization problem could be formulated as

follows: given an operation 𝑂𝑃 to be performed, the input dataset
(or datasets) and the available hardware and software cluster con-

figuration: (i) identify the different alternative implementations of

𝑂𝑃 available on the cluster, (ii) estimate the cost of each of them
and choose the best one 𝑂𝑃𝑖 based on the characteristics of the
input dataset (or datasets), and (iii) estimate the best parameter

configurations for tuning 𝑂𝑃𝑖 in the given cluster. The problem
becomes even more complicated if the data processing requires a

sequence of operations to be applied (like in a pipeline), since the

optimization of each single operation could also depend on the op-

erations previously executed or on the operation order. In general,

the main objective of each optimization strategy is to produce an

estimation of the cost of each available alternative solution.

Recently several solutions have been proposed in literature to

address the optimization problem described above [1, 3, 4, 7–9,

11–13, 17, 19]. In order to provide an effective solution to this

complex task, many of them rely on estimation techniques that

are based on machine learning or deep models. However, different

and completely independent models are proposed, one for each

estimation to be produced, even though they could share a lot of

similarity. For example, two models that estimate the range query

selectivity and range query running time are expected to share

some similarity. As a result, each model requires a heavy-weight

training step that works on a large training set, since each model is
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Figure 1: The proposed approach trains a model for spatial

embedding and reuses it in several models to reduce training

time.

designed to capture the intricate relationship between input data,

query characteristics, and hardware specifications.

Given all these challenges, the main limitations of existing so-

lutions can be summarized as follows: (i) Each model is tailored

to one specific collection of datasets. Thus, if this set changes sig-

nificantly, the model must be retrained, consistently reducing the

generality and reusability of the solution. (ii) They are usually ded-

icated to a single specific operation. Thus, the extension to other

operations requires to collect new data points, namely to execute a

huge number of experiments, and subsequently to retrain the model

on them. Finally, (iii) the results obtained with a specific cluster

cannot be easily generalized to different clusters, since also the sys-

tem configuration has an impact on the cost estimation. Therefore,

such expensive activity, performed for building the training set,

should be repeated for each cluster configuration. Some attempts

to overcome this limitation have been proposed in [16] where some

metrics have been proposed for determining the best partitioning

technique, which are independent from the adopted cluster config-

urations and depend only on the dataset features. Similarly, some

metrics independent from the cluster configurations are adopted

also in [17] where some models for estimating the fastest imple-

mentation of a spatial operation have been proposed. However, this

last proposal leads to another limitation: (iv) these solutions are

based on the extraction of some features from the input datasets

and such features can be different according to the operation we

need to estimate the cost of. Thus, they must be recomputed for

each operation we consider.

This paper proposes a general ML-based model for spatial query

optimization that overcomes the limitations of existing work. It can

estimate different cost parameters regarding the execution of multi-

ple implementations of some spatial operations which are indepen-

dent from the specific input datasets and the cluster characteristics.

The proposed framework, illustrated in Fig. 1, is characterized by

the following components: (1) A first machine learning model (𝑀1)
that is trained on a large collection of spatial datasets with the goal

of extracting a set of significant features that are independent of the

operation and the hardware. Since this model is independent, it needs

to be trained only once and can be reused for any spatial operation

that we want to build an estimation model for. Therefore, we can

invest more time in it. We call this model spatial embedding distiller

since it creates a compact summary of the spatial dataset that can

then be used in any specific model. To build the spatial embedding

of a dataset 𝐷 , we generate and use a multifaceted histogram repre-

senting the distribution of some features in the reference space of

𝐷 (Minimum Bounding Rectangle of 𝐷). Furthermore, model 𝑀1
can be trained in an unsupervised manner with a huge amount of

datasets, even automatically generated with tools like [7, 18], and

whose result does not depend on the specific spatial operation.

(2) Given an operation and a specific implementation for it, a set

of cost parameters are chosen. Operations can be for example: range

query (RQ), spatial join (SJ), of 𝑘-NN (KNN). Different implementa-
tions of the same operation can be: index-based and scan-based RQ

algorithm, or partition-based and index-based SJ algorithm.

(3) For each chosen combination of an operation 𝑜 , implementa-
tion 𝑖 , and parameters 𝑝 , a model𝑀2(𝑜, 𝑖, 𝑝) is trained starting from
the spatial embeddings of the input dataset(s) produced by the first

model. Since M1 is already trained, the size of data required for the

training of M2 is reduced, consequently reducing its training cost.

In summary, as illustrated in Fig. 1, the proposed framework

is composed of an unsupervised model 𝑀1 for producing spatial
embeddings, and a supervised model 𝑀2 for each operation we
want to build a machine learning for. Such framework requires the

generation of the following sets of data points: For model 𝑀1, a
collection of synthetic datasets covering the most common distribu-

tion of real spatial data can be obtained by using the Spider tool [7].

For model𝑀2(𝑜, 𝑖, 𝑝), each data point corresponds to an execution
of the chosen implementation 𝑖 of the operation 𝑜 where the cost
parameter 𝑝 is measured. Thus, the generation of such data points
is costly and can require several hours of processing, depending on

the operation we consider.

2 SPATIAL EMBEDDING

Deep learning techniques often follow a pattern that tries to or-

ganize the architecture of a neural network in two steps. In the

first step the goal is to extract the significant information that is

contained in the input data so that the second step can be fed with a

distillate of the original input where noise has already been purged.

This condensed information is usually called embedding and it can

be orders of magnitude smaller than the original data. The second

step focuses on the prediction of the target value, which can be a

class of a taxonomy or a forecast of a given parameter. The distil-

lation of the embedding is very often applied in natural language

processing [14] and image processing [10], with the additional ef-

fect that the next step is proven to gain accuracy with respect to

models in which embeddings are not distilled.

A neural network used for this kind of task is called autoen-

corders and can be implemented as a stack of fully connected layers

(stacked autoencoders), or of convolutional neural layers (convolu-

tional autoencoders). In a stacked autoencoder, each layer has the

responsibility to reduce the dimensionality of the input with also

the aim to detect at each step the most interesting features. Con-

versely, a convolutional autoencoder typically reduces the spatial
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dimensionality of the inputs (i.e., height and width) while increas-

ing the depth (i.e., the number of feature maps). A convolutional

autoencoder has typically a flatten layer which reshapes the output

in order to produce the final embedding.

In its general form, an autoencoder has a symmetric architecture,

namely it includes also a stack of reverse layers which allow to

reconstruct the original input data set starting from the obtained

embedding. In this way, the training of an autoencoder 𝐴𝐸 is unsu-
pervised, since the input set of data points is at the same time the

training set and the ground truth for the training.

In the paper we propose to apply this approach to the spatial

optimization problem; in particular, for generating a condensed

representation of the input dataset which correctly synthesizes its

peculiar characteristics w.r.t. the cost of spatial operations. Since

this distillation process regards a generic spatial dataset, repre-

sented as a collection of vector geometries, instead of an image, it

is necessary to perform the following preliminary operations: (1)

Define a format for the input of the model, indeed while images

have a fixed structure (i.e., a grid of pixels), spatial dataset can vary

a lot. (2) Generate a huge number of spatial datasets that cover as

much as possible of the different real distributions that character-

ize geographical information on the Earth surface. (3) Define the

structure of the neural network that, after training, can be used for

generating the spatial embedding.

Regarding point (1), we choose to compute for each dataset a

multifaceted histogram of fixed size, as done in many previous work

on the field [15]. To decide which features to store in each cell of

the histogram, we consider the goal of the successive models: eval-

uate the cost of an operation on spatial data. Usually such cost is

influenced by: the dataset size: measured by cardinality (𝑓1) and
size in bytes (𝑓2) of the input, the complexity of the geometries

contained in the dataset: measured by area of the geometries (𝑓3),
length on 𝑥 and 𝑦 axes of their MBR (𝑓4 and 𝑓5), and number of
vertices (𝑓6) of their vector representation. These features are com-
puted in each cell of the histogram so that the distribution of the

dataset “complexity” in the reference space can be represented by

the histogram itself. In particular, in each cell 𝑐 we compute the
sum of features 𝑓1, 𝑓2 and 𝑓6 and the average for features 𝑓3, 𝑓4 and
𝑓5 considering only the geometries that intersect the cell 𝑐 .
Conversely, for point (2), we generate a collection of about 2,700

synthetic datasets with different distributions (1145 of uniform, 345

of diagonal, 343 of Gaussian, 225 of parcel, 305 of bit, and 200 of

Sierpinski distribution) by using the Spider tool [7]. We also choose

different sizes from a minimum of about 1MB to more that 2GB. No-

tice that the number of datasets with uniform distribution is higher

with respect to the number of other distributions. This choice is

necessary because with highly skewed distributions there are many

empty cells inside the reference space. Therefore, to ensure that

the computed histograms are balanced between zero and non-zero

values, and to avoid creating a model that over-estimates zeros, we

need in this phase a bigger number of uniform distributed datasets

which compensates the overall presence of skewed distributions

(independently from their type).

As final preparation step, we need to normalize the values of

the features in each cell of the histograms. Different functions can

be applied to normalize data before training. We chose a min-max

scaler, which requires firstly to compute the minimum and the

maximum value for each feature among all histograms, producing

two arrays of values𝑚𝑖𝑛[] and𝑚𝑎𝑥 [], and secondly to normalize
each original list of feature 𝑣𝑜𝑟𝑖𝑔 [] as follows:

𝑣𝑛𝑜𝑟𝑚 [𝑖] =
𝑣𝑜𝑟𝑖𝑔 [𝑖] −𝑚𝑖𝑛[𝑖]

𝑚𝑎𝑥 [𝑖] −𝑚𝑖𝑛[𝑖]
(1)

Moreover, since the considered histograms present feature values

that do not span over all range of admissible values, we preliminary

apply an additional transformation, based on the logarithmic func-

tion, that allows us to spread the feature values more uniformly

in the interval [0, 1] (this is applied also to the arrays𝑚𝑖𝑛[] and
𝑚𝑎𝑥 []).

𝑣𝑙𝑜𝑔 [𝑖] = 𝑙𝑜𝑔(1 + 𝑐 ∗ 𝑣𝑜𝑟𝑖𝑔 [𝑖]) (2)

The constant value 𝑐 can be set to 1 or a greater value in order to
increase the effect of the logarithmic function.

Finally, relatively to point (3), we tested both kinds of mentioned

autoencoders: the stacked and the convolutional ones, for the first

one we choose 3 fully connected layers, while for the second one

we use 3 convolutional layers. We tested different values for the

embedding dimension (also called latent dimension), and different

numbers of nodes in each layer.

In the next section we present the results of the experiments that

we performed to select the model𝑀1 and the first results about the
training of a second model 𝑀2(𝑜, 𝑖, 𝑝) estimating the selectivity (𝑝)
of range queries (𝑜) considering the implementation (𝑖) in Spark.

3 EXPERIMENTS

Considering the architecture of the proposed approach, we divide

the experiments in two parts. First, we need to train models for

obtaining a set of candidate autoencoders (𝑀1) to generate embed-
dings. Second, we need to train models for estimating the selectivity

of range queries (𝑀2).

3.1 Spatial Embeddings

The training of model 𝑀1 requires to prepare the histograms for
the datasets described in the previous section. Each histogram is a

grid 128 × 128 containing in each cell 6 features (see Sec. 2). Given

such set of input data points, we perform two sets of experiments

in order to find the best architecture for𝑀1.
In the first set of experiments, denoted as 𝐸𝑥𝑝1𝑀1, we consider

for the training stacked autoencorders composed of three dense

layers, since we want to test whether the synthetic generation of

datasets might be sufficient to produce good autoencoders also

for the real datasets. Tab. 1 reports the results obtained for the

two autoencoders selected by 𝐸𝑥𝑝1𝑀1, which are denoted as 𝐴𝐸𝑆1
and 𝐴𝐸𝑆2, by varying: the values of the hyperparameters (column
Hyperp.), i.e., the number of neurons in each fully connected layer,

and the latent dimension (column LD), i.e., the dimension of the

produced spatial embedding.

For the evaluationwe use theWMAPE accuracymeasures, namely

the Weighted Mean Absolute Percentage Error, since it allows us

to correctly treat zeros in the set of actual and predicted values.

𝑊𝑀𝐴𝑃𝐸 is calculated as (
∑

|𝐴 − 𝑃 |/
∑
𝐴) where A is the actual

value, while P is the predicted value. More specifically, we compute

the𝑊𝑀𝐴𝑃𝐸 error on a test set covering the 20% of the data points
that the model has not seen before. Notice that, the metric𝑊𝑀𝐴𝑃𝐸
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Table 1: Characteristics of the selected autoencoders for extracting spatial embeddings starting from a histogram of 128× 128× 6.

The training has been performed with 50 epoches. Models with subscript 𝑆∗ are stacked autoencoders, while models with

subscript 𝐶∗ are convolutional autoencoders.

Experiment Autoencoder Latent Dimension Hyperparameters Train. time (sec) LOSS VAL LOSS WMAPE

𝐸𝑥𝑝1𝑀1 𝐴𝐸𝑆1 384 1024,512 105 9.6E-04 1.5E-03 0.363

𝐸𝑥𝑝1𝑀1 𝐴𝐸𝑆2 1536 1024,512 104 1.1E-03 1.6E-03 0.356

𝐸𝑥𝑝2𝑀1 𝐴𝐸𝐶1 768 filter(128,64) 121 1.3E-03 1.3E-03 0.352

𝐸𝑥𝑝2𝑀1 𝐴𝐸𝐶2 3072 filter(64,32) 80 9.8E-04 9.9E-04 0.319

for fully connected models (stacked autoencoders) is very good, in

the best case it is around 0.36.

In the second set of experiments, denoted as 𝐸𝑥𝑝2𝑀1, we perform
the training considering CNN autoencoders. As shown in Tab. 1,

in this case the models produce a sightly better quality during

reconstruction (i.e.,𝑊𝑀𝐴𝑃𝐸 is arount 0.32 in the best case).
However, since we are not specifically interested in the recon-

struction capabilities of the autoencoders, but in their ability to

properly distill the characteristics of a spatial datasets, we decide to

not discard the stacked autoencoders entirely. In particular, given

this first session of experiments, we select the 4 models in Tab. 1

for the generation of the embeddings describing the input datasets.

In the second part of experiments, we focused on the definition

of specific models for estimating the selectivity for range queries.

3.2 Range query

Given the collection of considered datasets, we randomly generate

50 querywindows for each of them. Suchwindows are located in the

reference space (0, 0, 10, 10) and have an area between 5.0x10−4 and
1.3x10−1. Therefore, 100,000 range queries 𝑄𝑖 were executed, col-

lecting for each one the selectivity (𝜎 (𝑄𝑖 )). Starting from them and

considering the 4 autoencoders in Tab. 1, we generated 4 different

sets of data points with different size according to the correspond-

ing embedding latent dimension. The size of the obtained input

dataset varies from about 0.044Gb for a latent dimension of 48, to

2.31Gb for a latent dimension of 3072.

The input of M2 is composed of two parts: the embedding of

the dataset (𝐼𝑒 ) and 8 values representing the MBR of the dataset
and of the query window (𝐼𝑚𝑏𝑟 ). Given such structure, we consider

two alternative approaches for the M2 network architecture: in

the first one (𝑀2𝑑𝑛𝑛) input 𝐼𝑒 is processed by a DNN composed of
three fully connected layers, then the obtained result is concate-

nated with input 𝐼𝑚𝑏𝑟 and two additional fully connected layers

produce the final estimate. Conversely, in the second architecture

(𝑀2𝑐𝑛𝑛) input 𝐼𝑒 is processed by two CNN layers and the result
is concatenated with 𝐼𝑚𝑏𝑟 and given to the same final two dense

layers. In both cases we tested different configuration of the hyper-

parameters and combinations with the 4 embeddings mentioned at

the end of the previous section. The best results are obtained with

the model 𝑀2𝑑𝑛𝑛 with hyperparameters (64,32,32,32,16) and em-
bedding 𝐴𝐸𝑆1 which produces a WMAPE of 0.405, while for𝑀2𝑐𝑛𝑛
with hyperparameters (1024,512,512,512,25) and embedding 𝐴𝐸𝑆1
we obtain a WMAPE of 0.453. Both models increases the accuracy

of the baseline which has an error or 1.32. As baseline we use the

theoretical formula proposed in [2] for estimating the selectivity of

range query.

4 CONCLUSION AND FUTUREWORK

In this paper we propose a new approach for exploiting the machine

learning and deep learning techniques in optimization of spatial

queries. The key idea is to introduce the concept of spatial embed-

ding that is generated by the first model,𝑀1, of the framework and
it is used by all successive models that predict a specific cost param-

eter of a specific implementation of one operation. As a preliminary

result, we demonstrate the this idea can be applied successfully for

the estimation of selectivity of range queries, obtaining an accuracy

which is better than the considered baselines.
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