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Abstract

This study presents two novel interpretable models for the prompt classification of
temporal data in both event log (el) and time series (TS) domains, with a principal
focus on applications in healthcare and wellness. First, we introduce the Sequence-
Walking Decision Tree (SWDT), a tree-based model that unifies el data—discrete
events annotated with times and values—to enable both supervised and unsuper-
vised tasks. SWDT integrates multivariate temporal relations in a highly inter-
pretable structure, offering mechanisms for predictive modeling, distance-based clus-
tering, and associate rule mining. Second, we propose the Time Series Step Tree
(TSST), a decision-tree-based approach tailored to the progressive analysis of uni-
variate and multivariate TS. TSST adopts a step-wise evaluation strategy, making
it capable of classifying partial time series promptly (“early”) without awaiting the
entire sequence. This design enables reduced latency in mission-critical scenarios,
like real-time patient monitoring, while preserving interpretability by generating
human-readable decision paths. Experimental evaluations on benchmark datasets
demonstrate the effectiveness of both SWDT and TSST in delivering robust pre-
dictive performance. Additionally, the proposed models exhibit strong potential for
healthcare applications such as prompt detection of critical conditions, where timely,
transparent, and reliable decisions are essential.

Keywords: Temporal Data, Event Logs, Time Series, Time Series Classifica-
tion, Prompt Time Series Classification, Decision Trees, Interpretable AI, Health-
care
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Chapter 1

Introduction

In this introductory Chapter, we outline the context and motivations underlying our
work, focusing on the challenges and opportunities in analyzing temporal data. We
begin by discussing the growing importance and complexity of temporal data, which
includes both continuous time series (T S) and event data (Ev), and the compu-
tational and interpretive di�culties associated with their joint analysis. We then
present the need for models that not only e�ectively integrate these diverse data
sources but also o�er high interpretability and explainability to support decision
making. In this context, we introduce our �rst contribution: the Sequence-walking
Decision Tree (SWDT) model, designed to represent and classify heterogeneous data
(T S andEv) in a uni�ed and transparent manner that we call event logs. Subse-
quently, we address a complementary scenario where the analysis focuses exclu-
sively on time series data (T S), highlighting the critical need for methods capable
of performing early and interpretable classi�cation. To meet this need, we introduce
the second contribution: the Time Series Step Tree (TSST) model, a decision-tree-
based approach speci�cally developed for the prompt and interpretable classi�cation
of T S, even when only partially observed. This introduction thus lays the foundation
for the two main methodological streams explored in this study.

Early Classi�cation as a Generalization of Standard Classi�cation. It is im-
portant to clarify the relationship between early classi�cation and standard super-
vised/unsupervised classi�cation problems. Early classi�cation should be viewed
as ageneralizationof standard classi�cation in the temporal domain. Standard clas-
si�cation represents the special case where classi�cation occurs after observing the
complete sequence (� = L , where� is the observation time andL is the full sequence
length), whereas early classi�cation introduces an additional temporal dimension by
seeking to minimize observation time� while maintaining acceptable accuracy. This
creates a fundamental trade-o� between earliness and accuracy that does not exist
in standard classi�cation, where all instances use complete observations. Both su-
pervised and unsupervised paradigms can operate within this temporal framework,
as demonstrated by the ability ofSWDTfor both predictive modeling and distance-
based clustering on partial temporal observations. Thus, early classi�cation extends
rather than replaces the classical problem formulation, making it particularly valu-
able for time-sensitive applications where decision latency matters.

1



1.1 Sequence Walking Tree (SWDT)

Nowadays, temporal data are pervasive and very accurate in both time granularity
and precision of the retrieved measurements. In the last decade, we have observed
that temporal data are of paramount importance in most real-time applications rang-
ing from e-commerce to space exploration. The healthcare domain stands as the
opposite of the exception to the rule. In such a �eld, temporal data analysis started
in the past century with the analysis of signals coming from the Intensive Care Unit
(ICU) monitors such as Electrocardiogram (ECG), and it is now on the edge from the
point of view of applications, such as Brain-Computer Interface (BCI). Concerning
the amount of data produced, let us consider the tens of gigabytes uploaded daily by
a wearable device used for telemedicine or wellness (e.g., smartwatch).

On the one hand, collecting such data has become increasingly cheaper and more
manageable; on the other hand, analyzing them has become increasingly di�cult
due to the computational cost of performing even simple proto-analytic tasks like
Extraction Transformation and Loading (ETL) or data pro�ling. For instance, we
may havetime-series dataT S related to the steps a patient took during the day
together with its heart rate, all with di�erent granularities, e.g., the �rst may have
been recorded each minute, the latter each5 seconds. To this data, we have to add
relevantevent dataEv, like when the patient took a nap, administered a medicine, or
did some exercise (e.g., �Run�). Let us note thatT S data andEv data are positioned
at opposite ends regarding scope and form. The former are retrieved periodically,
and their evolution over time intervals, rather than a single value, represents what
the patient is experiencing. The latter, however, tend to be sparse along the timeline
and may be associated with multiple values (e.g., the active principle of a drug, the
dosage, and the route of administration).

A sequence of, even of apparently unrelated,Ev associated with particular trends
or patterns ofT S in the same temporal window may determine a situation of discom-
fort or even an imminent complication in the patient. Early detection of such issues
can lead to prompt intervention or even prevent complications before they arise. In
these situations, decision-making falls solely to physicians and nurses. We believe
that automated procedures can signi�cantly support these decisions. This can be
achieved through models that: (i) elucidate the main hypotheses underlying auto-
mated evaluations (enhancing explainability), and (ii) ensure the decision-making
mechanism of the model is transparent, allowing for the detection of biases and the
e�ective incorporation of clinical domain knowledge (improving interpretability).
At least one of such desirable features is often compromised, especially when han-
dling bothT S andEv data. This compromise is primarily due to the complexity of
providing clear explanations to non-computer science experts when the data involves
multivariate temporal relations across heterogeneous variables.

With a focus on ensuring a high level of interpretability in decision support tasks
that involve heterogeneous collections ofT S andEv data, as commonly encoun-
tered in healthcare domains:

ˆ We propose a method for integratingT S and Ev data into a uni�ed and
straightforward representation of event logs, aiming to preserve the tempo-
ral relations between these two types of data as much as possible.
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ˆ We introduce a tree-based classi�cation model, the Sequence-walking Deci-
sion Tree (SWDT), suitable for both supervised and unsupervised tasks in-
volving event logs of variable lengths.

ˆ We suggest two intuitive methods for applyingSWDT in unsupervised set-
tings, including distance-based clustering and a generalization of sequential
pattern mining.

These proposals have been implemented, and the implementation is freely available
for community bene�t. We discuss some preliminary results obtained from this
prototype in Chapter 6.

1.2 Time Series Step Tree (TSST)

In many real-world scenarios, especially in domains like healthcare, �nance, and
industrial monitoring, decision-making often relies solely on time series.T S/ data,
without the need for additional contextual information or preprocessing. In these
cases, the ability to classify and make predictions based on incomplete or evolving
data is critical. For instance, in healthcare, continuous monitoring of vital signs such
as heart rate, blood pressure, or oxygen saturation provides valuableT S data that
can inform decisions regarding patient care [1]. Similarly, in �nance, stock market
data or transaction history is used to predict trends or detect anomalies [2]. The
challenge in such settings is to develop models that can processT S data e�ciently
and make timely predictions or classi�cations, often with the goal of early detection,
before the complete data is available [3]. These models need to balance accuracy and
interpretability, ensuring that decisions are both reliable and transparent, especially
when human intervention is necessary [4].

Time series classi�cation (TSC) is a crucial task in numerous domains, given
the prevalence of time-dependent data in �elds such as healthcare, �nance, indus-
trial applications, and beyond [1], [5]. Traditional approaches to TSC have evolved
signi�cantly, encompassing a wide spectrum of methodologies. However, in many
practical scenarios, particularly those demanding timely actions, there is a growing
emphasis onearly classi�cationand theinterpretabilityof classi�cation models [2],
[3]. Early time series classi�cation (ETSC) seeks to predict the class label before
its complete observation, enabling prompt responses and interventions [3], [6]. In-
terpretability, on the other hand, is essential for understanding the decision-making
process of classi�ers, building trust, and facilitating knowledge discovery from the
data [4].

While various methods have been proposed for ETSC [2], [7], [8], the need for
methods simultaneously o�ering dynamic early classi�cation and interpretability re-
mains a key challenge. Existing early classi�cation methods while improving time-
liness [9], [10], may not fully address the requirement for transparent decision pro-
cesses [3]. Furthermore, while deep learning models achieve high accuracy in TSC
[1], their inherent complexity often hinders interpretability, limiting their applicabil-
ity in domains where understanding the reasoning behind predictions is paramount.
Decision trees o�er a pathway to interpretability [4], yet their e�ectiveness in dy-
namic early classi�cation scenarios requires further exploration.
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To bridge this gap, we introduce the Time Series Step Tree (TSST), a novel
interpretable decision-tree-based method designed explicitly for promptT S classi-
�cation. TSSTadopts a progressive, step-wise approach toT S evaluation, enabling
classi�cation with dynamically adjusted observation windows. Our method con-
structs an interpretable decision tree, leveraging a novelwitness time series(WITNESS-
TS) selection process and dynamically choosing the best distance functions and pa-
rameters at each step to maximize information gain and facilitate e�ective splitting.
This tree-based structure inherently provides transparency, allowing for the exam-
ination of the decision path leading to each classi�cation. Moreover,TSSTis en-
gineered for promptness, facilitating decisions as soon as su�cient discriminatory
information is available, without necessitating the completeT S in most cases.

The primary contributions ofTSSTare:

ˆ the proposal ofTSSTa novel and interpretableT S classi�cation method em-
ploying dynamic observation windows and a decision tree based on WITNESS-
TS.

ˆ demonstration of the capability of theTSSTfor prompt classi�cation while
maintaining robust accuracy on various univariateT S datasets.

ˆ provision of insights into the interpretability ofTSSTthrough detailed analysis
and visualization of the generated decision trees.

1.3 Chapter Summary

In this introductory chapter, we motivated the analysis of temporal data with a focus
on healthcare, formalized the need to jointly handle heterogeneous sources�continuous
time series (T S) and discrete events (Ev)�and introduced two complementary, in-
terpretable models tailored to this setting. First, we presented the Sequence-Walking
Decision Tree (SWDT), which integratesT S andEv into uni�ed event logs and
supports both supervised and unsupervised tasks through transparent, temporally
grounded splits. Second, we introduced the Time Series Step Tree (TSST), a decision-
tree-based method for prompt time series classi�cation that adapts its observation
window step-wise, selects a witness time series (Witness-TS) to guide each split,
and chooses distance functions dynamically to balance timeliness, accuracy, and in-
teroperability.

The rest of this thesis is organized as follows. Chapter 2 positionsSWDTand
TSSTwithin the literature on interpretable temporal models, early classi�cation, and
tree-based methods, and identi�es the open gaps that motivate our contributions.
Chapter 3 formalizes event data and details the three-window framework used to
build supervised datasets from event logs, highlighting challenges and opportunities
in healthcare applications. Chapter 4 introduces time series data, core challenges,
and benchmark collections used in our evaluation. Chapter 5 motivates prompt time
series classi�cation and contrasts it with early classi�cation, establishing the con-
ceptual bridge toTSST. Chapter 6 develops theSWDTmodel: the uni�ed event-
log representation, training and prediction mechanisms, extensions to unsupervised
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tasks (association rule mining and distance-based clustering), and interpretability as-
pects, together with preliminary results. Chapter 7 presents theTSSTmodel in full:
witness-guided splitting, dynamic distance selection, progressive observation win-
dows, post-pruning and random-forest variants, and empirical results demonstrating
interpretability, performance, and promptness on real-world datasets. Finally, Chap-
ter 8 summarizes the contributions and outlines directions for future work.
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Chapter 2

Related Work

This Chapter reviews the relevant literature underpinning the two primary contri-
butions of this work, and it is organized in three sections: the Decision Trees (DT)
(Section 2.1), constituting the base for our work, the sequence walking decision tree
(SWDT) (Section 2.2) for enriched event sequence analysis, and the time series step
tree (TSST) (Section 2.3) for prompt time series classi�cation (PTSC). Finally, Sec-
tion 2.4 will conclude this chapter, brie�y summarizing the main �ndings.

In more detail in Section 2.1, we present the decision trees that constitute the
base for bothSWDT and forTSSTand their associated literature forEv andT S
classi�cation. In Section 2.2, we �rst delve into established methods for analyzing
sequential healthcare data, like Sequential Pattern Mining (SPM), Temporal Asso-
ciation Rule (TAR) mining, and �xed-window predictive models, highlighting the
di�erences withSWDT. We will focus particularly on the common trait and novelty
introduced within the model, such as its ability to dynamically incorporate tempo-
ral intervals and values, enhancing intra-patient explainability and reducing prepro-
cessing compared to existing methods, including atemporal sequence decision trees
like SeqDT[11]. Subsequently, in Section 2.3 we survey the �eld of TSC, covering
advancements in early and prompt classi�cation techniques aimed at minimizing de-
cision latency (e.g., ECTS [5], TEASER [2], ECONOMY [7], CALIMERA [12]),
and the critical role of interpretability, especially in high-stakes domains. We iden-
tify a key gap in existing approaches�the need for models that dynamically adjust
prediction timing on a case-by-case basis while maintaining transparency�which
motivates the development ofTSSTas a novel, interpretable solution for adaptive
T S analysis.

To support our cases, we will focus on healthcare domain with datasets such as
PMData dataset [13] and the diabates dataset fromUCI Irvine Machine Learning
Repository[14] for SWDT, and with more general one such as UCR Archive [15]
and the UEA Multivariate TS Classi�cation Archive [16] forTSST. These datasets
will be discussed in greater detail in Chapters 3 and 4; however, a brief overview is
provided below. TheUCI Irvine Machine Learning Repository[14] is a collection of
around 600 diverse datasets�spanning over various domains�used by the machine
learning community for tasks such as classi�cation, regression, and clustering. In
our study, we utilized the diabetes dataset from UCI, which comprises event logs for
each of the 70 patients.
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PMData dataset [13] combines traditional lifelogging data with sports-activity
data collected from 16 persons for 5 months, It includes bothEv andT S dataset.

The UCR ARCHIVE [15] has been become the benchmark to evaluate TSC
algorithms. This archive includes a comprehensive and intentionally challenging
collection of 128 univariate TS problems originating from a diverse real-world do-
mains�sensor readings, image outlines, device traces.

The UEA Multivariate TS Classi�cation Archive [16] features 30 diverse datasets
collected from a wide range of real-world domains being the equivalent of the UCR
for multivariate TS.

2.1 Decision Trees (DTs)

Single trees or groups of trees can be used in tree-based categorization models. En-
semble approaches lack the simple interpretability of individual tree, even if they
still employ symbolic representations. These models, which are referred to as de-
cision trees (DT), can be described inductively as either a class label or a k-way
decision with k subtrees. DT have their roots in seminal work of Quinlan [17], [18].
Heuristic, sub-optimal methods have been developed to solve the NP-hard issue of
extracting the best decision tree from a dataset [19]. ID3 [17] is a well-known greedy
algorithm that constructs trees by recursively choosing the attribute and associated
value(s) that yield the greatest information gain. As a result, the dataset is split k-
way into subsetsD1; :::; Dk according to the distribution of classes before and after
the split. Each decision in the tree can be represented by a propositional variable. A
sequence of decisions along a single branch corresponds to a conjunction of condi-
tions, while alternative branches represent disjunctions. As a result, a decision tree
provides a rule-based, symbolic description of a training dataset-can span over dif-
ferent domains and typologies-and can be interpreted as a collection of propositional
logic formulas.

Sequential DT Sequential decision trees (SeqDT) have recently gained attention
for their ability to handle time-series and sequential data by incorporating temporal
dependencies into the decision-making process. The primary objective of SeqDT
is to extend traditional decision trees by recognizing and leveraging ordered subse-
quences within time-series data.

Decision trees can indeed be applied to the classi�cation of such data, as demon-
strated by the sequential decision tree model (SeqDT) proposed by Heet al. [11].
Indeed, theSeqDTextends classical DT to handle ordered subsequences; however,
it operates solely onatemporalevent identi�ers. In this model, the nodes of the de-
cision tree are labeled with the sub-sequences most correlated with the classi�cation
label for the given task. During the prediction phase, at the generic node,v, the out-
going edge is taken according to the presence/absence of the sub-sequence labeling
the node in the input sequence. The main di�erence betweenSeqDTand the model
SWDTis that the �rst deals only with atemporized sequences while ours generalises
the foundational idea by incorporating both interval relations and numerical event
values, enabling, for example, richer clinical predicates (e.g., �serum creatinine rises
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by g0.3 mg/dL within 48 h�). Since, as we will demonstrate in Chapter 3, atempo-
rized sequences represent a restricted case of event logs, it is non-trivial to extend
SeqDTto accommodate the richer and more expressive input supported bySWDT.
Moreover, He et al. [20] propose a new algorithm that constructs random forests
by adaptively selecting features from the set of all subsequences. Their method en-
hances the classical decision tree model by taking into account temporal dependen-
cies and dynamic feature selection, enabling more e�ective classi�cation of sequen-
tial data. By selecting features adaptively, the model can dynamically adjust to the
changing patterns in time-series data, making it highly �exible for time-sensitive
applications.

Similarly, Dong et al. [21] introduce an interpretable sequential decision tree
framework designed for healthcare data. Their model aims to improve the inter-
pretability of sequential decision trees while maintaining their ability to capture
complex temporal patterns. By incorporating temporal logic, their approach pro-
vides transparent decision paths that can be traced back to speci�c events in the data,
facilitating better understanding and decision-making in domains like healthcare.

In addition, Nenzi et al. [22] present a logic-based learning approach to explore
diabetes patient behaviors. They use temporal logic to analyze and model sequences
of healthcare events, providing a clear and interpretable framework for understand-
ing patient trajectories. This work highlights the importance of combining logic-
based reasoning with decision trees to better handle sequential healthcare data, pro-
viding actionable insights for medical practitioners.

Further advancements include ECATS (Explainable-by-Design Concept-Based
Anomaly Detection forT S) [23] and the mining of spatio-temporal logic properties
for spatially distributed systems, which build upon SeqDT framework to improve
the detection of anomalies and the analysis of complex, multivariateT S.

These sequential decision tree methods have proven useful in �elds such as
healthcare, where understanding the timing and relationships between events is cru-
cial. The combination of temporal logic and decision trees has the potential to sig-
ni�cantly improve the interpretability and adaptability of models used for sequential
data analysis.

Decision Trees (DTs) and Time Series Classi�cation (TSC) DT is widely used
and applied toT S classi�cation to enhance pattern recognition and data mining [4],
[24]. In [25] the authors propose to extract features from each dimension of the TS
independently, concatenate them and the resulting vector for the MultivariateT S
Classi�cation (MTSC). This static-based method o�ers a more interpretable alterna-
tive to other existing techniques. In fact, recent advancements inT S modeling have
shifted towards sophisticated architectures, such as Transformer networks and atten-
tion mechanisms that lack in transparency but excel at capturing long-range depen-
dencies. The Transformers, such as TIMESNET [26] and ShapeFormer [27], have
been adapted toT S domain, tailoring speci�cally for TSC. Additionally, models
that utilize structures like CNN and RNN, such as LITE [28] and CNN-Trans [29],
have emerged to enhance classi�cation performances by e�ectively capturing both
local and global patterns in time series data.

ShapeFormer [27] is a transformer-based model speci�cally designed for multi-
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variate TSC. It incorporates shapelet-based learning into a transformer framework,
e�ectively capturing both local and global temporal patterns. While ShapeFormer
excels in learning complex dependencies, it su�ers from interpretability, as its decision-
making process is opaque. In contrast,TSSTprovides an interpretable, tree-based
structure, enabling users to trace decisions back to speci�c temporal intervals and
events, which enhances explainability in high-stakes domains like healthcare. Addi-
tionally, TSSTuses dynamic time windows, adapting to each case speci�c temporal
context, unlike ShapeFormer, which relies on a static sequence of transformations.

TimesNet [26] is a temporal 2D-variation model tailored for generalT S analysis.
It leverages deep learning techniques to model the temporal and spatial relationships
within time-series data, making it suitable for a broad range of applications. How-
ever, like many deep learning models, it prioritizes accuracy over interpretability,
making it challenging to understand why certain predictions are made.TSST, on
the other hand, provides transparency through its decision tree structure and allows
for dynamic adjustments in the observation window. This adaptability makesTSST
well-suited for real-time applications, where the decision-making process needs to
be explainable and �exible based on the data at hand.

Light Inception with boosTing tEchniques (LITE) [28] is a CNN classi�cation
model that combines high performances with-relatively-low model complexity. LITE
is based on multiplexing [30], custom �lters, and dilated convolution and, although
it is �simple� for a CNN, it still su�ers from interpretability thatTSSTresolves uses
a �xed window whileTSSTadapts its observation window to each case.

CNN-Trans [29] is a hybrid model that combines convolutional neural networks
(CNNs) with transformers to capture both local features and long-range dependen-
cies in T S data. While CNN-Trans demonstrates excellent classi�cation perfor-
mance, it is a black-box model, lacking interpretability. Furthermore, its use of �xed
observation windows limits its adaptability to di�erentT S patterns. In contrast,
SWDTandTSSTovercome these limitations by providing interpretable, rule-based
decision processes.SWDT dynamically incorporates both temporal intervals and
event values, whileTSSTadapts its observation window to optimize classi�cation,
o�ering a more �exible and transparent approach for TSC.

Meanwhile, decision-tree-based approaches [4], [31] provide interpretable mod-
els forT S classi�cation, a property that remains crucial in many practical scenar-
ios [32], [33]. In [4], decision trees are used to enhance the pattern recognition
capabilities for time-series data. Their approach presents an interpretable frame-
work where the decision-making process is governed by the tree structure, which
splits the data based on important features, o�ering clear explanations about how
classi�cations are made. Similarly, authors in [31] demonstrated the use of deci-
sion trees for electricity consumption prediction. In their work, decision trees helped
map time-dependent data to a classi�cation label, showing the utility of this model
in settings that require transparency, such as energy forecasting. However, both ap-
proaches primarily work with static or prede�ned sequences, where temporal depen-
dencies and dynamic interactions between features are less emphasized. In contrast,
SWDT andTSSTtake these dynamic relationships into account by incorporating
temporal intervals and adjusting observation windows.SWDTextends traditional
decision trees by handling richer data structures, including event logs with inter-
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vals and event values, which signi�cantly improves interpretability in domains like
healthcare. Meanwhile,TSSTallows for stepwise decision-making, progressively
adjusting the observation window based on the data at hand, which is particularly
useful for real-time applications. These advancements makeSWDTandTSSTmore
�exible and adaptive compared to earlier decision-tree-based approaches, which rely
on �xed assumptions about the sequence or data.

In [34], the authors introduce Temporal C4.5, a method that enables the extrac-
tion of temporal decision trees from un-discretized multivariateT S, along with its
implementation, Temporal J48. This framework is used for TSC due to its capability
to capture temporal behaviors inT S, while also o�ering interpretability. However,
it lacks adaptability.SWDT, while also interpretable like Temporal J48, relies on
the three-window model, which enhances its adaptability to diverse temporal and
event patterns andTSSTrelies on adaptable observation window.

2.1.1 Interpretability in Standard vs. Temporal Classi�cation

While interpretability is a well-established concern in standard classi�cation prob-
lems, the temporal domain introduces unique challenges and opportunities that re-
quire explicit clari�cation. In this subsection, we distinguish between interpretabil-
ity measures inherited from classical decision tree literature and those speci�c to
early classi�cation of temporal data, while identifying which contributions repre-
sent novel extensions of existing ideas versus entirely new mechanisms.

Inherited Interpretability Properties. Both SWDTandTSSTleverage foun-
dational interpretability properties of classical decision trees that have been well-
established in the machine learning literature. These include: (i) hierarchical struc-
ture enabling visualization of decision paths; (ii) rule-based nature of predictions
expressed as IF-THEN logic; and (iii) the ability to trace any classi�cation back to a
sequence of explicit conditions. Standard tree-based interpretability metrics such as
feature importance, tree depth, and node purity remain directly applicable and are
employed in both models for evaluation purposes.

Temporal-Speci�c Interpretability Measures. What distinguishesSWDTand
TSSTfrom standard decision trees is their handling oftemporal interpretability�the
ability to explainwhenandwhya decision is made based on evolving temporal pat-
terns. ForSWDT this temporal dimension manifests in: (i)Temporal interval
reasoning: nodes encode explicit interval relations (overlaps, meets, during, etc.)
between events with associated timestamps and values, enabling clinically meaning-
ful predicates such as �serum creatinine rises byg 0:3mg/dL within 48 hours.� This
capability extends beyond standard decision trees, which operate on static, atempo-
ral features [35], [36]. (ii)Event-value integration: SWDTsplits incorporate both
thepresenceof events and theirnumerical values, maintaining interpretability while
handling heterogeneous temporal data without extensive preprocessing [37].

For TSST temporal-speci�c interpretability contributions include: (i)Witness
Time Series (Witness-TS) selection: at each node,TSSTidenti�es a discriminative
subsequence from the training data that maximizes information gain. This provides
a concrete, interpretable reference pattern�users can visualizewhich speci�c tem-
poral shapedrove each split. (ii)Dynamic observation windows and earliness:
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TSSTadaptively determineshow muchof the �� is needed for classi�cation on a
per-instance basis. The resulting decision trees exposewhenthe model has su�-
cient con�dence to stop, which is interpretable as a cost-bene�t trade-o� between
latency and accuracy. This temporal adaptability is unique to early classi�cation and
cannot be captured by standard decision trees. (iii)Step-wise progression metrics:
TSSTrecords the number of steps (pre�x length) required to reach each leaf, en-
abling interpretable analysis of earliness distributions across instances (as shown in
Section 7.3). This provides transparency into the temporal decision-making process
of the model.

Novel vs. Inspired Contributions. To clarify which interpretability concepts
build upon existing work versus represent novel contributions:

Inspired by existing literature: (i) The use of decision trees as inherently inter-
pretable models follows a long tradition in machine learning. (ii) The concept of
early classi�cation itself builds on prior work in temporal data mining and pattern
discovery [35], [38], though these methods often lack the transparency of decision
trees. (iii) ForSWDT the idea of using temporal logic for classi�cation has prece-
dents in interval-based temporal pattern mining [36], [39], though prior work typi-
cally operates on discretized or preprocessed temporal data.

Novel contributions in this thesis: (i) uni�ed event log representation ofSWDT:
the integration of both discrete events (with timestamps and values) and�� data (af-
ter conversion via Algorithm 2) into a single interpretable framework is novel. Prior
sequence decision trees (e.g., [11]) operate on atemporal sequences, whileSWDT
explicitly encodes temporal intervals and event values in tree splits. (ii)Witness-
TS mechanism ofTSST: the dynamic selection of discriminative subsequences
(Witness-TS) at each node, combined with adaptive distance metric selection, is
a novel interpretability mechanism speci�c to this work. It provides a concrete,
visualizable reference pattern for each split, unlike existing methods that rely on
black-box embeddings or �xed observation windows. (iii)Instance-level earliness
interpretability : ability of TSSTto explainwhysome instances are classi�ed ear-
lier than others�through the distribution of decision steps and the structure of the
tree�is a novel contribution that bridges the gap between accuracy, earliness, and
transparency.

In summary, whileSWDTandTSSTinherit the structural transparency of clas-
sical decision trees, they extend interpretability into the temporal domain through
explicit interval reasoning [37], [39], dynamic observation windows, and witness-
guided splitting. These temporal-speci�c mechanisms represent the primary novelty
of this work, addressing gaps that existing temporal pattern mining methods [36],
[38] have not simultaneously resolved.

2.2 Sequence Walking Decision Tree(SWDT)

In this section, we situate theSWDTwithin the context of event log analysis, pri-
marily in healthcare settings. We review relevant techniques such as Sequential Pat-
tern Mining (SPM) and Temporal Association Rule (TAR) mining while compar-
ing SWDTwith existing predictive models including �xed-window approaches and
prior sequence-based decision trees. This analysis will let us emphasize theSWDT
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novel dynamic handling of event data (Ev), while other methods require extensive
preprocessing or operating on atemporal sequences.

Chapter 3 de�nes what we mean byEv and explains how these are transformed
into T S. This transformation is simple and straightforward, and despite the datasets
high complexity, they require minimal processing to become usable samples.

Speci�cally, our early detection employs a three-window model inspired by [39]
and previously applied for identifying predictive dependencies in Acute Kidney In-
jury (AKI) [37]. The three-window framework, �rst introduced by [39], divides the
timeline into anobservation window, in which su�cient historical information is
amassed for modelling; awaiting (gap)window, inserted to preclude information
leakage and bolster decision certainty; and aprediction window, within which the
target event is forecast. Unlike the �xed sequential patterns used in these studies,
our method adapts pattern selection dynamically based on prior tests and uses the
prediction window as a classi�cation window, a �exibility we explore in Chapter 6.

Sequential Pattern Mining (SPM) By the conclusion of Chapter 3, we will demon-
strate how our event log model mirrors a sequence model [38], consisting of event
sequences enriched with timestamps and values. Sequence datasets primarily fo-
cus on identifying recurring sub-sequences, typically through variations of the sup-
port/con�dence framework [40]. These methods, categorized as Sequential Pat-
tern Mining (SPM), have gained prominence in Process Mining [41], Healthcare
[42], and Recommendation Systems [43]. SPM techniques meticulously consider
timestamps and intervals during preprocessing or when interpreting results. How-
ever, their core algorithms mainly address sequences without temporal considera-
tion. Conversely,SWDT is based on dynamically incorporate event intervals and
associated values directly, eliminating extensive preprocessing. This approach re-
duces assumptions and enhances explanation simplicity without sacri�cing infor-
mational depth. Moreover, [38] and [44] underline that the SPM techniques lack the
ability of easily handling complex data and this shortcoming is particularly impor-
tant with speci�c domains, such as healthcare.

Classical rule-mining approaches. SPM and Temporal Association Rule (TAR)
mining discover cohort-level motifs by counting support and con�dence over an
atemporalalphabet or over coarse temporal intervals, respectively [38], [45]. The
resulting rule sets must then be aggregated to produce patient-level predictions;
moreover, they require extensive discretizations of timestamps and event values.
By contrast,SWDT performs instance-level inference and encodes temporal rela-
tions insideeach tree split, thereby eliminating the heavy preprocessing step while
preserving interpretability.

TAR miningThe TAR mining contrasts with discrete-continuous temporal data
analysis, focusing onT S where contiguous points form events, indicating duration
by the interval between start and end points of an event [45]. TAR identi�es associa-
tions within time-series shapes [46]. Our approach merges sequential pattern mining
of events, enriched with timestamps and values, with time-series-derived events of
TAR. This method, especially in healthcare, integrates recent frameworks analyzing
dependencies between time-series trends and event occurrences [35], [36], requiring
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extensive preprocessing and parameterization for accurate predictions. Unlike these
predominantly inter-patient rule-discovery-focused frameworks, our model empha-
sizes intra-patient early detection and explainability.

In addition to the classical pattern�mining baselines, we contrast the (SWDT)
with a spectrum of recent state-of-the-art (SOTA) sequence models that have been
applied to electronic health-record data.

Fixed-window predictive models. Traditional ML pipelines �atten each patient
trajectory into a �xed-length feature vector�often a summary over a hindsight win-
dow�before feeding it to a classi�er (e.g., logistic regression or gradient-boosted
trees). Although straightforward, this strategy(i) discards �ne-grained order infor-
mation and(ii) �xes the observation horizon a priori [47].SWDTkeeps the chrono-
logical ordering intact and lets the tree adaptively select discriminative subsequences
of varying length, addressing the shortcomings of �xed-window approaches. Unlike
these models, which require preprocessing and discretization,SWDTdirectly works
with event logs, dynamically incorporating temporal intervals and event values, en-
hancing intra-patient explainability and adaptability.

Deep learning methods. Within the vast domain of deep learning, the attention-
based neural models have gained popularity forEv analysis and have rapidly reached
the other state-of-the-art (SOTA) performances. RETAIN [48], BEHRT [49], and
Med-BERT [50] are perfect example on SOTA performances. Indeed, they explic-
itly encode temporal gaps and event embeddings within high-capacity attention or
Transformer blocks. While they achieve excellent predictive accuracy, their latent
representations are opaque; at best, token-level attention weights o�er post-hoc clues
about importance. The primary distinctions between these models are as follows:
RETAIN [48] uses attention within an RNN to highlight important time steps but
lacks transparency.SWDTprovides explicit, rule-based paths for decisions, ensur-
ing interpretability. BEHRT [49] uses Transformer blocks for long-range depen-
dency modeling, but its decision-making process is opaque.SWDT incorporates
temporal intervals directly into decision tree splits, o�ering clear transparency. Med-
BERT [50] uses self-attention to model time-series data, but it is a black-box model.
SWDT ensures interpretability with explicit temporal reasoning and event values
in decision splits.SWDT in contrast, exposes a concise, rule-based path for every
prediction, satisfying the transparency requirements of safety-critical applications.

However, the attention-based neural models are not the only that have shown
great potentiality and performance inside theEv domain. The gated recurrent mod-
els have obtain good results as well and GRU-D [51] is one good example. GRU-D
tackles irregular sampling by decaying hidden states in proportion to the time since
last observation. However, it su�ers the known problems of the gated recurrent units
such as the gating mechanism remains hard to interpret, and it lacks native support
for interval logic (e.g., overlaps, durations).SWDTachieves comparable temporal
�exibility through explicit interval tests while keeping the decision process trans-
parent.

In summary,SWDTuniquely combines(i) explicit temporal reasoning,(ii) seam-
less handling of event values,(iii) minimal preprocessing, and(iv) path-level inter-
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pretability�an attribute set not simultaneously met by any of the surveyed state-
of-the-art methods. In Table 2.1 comparison of all key features between the earlier
mentioned methods withSWDTis presented.

Table 2.1: Comparison of classical and SOTA methods with SWDT.

Method
Explicit

time model
Event
values

Heavy
pre-proc.

Intra-patient
prediction Interpretable

SeqDT [11] • • • ‚ ‚

RETAIN [48] ‚ ‚ • ‚ í <

BEHRT [49] ‚ ‚ • ‚ •
Med-BERT [50] ‚ ‚ • ‚ •
GRU-D [51] ‚ ‚ • ‚ •

SWDT (ours) ‚ ‚ • ‚ ‚

‚ : supported;• : not supported;í : partially supported.
< RETAIN provides token-level attention weights, o�ering limited interpretability.

2.3 Time Series Step Tree (TSST)

As the second part of this study is focused only onT S data, in this section, we will
have an overview of the most knownT S classi�cation approaches. We will see
how these standard methods have evolved for use in early classi�cation tasks, why
interpretability is a very hot topic in this area, and �nally, the need for more dynamic
approaches.

Early and Prompt Classi�cation Moving beyond standard classi�cation methods
that require full sequences, early classi�cation aims to make decisions before observ-
ing the entireT S [6], [33]. Algorithms such as EarlyT S Classi�cation (ECTS) [5],
TEASER [2], ECONOMY [7], Stop&Hop [8] and Distance Transformation based
Early Classi�cation (DTEC) [9] attempt to minimize the waiting time while main-
taining classi�cation �delity. Similar endeavors include reliable early classi�cation
approaches proposed by Mori et al. [10], as well as work on multivariateT S by He
et al. [52] and Huang et al. [53]. These methods generally rely on a �xed observation
window, prede�ning the portion of the data required before issuing a prediction [33].
However, in contrast to these methods,TSSTo�ers greater �exibility by dynami-
cally adjusting the observation window to each case speci�c data, making it more
adaptable to evolving data streams. We will brie�y elaborate on these introduced
concepts in the following.

The Early Classi�cation of Time Series(ECTS) framework [5] incrementally
builds high-level, human-readable features through constructive induction. At pre-
diction time, it repeatedly tests these learned features on the incoming stream and
stops as soon as the current partial sequence matches a discriminative pattern, yield-
ing swift decisions without scanning the full trace [5].TSSTprovides a similar
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rapid classi�cation capability, but it does so by dynamically selecting discrimina-
tive subsequences of varying lengths, allowing for more �ne-grained, case-speci�c
decision-making.

TEASER [2] extends this idea by mining a small set ofearly shapelets�short,
class-characteristic subsequences whose presence can be checked on-the-�y. Then,
a greedy search balances earliness against accuracy so that the �rst shapelet con�-
dently matched triggers a prediction [2]. Unlike TEASER �xed approach to shapelet
selection,TSSTadapts its observation window based on the temporal context of the
data, providing a more �exible and accurate classi�cation even when the sequence
data varies in length and structure.

ECONOMY [7] reframes early classi�cation as a cost-sensitive optimisation
problem: it learns class-speci�c time thresholds that jointly minimise misclassi�-
cation loss and latency cost, and then issues the verdict as soon as the expected
total cost cannot be improved by waiting any longer. While ECONOMY optimizes
for decision timing,TSSTenhances interpretability and transparency by providing
explicit, rule-based decision paths, making it easier to understand why a certain pre-
diction was made at a speci�c point in the data stream.

Stop&Hop [8] tackles irregularly sampled multivariate streams; a recurrent en-
coder produces a hidden state at each (possibly uneven) timestamp, and a learned
stoppolicy decides whether the current evidence su�ces or the model shouldhop
forward and gather more data, e�ectively learning an adaptive observation schedule.
Unlike Stop&Hop, which still relies on a learning-based stop policy,TSSTexplic-
itly adapts its observation window to the temporal data, providing better control over
the decision-making process without relying on a recurrent neural network and its
associated drawbacks.

DTEC [9] maps every partially observed series into a �xed-length feature vector
of pairwise distances to training prototypes; a fast nearest-centroid rule then yields
the label, while a theoretical bound on the distance transformation provides a prin-
cipled stopping criterion that guarantees accuracy within a user-set tolerance.TSST
also focuses on minimizing decision latency, but it does so by leveraging the full
temporal context of each sequence, using dynamic time windows and explicit fea-
ture selection, which can capture richer patterns in time series data.

Mori et al.[10] propose a reliability-aware strategy that monitors the stability of
the class posterior over time and only stops when two consecutive predictions agree
with high probability, substantially reducing false early alarms. For multivariate
streams, Heet al. [52] adapt early classi�cation by learning class prototypes in the
joint feature space and combining dimension-wise dynamic time warping with a con-
�dence test so that decisions arrive as soon as the aggregated distance to the closest
prototype becomes distinct.TSSTimproves upon this by dynamically adjusting the
observation window based on the complexity of the incoming data, thereby enhanc-
ing its accuracy and reducing false alarms compared to �xed observation window
models.

Further, Huanget al. [53] introduce a multi-domain deep neural network that
fuses raw-signal, frequency, and statistical representations; an auxiliarytime-gate
head predicts the earliest timestamp at which the shared encoder is already discrim-
inative, delivering both accuracy and earliness on multivariate benchmarks. While
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Huang et al. leverage a deep learning-based approach,TSSTo�ers similar accu-
racy but with the added advantages of a lighter model and interpretability, providing
a transparent decision-making process that is essential in high-stakes domains like
healthcare.

Finally, recent developments in earlyT S classi�cation include CALIMERA [12],
which optimizes decision-making by �nding the best moment to terminate or con-
tinue the sequence and calibrating the classi�er to improve accuracy, showing better
results than TEASER and ECONOMY. Additionally, Lv et al. [54] proposed the
Second-order Con�dence Network (SOCN), a deep learning approach designed to
improve early classi�cation by capturing implicit stopping signals inT S. A num-
ber of healthcare-oriented studies have also employed early prediction frameworks.
Tsur et al. [55] designed early detection systems for hypotensive episodes, while
Cerqueira et al. [56] worked on identifying critical health episodes with optimized
observation windows. Despite their e�ectiveness, these techniques often retain a
predetermined (or optimized) cuto� for classi�cation, rather than fully adapting to
the evolving data of each case. In contrast,TSSTcontinuously adapts to the evolv-
ing data by dynamically adjusting the observation window, providing a more �exible
and accurate framework for early classi�cation.

Table 2.2 provides a comprehensive comparison of the key features of the meth-
ods discussed with our model,TSST.

Table 2.2: Comparison of classical and SOTA methods with TSST.

Method
Dynamic

Time Model
Adaptable

Observation Time
Event
Values Interpretability

ECTS [5] • ‚ • ‚
TEASER [2] • ‚ • ‚
ECONOMY [7] • ‚ • ‚
Stop&Hop [8] • ‚ • ‚
DTEC [9] • ‚ • ‚
CALIMERA [12] • ‚ • ‚
SOCN. [54] • ‚ • ‚
RETAIN [48] ‚ • ‚ í
BEHRT [49] ‚ • ‚ •
Med-BERT [50] ‚ • ‚ •
GRU-D [51] ‚ • ‚ •
TSST (ours) ‚ ‚ ‚ ‚

‚ : supported;• : not supported;í : partially supported.

Interpretability in Time-Series Models Interpretability is a central concern in
time-series applications, particularly in high-stakes areas such as healthcare and �-
nance. Decision-tree-based methods, noted in [4] and [31], naturally provide trans-
parency through rule-based structures. Fuzzy systems and hierarchical approaches [56]
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add further layers of interpretability, enabling complex temporal decision-making to
be broken down into understandable components. Neural network architectures with
attention mechanisms [57] have also introduced ways to highlight the most relevant
time steps or features. However, o�ering interpretability can be more challenging
in dynamic classi�cation settings, where models might adapt their predictions over
time. Extracting interpretable features for ETSC [3] demonstrates the importance of
transparent decision processes in scenarios where partial data drives classi�cation
outcomes.

Although early classi�cation methods have improved timeliness in various ap-
plications, they commonly employ a �xed or optimized observation window and
do not fully exploit a case-by-case adaptation of observation time. Deep learn-
ing approaches, while powerful in terms of accuracy, often lack transparency and
thus trustworthiness�essential requirements in various domains where clear justi-
�cations for decisions are critical [58]�[60]. Moreover, it is worth underlining that
transparency is one of the fundamental principles underpinning the AI ACT [61].

A key gap lies in developing methods that can dynamically adjust the timing of
classi�cation for each individualT S while remaining interpretable�balancing the
dual goals of timeliness and accuracy without sacri�cing clarity in the decision pro-
cess. Such an approach would extend existing early classi�cation concepts, o�ering
a more �exible framework suitable for diverse real-time and high-stakes environ-
ments. It is precisely in this context, and in response to these pressing needs, that
TSSThas been developed.

2.4 Chapter Summary

In this chapter, we reviewed the literature underpinning our two main contribu-
tions and positioned them within the broader landscape of interpretable learning
for temporal data. We began with decision trees and their sequential extensions
(2.1), outlining how classical DTs evolved to handle ordered data and where cur-
rent approaches fall short in dealing with explicit temporal relations and values. We
then situated the Sequence Walking Decision Tree (SWDT) within event-log ana-
lytics (2.2), contrasting it with Sequential Pattern Mining and Temporal Associa-
tion Rules, �xed-window predictive pipelines, and recent deep sequential models;
we highlighted the ability ofSWDTto encode interval relations and event values di-
rectly in tree splits, reducing preprocessing and improving intra-patient interpretabil-
ity. Next, we surveyed time series classi�cation (TSC) methods with an emphasis
on early and prompt decision-making (2.3), covering representative techniques (e.g.,
ECTS, TEASER, ECONOMY, CALIMERA, SOCN) and discussing the enduring
need for interpretable models that adapt observation time on a case-by-case basis,
motivating our Time Series Step Tree (TSST).

In conclusion, this chapter established three pillars: (i) interpretability as a �rst-
class requirement for temporal decision support, (ii) the methodological gap in inte-
grating explicit temporal logic with value-aware predicates for event data, and (iii)
the need for prompt, dynamically adaptive classi�cation in time series.
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Chapter 3

Event Data

This chapter is organized as follows: First, in Section 3.1, we will brie�y de�ne
event data through a real-world example from the PMData dataset [13]. Then, in
Section 3.2, we will formally de�ne what constitutes an event log in our context.
We will describe a practical technique called the three-window model, inspired by
the model proposed by Amico et al. [39], which allows us to transform a continuous
event log of a patient into a dataset suitable for supervised learning tasks, such as
classifying a health issue. We will illustrate this methodology by using the Diabetes
dataset [62], which is formally described in Section 3.3.

In Subsection 3.2.1, we will brie�y touch upon how even simpler sequential data,
which lacks precise timing information, can be adapted into the event log frame-
work, broadening the applicability of our method. Moreover, a common challenge
in modern healthcare data is the integration of discrete events (like a diagnosis) with
continuous streams of data (like minute-by-minute heart rate measurement). In Sub-
section 3.2.2, we address this issue by introducing a novel method to convert time
series (T S) data into the event log format, thereby enabling uni�ed analysis that is
required for theSWDTmodel introduced in (Chapter 6). Sections 3.3 and 3.4 de-
scribe the two datasets that form the basis for evaluating our proposed method, the
Diabetes dataset and PMData, respectively. Finally, Section 3.5 summarizes the key
points discussed in this chapter.

3.1 What is Event Data

Before delving into the description of the event log in the next section, we have to
clarify what event data is. Consider the following example. Imagine trying to under-
stand the complex health journey of a patient. It is not just about isolated snapshots
of their health situation but about the sequence of events that happen over time: a
visit to the doctor, a diagnosis, a prescribed medication, a lab test result, a reported
symptom, or even continuous readings from a wearable device like heart rate. This
chapter explores how to capture, structure, and analyze this �ow of occurrences us-
ing a powerful approach centered on event data.

At its core, an event data is simply a record of what happened (event), when it
happened (timestamp), and potentially other details like measurements or speci�c
categories (value). Think of it like a detailed diary or logbook of activities related to
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a process � in our case, the process of patient care or monitoring, such asEvpatient =
(2020-01-15 07:30, Heart Rate, 75 bpm). When we organize this data systematically
for a speci�c patient or process, we create what is known as anevent logan example
is shown in Table 3.1. This structured format is incredibly useful for uncovering
patterns, understanding process �ows, and ultimately, making classi�cations.

In the following, we will focus speci�cally on analyzing event logs within the
healthcare domain because it presents unique challenges and opportunities for event
data analysis due to the richness and complexity of (patient) information, which of-
ten mixes di�erent data types. For instance, consider a typical day from "Participant
07" in the PMData dataset (formally described in Section 3.4). Their event log may
contain heterogeneous entries, such as those shown in Table 3.1.

Table 3.1: Example of a heterogeneous event log for a patient over a single day from the PMData
dataset.

Timestamp Label Value

2020-01-15 07:30 Exercise: Running 45 min
2020-01-15 08:15 Calories 120 kcal
2020-01-15 12:00 Heart Rate 75 bpm
2020-01-15 14:30 Exercise: Walking 20 min
2020-01-15 22:00 Sleep: Light 480 min

As shown, each row in the event log is an event data that records a timestamp, a
label describing the type of event or measurement (which may refer to physical ac-
tivity, physiological signals, or sleep phases), and a value (which can be a duration,
a count, or a measurement). This format highlights the complexity of healthcare
event logs, where continuous and discrete data are interleaved, and provides a prac-
tical context for the formal de�nitions and modeling approaches introduced in the
following sections.

3.2 Event Logs

At the beginning of this chapter, we informally discussed event logs. Now, we delve
more formally into our data model and properly characterize the problem this thesis
aims to address, namelyearly classi�cation. Furthermore, we provide a full example
on how this data can be transformed into a dataset for the (un-)supervised learning
for solving the early classi�cation problem via a new revised version of the model
described in [39].
Let us begin with the de�nition of the event log.

De�nition 3.1 (Event Log (Ev)). Let L be a �nite set of labels , an event logx is a
�nite sequence of triplets:[. t0; l0; r0/ § . tn*1 ; ln*1 ; rn*1 /] such that for every0 f i <
n we have (time) ti Ë R+ , (label) l i Ë L and (value) r i Ë R, moreover such events
are ordered w.r.t. timeti whereti f ti+1 for each0 f i < n * 1 and let be the start
and the end time inx asstart.x/ = t0 andend.x/ = tn*1 .
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For simplicity, we represent timestamps as positive real numbers, implicitly as-
suming that the starting point (0), i.e., the beginning of time, and the time granular-
ity (e.g., seconds, hours, or days) have been de�ned by the user. For clarity, we will
use both the timestamp notation and the corresponding numerical values if both are
available.
To support our case we de�neX as the set of generics event logs as:

X = ^x Ýx is an event log̀

where:Åx i ; xj Ë X; i ‘ j Ù x i ‘ x j andX ‘ ç. As our examples are drawn from
the healthcare domain, we utilize a dataset consisting of multiple patients, with their
data represented as event logs. Thus, we denote withxp an event log associated with
one patientp; P indicates the set of patients present in the dataset andX p is the event
set corresponding to the set of the event logs of all the patients in the dataset, so that
ðX ð= ðPðandX p = ^xp Ý Åp Ë P` .

Before formally stating the early classi�cation problem, it is important to clarify
how raw event logs can be transformed into a format suitable for supervised learn-
ing. A single continuous event logx from a patient cannot be directly used for clas-
si�cation tasks. Instead, we must systematically extract temporal segments�each
representing a speci�c observation period�and associate them with labels indicat-
ing whether a target event (e.g., a symptom) occurs within a future time window.
This transformation produces what we callxw, a structured representation consist-
ing of observation windows paired with their corresponding classi�cation outcomes.
The formal mechanism for constructingxw will be introduced shortly through the
three-window model.

Now that the fundamental data structures have been de�ned, we can formally
state theearly classi�cationproblem that this thesis aims to address. The problem
can be de�ned as follows.

De�nition 3.2 (Binary Classi�cation Task). Given a labeled datasetD = ^. xi ; yi /`
N
i=1,

wherexi represents an input instance andyi Ë ^0;1` is its corresponding binary la-
bel, the binary classi�cation task consists of learning a functionf : X ™ ^0;1`
that accurately predicts the labely for unseen instancesx.

Problem 1 (Early Classi�cation forEv). Given a non-empty labeled datasetX =
^.x i ; yi /`

N
i=1 where eachx i is an event log andyi Ë ^0;1` indicates the occurrence

(1) or non-occurrence (0) of a target event (indicated by labellc), theearly clas-
si�cation problem is the binary classi�cation task (De�nition 3.2) of predicting as
early as possible the labely for each event logx Ë X .

Although Problem 1 is presented in a general form, we specialize it to the health-
care domain for intra-patient or inter-patient analysis, where we resolve the early
classi�cation task of an incoming symptom corresponding to labellc-(e.g., �Hypo-
glycemia�) from a single patient history in order to allow the physician or the nurse
to take the due actions promptly. This has three main advantages: �rst, it provides
healthcare professionals with more time to intervene; second, since the situation has
not yet deteriorated, the overall patient health is better; and third, the associated
treatment costs are signi�cantly reduced.
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However, we cannot deal with Problem 1 with simple event logsx directly. In-
stead,x must be systematically transformed intoxw using a temporal windowing
approach. We employ an adapted version of the three-window model originally
proposed by Amico and Combi [39], with the full methodology integrated into this
thesis for completeness. Our adaptations include: (i) renaming the prediction win-
dow toclassi�cation windowto better align with the problem setting and avoid po-
tential confusion, and (ii) introducinghistory startandstrideparameters to provide
�ner control over temporal segmentation, thereby better supporting the solution to
Problem 1. Fromxw, we can then construct the labeled datasetZ , which is used
to resolve the early classi�cation problem. The three-window model is de�ned as
follows.

De�nition 3.3 (Three-window model). Given a generic event logx, the three-window
model transformsx into xw. The model is composed of the following �ve parame-
ters, which will be calledslice parametersfrom now on:

i) history start (hs): hs Ë R+ ; hs = start.x/ or hs = t wheret : . t; l; r / Ë x.
The �rst case is calledunanchored startwhile the latter is calledanchored
start;

ii) stride (s): the amount of time,s Ë R+ , between the beginning of any obser-
vation and the beginning of the next one;

iii) length observation window (lenow): lenow in R+ , the length of the single ob-
servation;

iv) length waiting window (lenww ): lenww Ë R+ , the amount of time allowed to
pass before the incoming event appears, in the healthcare domain, it is usually
intended as the time needed to take actions in order to avoid or mitigate the
e�ects of the incoming symptom;

v) length classi�cation window (lencw): It is the amount of time,lencw Ë R+ ,
during which a class (i.e., the target event(s)) is assigned based on whether the
event has occurred within the corresponding observation window.

According to the slicing parameters de�ned above, and given an event logx,
the three-window model transforms the event logx into xw, which consists of the
tuple containing the observation window and the respective classi�cation window
constructed byx.

Consequently,xw, with a = hs + k < s + lenow, is de�ned as:

xw =
40

�
.tj ; l j ; r j / Ë x : hs + k < s f j f a

�
;

�
.tj ; l j ; r j / Ë x : . tj ; l j ; r j / Ë x : a + lenww f j f a + lenww + lencw

�
1

: 0 f k f
:

end.x/ * hs
s

; 5
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Once all event logs inX have been transformed by the three-window model into
their correspondingxw, we obtain a new setX w. Formally, we de�ne the new set of
xw as :

X w =
�

xw
óóÅx Ë X




Then, for clarity and easier understandability, we de�ne allobservation windows
(ow), all observation windows (ww), and all classi�cation windows (cw) that can
be obtained byx from the three-window model as follows.

De�nition 3.4 (Observation windows (ow)). Given an event logx, all theobserva-
tion windows (ow) obtained by the three-window model are:

ow = [. tj ; l j ; r j / Ë x : hs+k < s f j f hs+k < s+lenow] : 0 f k f ä
end.x/ * hs

s
å

where thehs; s; lenow are the slice parameters de�ned for the model.

De�nition 3.5 (Waiting windows (ww)). Given an event logx, all thewaiting win-
dows (ww) obtained by the three-window model are:

ww = [. tj ; l j ; r j / Ë x : hs + k < s + lenow f j f hs + k < s + lenow + lenww ]

: 0 f k f ä
end.x/ * hs

s
å

where thehs; s; lenow; lenww are the slice parameters de�ned for the model.

De�nition 3.6 (Classi�cation windows (cw)). Given an event logx, all the classi-
�cation windows (cw) obtained by the three-window model are:

cw = [. tj ; l j ; r j / Ë x : hs+k < s+lenow+lenww f j f hs+k < s+lenow+lenww+lencw]

: 0 f k f ä
end.x/ * hs

s
å

wherehs; s; lenow; lenww ; lencw correspond to the slicing parameters used in the
model.

Informally speaking,xw contains the tuple of �temporal slices� ofx, each one taken
from a certain iterationk Ë N of the stride, meaning that each interval of observation
has a length of exactlylenow andlencw, respectively. Then, we callowk; cwk the
k * th single observation window and single classi�cation window inxw. Indeed,
from De�nition 3.3 comes naturally that thek * th ow is de�ned as:

owk = [. tj ; l j ; r j / Ë x : hs + k < s f j f hs+ < s + lenow]

and thek * th cw as:

cwk = [. tj ; l j ; r j / Ë x : hs+k < s+lenow+lenww f j f hs+k < s+lenow+lenww+lencw]

While Problem 1 is generalizable to a multi-class classi�cation task, its scope
(and that of this thesis) is binary classi�cation. This means that we have to assign
each sample inxw its label, or class, With the general meaning that if the label is
equal to1, the target eventlc occurs in the sample, and if it is equal to0, lc does not
occur. More formally, we can de�ne the label forxw as:
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De�nition 3.7 (Binary Labels forEv). Given axw and a target eventlc we de�ne
the labelsy for xw as:

y =

T
1 if Çl j Ë cwk such thatl j = lc

0 otherwise
;0 f k f ä

end.x/ * hs
s

å

whereyk indicates thek * th label associated withowk and constructed fromcwk.

Now we can de�ne the labeled datasetZ as:

De�nition 3.8 (Labeled Dataset forEv). Given a transformationxw of x, and the
corresponding labelsy as de�ned in De�nition 3.7, the labeled dataset is:

Z = ^. owk; yk/ : 0 f k f ä
end.x/ * hs

s
å̀

Having access toZ enables the execution of (un)supervised learning tasks, which
can be further extended to the set of event logsX . First, since for a given assign-
ment of slice parameters, the iterationk unequivocally determines the tuple temporal
slices inxw, we denote withX i;k

w thek tuple from thei * th xw wherexw Ë X w.
Moreover, we can de�ne the labeled dataset fromX w asZ X w

=
·

0f i< ðX wð
Z i where

Z i is the labeled dataset constructed on thei * th xw Ë X w. Thanks to this, we
can perform supervised learning tasks for both the intra-event log and, by means of
Z X w

, the inter-event log case.

Real-world example We now move within the healthcare domain, where the tar-
get event from Problem 1 may be, in general, any event (e.g., a condition) which we
are interested in detecting in a patientp.

From now on, for eachxp�the event log of patientp�, the transformation ofxp
from the three-window model, as de�ned in De�nition 3.3, is calledxwp and the new
set ofxwp transformed for all patientsp Ë P is denoted asX wp with ðX wpð= ðPð.
The labeled dataset obtained byxwp is calledZ p, and the labeled dataset fromX wp
is referred asZ X wp

which allows us to solve Problem 1 for both the intra-patient and
the inter-patient case.

In the following, we provide a detailed example using diabetic patient data (for-
mally described in Section 3.3) to demonstrate how the three-window model trans-
forms event logs into labeled datasets suitable for early classi�cation.

To illustrate this framework with a concrete healthcare application, consider two
examples: sepsis detection using the Sequential Organ Failure Assessment (SOFA)
score [63], and hypoglycemia prediction in diabetic patients. For sepsis detection,
the SOFA score is assigned after observing certain parameters in the patient for24
consecutive hours in the ICU. If we want to resolve Problem 1 for sepsis, we can,
for example, de�ne the slice parameters as follows: we set the anchored start time
to the moment the patient is admitted to the ICU,s = 1 minute,lenow = 16 hours,
lenww = 8 hours; and we use the SOFA score after24 hours to determine whether
the patient is septic [64]. In such a case, we do not need to carefully tailor thelencw,
which is instantaneous.
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However, in other cases�such as when dealing with diabetes and its symptoms
(e.g., hypoglycemic events)�the slice parameters may not be as clearly de�ned and
might need to be tailored to the speci�c patient, their medical history, and current
clinical condition. In the following, we provide a detailed example using diabetic
patient data to demonstrate how the three-window model transforms event logs into
labeled datasets suitable for early classi�cation.
Figure 3.1 shows a diabetic patient event logxp and how for it we can constructZ p
giving a practical example on how our framework works. In detail, considerxp that
in Figure 3.1 is depicted on the arrow:

xp

=

b
f
f
f
f
f
d

.0; l1; 86/ .0; l6; 14/ .4h24m; l5; 4/

.5h34m; l2; 60/ .9h; l5; 7/ .10h30m; l6; 13/

.13h12m; l3; 207/ .14h; l5; 7/ .19h; l7; 0/

.20h26m; l4; 104/ .25h05m; l1; 86/ .25h05m; l6; 14/

.28h20m; l5; 10 .30h37m; l7; 0/

c
g
g
g
g
g
e

where the labels are:l1= pre-breakfast blood glucose measurement,l2 = pre-lunch
blood glucose measurement,l3 pre-supper blood glucose measurement,l4 = unspec-
i�ed blood glucose measurement,l5 = regular insulin dose,l6= NPH insulin dose,
l7 = Hypoglycemic symptoms. The �rst step is to apply the three-window model
with parameters: ashs we are using the unanchored start (we start form0); s is 240
minutes (or4 hours);lenow is 720minutes (or12 hours);lenww is 240minutes (or
4hours/ and �nally the lencw is 480minutes (or8 hours). As results, we obtain the
xwp with three entries (indicated by the k parameter in Figure 3.1):

xwp =
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Then, to constructZ p, the �nal step is to obtainy. As discussed earlier in Def-
inition 3.7 and in Problem 1, we are interested in the binary classi�cation of the
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Figure 3.1: An example illustrating how the three-window model was applied to transform our
unsupervised event logs into supervised event logs. This event log of a diabetic participant from [62]
shows a series of events occurring in order from 07:30 to 31 hours after that, with blue triangles
indicating the start point and the change of the day. In eachk, we move one stride forward through
the timeline. Whenever our event of interest, which is indicated by a red square, occurs within acw
time interval, all events in theow interval for thatk are labeled as one and zero otherwise. In this
�gure, we will have three labeled datasets.
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presence (or absence) of the eventlc, which in this case corresponds tol7 �Hypo-
glycemic symptoms� in each of thecw present inxwp. In this case,l7 is present in
two classi�cation windows,cw0 andcw2, as it has been highlighted inxwp and soy
will have a positive value only ink Ë ^0;2` as also visible in Figure 3.1. Thus, we
can now form the labeled datasetZ p as:

Z p =

h
n
n
n
n
l
n
n
n
n
j

04
.0; l1; 86/; .0; l6; 14/; .4h24m; l5; 4/;
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5
; 1

1
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04
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Now that we have obtainedZ p we can perform (un-)supervised learning task for
patientp.

3.2.1 From Sequences toEv

In the following, we present a method for converting sequence data into event logs.
This is particularly useful since simple sequences are overwhelmingly more frequent
in real-world datasets compared to event logs, thereby enhancing the value and ap-
plicability of our approach. We can de�ne a sequences as:

De�nition 3.9 (Sequence). Let L be a �nite set of labels, a sequences is an a-
temporized ordered �nite sequence of labels or events:[l0 § ln*1 ] such that for every
0 f i < n we have (label) l i Ë L andl i ‘ l i+1.

A simple way of convertings in an event log which not only preserves its features
but even enhances it, is to create the event logev.s/ through Algorithm 1 which,
given in inputs, returns an event logev.s/ with a structure as[.0; l0; ð̂ 0 < j ¨ < n :
l j ¨ = l0` ð/ § . j; l j ; ð̂ j < j ¨ < n : l j ¨ = l j ` ð/ § . n * 1 ; ln*1 ; 0/], so that for eachj
position in the sequence we have exactly one corresponding event, i.e.,ðsð= ðev.s/ð
and the label in the same positioni is the same for boths andev.s/. For all the
length of the sequence, we assign to time the positionj , as label the value ofs[j ],
and as whose time is represented by the positionj in the sequence, the label is equal
to the corresponding labell j in the sequence, and the value may be the number of
labels that appear at a position greater thanj . However, the choice of the valuer j
is arbitrary; assigning it the number of future occurrences of the labell i , a dummy
value such as0 for all triplets, or some other pre-computed triplet-speci�c value does
not fundamentally a�ect the approach. Nonetheless, the selected value should aim
to maximize information gain and may vary depending on the speci�c case.

The main procedure of Algorithm 1 operates as follows:
1. It initialize the event_log (line 1)
2. For each positionj Ë s, the algorithm assign:

(a) t as time in the positionj (line 3).
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(b) l as label of the value ofs[j ] (line 4).

(c) r as the number of labels that appear at a position greater thanj (line 5).

(d) Extends the event_log with the triplet.t; l; r / (line 6).

3. Returns the created event_log (line 7).

Algorithm 1 EventLog-from-Sequence

In
pu

t (i) a sequences = [ l0; l1; § ; ln*1 ] wherel i Ë
L for each0 f i < n

Output: an event logev.s/ representation ofs.

1: event_log } []
2: for j = 0 to n * 1 do
3: t } j . Position as timestamp
4: l } s[j ] . Label from sequence
5: r } ð̂ j ¨ : j < j ¨ < n ands[j ¨] = l ` ð . Count future occurrences
6: event_log:append.. t; l; r //
7: return event_log

3.2.2 FromT S to Ev

The conversion of time series (T S) data into event logs (Ev) serves a dual purpose
in this thesis. First, it enables the integration of continuous physiological signals
(e.g., heart rate, activity levels) with discrete clinical events (e.g., medication ad-
ministration, symptom reports) within the uni�ed event log framework required by
theSWDTmodel presented in Chapter 6. This integration is essential for healthcare
applications where bothT S andEv data coexist in patient records, as illustrated by
the PMData dataset [13]. Second, by transformingT S into Ev, we demonstrate the
�exibility and generality of the event log representation, showing that our frame-
work can accommodate diverse temporal data types. However, it is important to
note that this conversion isnot required for theTSSTmodel (Chapter 7), which op-
erates directly on nativeT S data without any preprocessing. Thus, Section 3.2.2
speci�cally supports theSWDTmethodology and the integrated analysis scenario,
while Chapter 4 and Chapter 7 focus exclusively onT S in their original form for
prompt classi�cation tasks.

Therefore, in this section, we describe a method for converting time series (T S)
x.t/�i.e., a continuous stream of time-indexed real-valued data as de�ned in Def-
inition 4.1 �into event logs. Since the time component is given, the �rst step is to
�nd a label l to each value in theT S. Assigning a unique label to each individual
value would be both infeasible and meaningless�indeed, the number of possible
values could be in�nite. Therefore, the values are grouped or clustered, obtaining a
�nite number of labels. The clusters can be created in di�erent ways as they can be
de�ned by experts in the �eld, such as the one in healthcare coming from the work
of Karvonen et al. [65], or can be created via cluster algorithms as DBSCAN [66].
Indeed, in the work of Karvonen et al. [65], the heart rate zones are de�ned based on
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Algorithm 2 EventLog-from-TimeSeries

In
pu

t

(i) a univariate time series ts =
[. t0; r0/ § . tn*1 ; rn*1 /] with ti Ë R+

andr i Ë R for each0 f i < n , ti < t i+1
for each0 f i < n * 1 ,

(ii) a series of ranges[b0; § ; bm] with bj <
bj +1 for each0 f i < m, with b0 < min

0f i<n
r i ,

bm > max
0f i<n

r i ,

(iii) a mono-dimensional clustering model
Cl : 2 R ™ 2N which takes a set of points
reals (�t) and returns a function that maps
each real number in a labell Ë L in N

Output: a event logx representation ofts.

1: event_log } []
2: for j = 1 § m* 1 do
3: T s } ^ti : . ti ; r i / Ë ts; bj < r i < bj +1`
4: f label } Cl.T s/
5: Labels } ^f label.t/ : t Ë T s̀
6: for k Ë Labels do
7: t } min

tËT s;f label.t/= k
t

8: r }
0

max
tËT s;f label.t/= k

t
1

* t

9: event_log:append.. t; .bj ; bj +1/; r//

10: event_log:sort_by_timestamps./
11: return event_log
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percentiles of the maximum heart rate. We adopt a similar methodology: we group
the timestamps of the entireT S according to the zone (i.e., cluster) corresponding
to each associated value, obtaining a set of labels that cover the full range ofT S
values.

Finally, the values are identi�ed as the maximum duration of how muchx.t/ stays
in the cluster. Although this method is quite straightforward, it does not account for
possible high variations ofx.t/ among di�erent possible labels. Consequently, we
have to account for this scenario when converting theT S to Ev. To address this
problem, we apply one-dimensional clustering along the time axis, which enables the
aggregation of rapid oscillations within a cluster into a single value for the event log.
Without this approach, we would obtain multiple event logs with high-frequency
changes. The result of this approach is shown in Figure 3.2, where the equivalent
event log is highlighted in the orange boxes between the time15 : 15 and15 : 30.
It is important to note that this method does not yield a strict segmentation of the
T S. However, a strict segmentation is not a requirement in our framework, asT S
data is not assumed to be partitioned in a disjoint manner.

Algorithm 2 provides the full formalization of this process, and an example ap-
plied to theheart-rateT S data is illustrated in Figure 3.2. The main procedure of
Algorithm 2 works as follows:

1. It initialize the event_log (line 1)
2. For each rangej in all the possible ranges on valuesr i , the algorithm operates

as follow:

(a) We recover all the time points that have the value within the rangej (line
3).

(b) We cluster theT S on the time axis (line 4).

(c) We create a variableLabels that contains all the labels in theT S clus-
tered (line 5).

(d) For all the labelsk Ë Labels founded in the previous line, we do (line
6):

i. We assign as timet the minimum value onT S that has the cluster
equal tok (line 7).

ii. We assign as valuer the duration of how muchT S stays withink
(line 8).

iii. Extends the event_log with the triplet.t; l; r / where the label is the
value of the label in rangej (line 9).

3. sort the event log by the timet (line 10).
4. Returns the created event_log (line 11).
Due to the complexity of the procedure in Algorithm 2, we present an example

to demonstrate its operation, aiming to clarify the process. Consider theT S visible
in Figure 3.2. ThisT S represents the heart rate of patient02 from the PMData
(more info in Section 3.4). To transform aT S to Ev, the �rst step is to cluster the
values on the y-axis. In this case, we used the method described in [65] that returns
us with 6 di�erent clusters named Heart-rate-Zone-c wherec is the index of the
cluster, which goes from0 to 5-and each cluster name is associated with its range,
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Figure 3.2: An example of translation into event logs for theheart-ratefeature of theFitbit dataset
operated by Algorithm 2. The heart rateT S is segmented according to [65] and the heart rate zones
are: Zone 0 (0�92.95 bpm), Zone 1 (92.95�109.85 bpm), Zone 2 (109.85�131.82 bpm), Zone 3
(131.82�143.65 bpm), Zone 4 (143.65�150.41 bpm), and Zone 5 (150.41 bpm and above). Each
zone is represented as a horizontal band with its corresponding range annotated on the right. The
overlaid orange blocks highlight the �nal event logxts, which is extracted using Algorithm 2.

such as per cluster Heart-rate-Zone-0 the range is.0; 92:95/. These, together with
one-dimensional clustercl, will be the input of Algorithm 2, which will return the
event logxts constructed fromT S. Firstly, Algorithm 2 will progressively take the
T S in the range. So for the Heart-rate-Zone-0 theT S stays in its ranges in:

1. between15 : 00 and15 : 05
2. between15 : 15 and15 : 17
3. between15 : 23 and15 : 25
4. between15 : 29 and15 : 31
5. between15 : 38 and15 : 57
In this case, the values are quite distinct, socl creates �ve di�erent clusters on

the time axis, where for each one, an entry in the event log,xts, is created. Each entry
of xts is, respectively: the time is the minimum time of the cluster, in this case, the
initial values of the ranges; the label is the name of the cluster, for easier readability;
and �nally, the value is the duration of the cluster. So the event logxts for this step
is equivalent to:

xts =

b
f
f
f
f
f
d

.7_11_2019 15 : 00;Heart Rate Zone 0;5 min/

.7_11_2019 15 : 15;Heart Rate Zone 0;2 min/

.7_11_2019 15 : 23;Heart Rate Zone 0;2 min/

.7_11_2019 15 : 29;Heart Rate Zone 0;2 min/

.7_11_2019 15 : 38;Heart Rate Zone 0;19min/

c
g
g
g
g
g
e

Then, it proceeds to the Heart-rate-Zone-1 where theT S stays in its ranges in:
1. between15 : 05 and15 : 06
2. between15 : 12 and15 : 14
3. between15 : 16 and15 : 20
4. between15 : 22 and15 : 23
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5. between15 : 24 and15 : 29
6. between15 : 31 and15 : 38

As shown by the range de�nitions, theT S segment between 15:16 and 15:29 ex-
hibits two rapid oscillations. When the clustering functioncl is applied, it produces 4
clusters instead of the 6 that would result from processing without clustering. This
e�ectively absorbs the two rapid oscillations into broader, more stable segments.
The individual entries in the event log are then updated as previously described.
Consequently, the updated event logxts for this step is given by:

xts =

b
f
f
f
f
f
f
f
d

.7_11_2019 15 : 00;Heart Rate Zone 0;4 min/
4
.7_11_2019 15 : 38;Heart Rate Zone 0;19min/
.7_11_2019 15 : 05;Heart Rate Zone 1;1 min/
.7_11_2019 15 : 12;Heart Rate Zone 1;2 min/
.7_11_2019 15 : 16;Heart Rate Zone 1;13min/
.7_11_2019 15 : 31;Heart Rate Zone 1;7 min/

c
g
g
g
g
g
g
g
e

This procedure continues until all ranges have been processed. Finally,xts is
sorted by timestamp and returned. In Figure 3.2, the event logxts is highlighted in
orange. The �nalxts, as returned by Algorithm 2, is as follows:

xts =

b
f
f
f
f
f
f
f
f
f
d

.7_11_2019 15 : 00;Heart Rate Zone 0;5 min/

.7_11_2019 15 : 05;Heart Rate Zone 1;1 min/

.7_11_2019 15 : 06;Heart Rate Zone 2;1 min/

.7_11_2019 15 : 07;Heart Rate Zone 3;2 min/

.7_11_2019 15 : 09;Heart Rate Zone 4;3 min/

.7_11_2019 15 : 10;Heart Rate Zone 5;2 min/
4
.7_11_2019 15 : 38;Heart Rate Zone 0;19min/

c
g
g
g
g
g
g
g
g
g
e

3.3 Diabetes dataset

To provide a real-world instance of event logs, we utilize a well-known dataset called
Diabetes1 [62]. This dataset is publicly available through the UCI Irvine Machine
Learning Repository [14] and it contains data formatted as a collection of event logs,
one for each of the 70 patients.

Originally compiled by the National Institute of Diabetes and Digestive and Kid-
ney Diseases, the primary goal of this dataset is to support the prediction of dia-
betes diagnoses based on various diagnostic measurements. The patient data were
collected from two di�erent sources: an automatic electronic recording device and
handwritten paper records.

The electronic device was equipped with an internal clock, which enabled the
precise timestamping of events. In contrast, the paper records lacked exact times-
tamps and instead organized events using logical time markers such as breakfast,
lunch, dinner, and bedtime. To standardize the data, these logical markers were

1The dataset is available athttps://archive.ics.uci.edu/dataset/34/diabetes

32



mapped to �xed times�08:00 for breakfast, 12:00 for lunch, 18:00 for dinner, and
22:00 for bedtime. As a result, while electronic records feature realistic time-based
sequences, paper records rely on uniform, pre-assigned time slots.

Each diabetes log �le contains records composed of four tab-separated �elds,
with each record on a new line. The �elds are as follows:

ˆ Date: in MM-DD-YYYY format

ˆ Time: in HH:MM format

ˆ Code: a numerical identi�er for the event type

ˆ Value: the recorded measurement or event detail

The Code �eld corresponds to speci�c medical or contextual events, such as33
for Regular insulin dose, 34 for NPH insulin dose, 65 for Hypoglycemic symptoms,
etc. This structured and time-aware dataset provides a valuable resource for analyz-
ing patient behavior, treatment response, and glucose level patterns over time.

3.4 PMData

PMData [13]2 is a comprehensive dataset that integrates traditional life-logging data
with detailed sports activity records. This unique combination facilitates the devel-
opment of advanced data analysis and machine-learning applications. For example,
one can leverage sports-related data to predict and analyze daily patterns such as
weight �uctuations or sleep quality, or conversely, apply life-logging data in a sports
context to enhance predictions about athletic performance.

The PMData dataset integrates information collected through three main sources:
the Fitbit Versa 2 smartwatch, the PMSys sports logging smartphone application,
and Google Forms. Data was collected over a �ve-month period from 16 partici-
pants, providing a rich and diverse set of behavioral and physiological signals. Table
3.2 presents an overview of the dataset.

Among the variety of data types collected, the following features are of particular
interest:

ˆ Calories: A T S representing the number of calories burned per minute by
each participant.

ˆ Distance:A T S representing the distance (in centimeters) covered per minute
by each participant.

ˆ Steps:A T S indicating the number of steps taken per minute.
ˆ Heart-rate: A T S of heartbeats per minute (bpm), originally recorded at 5-

second intervals. For simpli�cation, this data was aggregated by averaging
the bpm values over each minute.

ˆ Exercise:Structured information describing each exercise session performed
by participants. This data is in the form of the event log represented by triplets
.t; l; r /, wheret denotes the start time of the exercise,l speci�es the type of
activity (e.g., "Run", "Weights", "Treadmill"), andr indicates the duration of
the session.

2The dataset is available athttps://datasets.simula.no/pmdata/ .
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Categories Rate of entries Number of entries Source

Calories Per minute. 3 377 529 Fitbit
Steps Per minute. 1 534 705 Fitbit
Distance Per minute. 1 534 705 Fitbit
Sleep When it happens (usually daily). 2 064 Fitbit
Lightly active minutes Per day. 2 244 Fitbit
Moderately active minutes Per day. 2 396 Fitbit
Very active minutes Per day. 2 396 Fitbit
Sedentary minutes Per day. 2 396 Fitbit
Heart rate Per 5 seconds. 20 991 392 Fitbit
Time in heart-rate zones Per day. 2 178 Fitbit
Resting heart rate Per day. 1 803 Fitbit
Exercise When it happens (100 entries per

�le).
2 440 Fitbit

Sleep score When it happens (usually daily). 1 836 Fitbit
Google Forms reporting Per day. 1 569 Google Forms
Wellness Per day. 1 747 PMSys
Injury Per week. 225 PMSys
SRPE Per exercise. 783 PMSys

Table 3.2: Overview of the PMData dataset.

ˆ Sleep:Data capturing sleep phases for each participant. This information is in
the form of the event log of triplets.t; l; r /, wheret is the onset time of a sleep
phase,l identi�es the phase type ("rem", "light", "deep", or "wake"), andr is
its duration.

ˆ Sleep-score:A numerical score between 0 and 100, assigned by the wearable
device to re�ect the quality of each night's sleep. This is in the form of the
event log of triplets.t; l; r /, wheret is the timestamp at which the score was
recorded,l is the label "SleepScore", andr is the assigned score.

Overall, PMData provides a rich foundation for exploring temporal patterns in both
general lifestyle and athletic behavior, enabling multi-faceted research in personal
health, activity modeling, and behavior prediction.

3.5 Chapter Summary

In this �nal section, we provide a brief overview of the chapter. First, we introduced
and formally de�ned event logs, explaining how to transform them to a set of super-
vised data, their role thanks to our three-window model, showing a real-world exam-
ple from the PMData dataset. We then demonstrated how sequences andT S can be
transformed intoEv. These transformations are key to broadening the applicability
and generality of our methodology. Finally, in the last two sections, we presented
the datasets�Diabetes and PMData�used to validate our approach. Since PMData
includes a mix ofT S andEv we also used this section to illustrate, with a concrete
example, how our method can be applied to convertT S into Ev without relying on
segmentation. Through these discussions, this chapter aims to provide a clear under-
standing of how event logs can model healthcare data and how speci�c techniques
can be employed to prepare this data for valuable analytical tasks, particularly those
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focused on early classi�cation.
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Chapter 4

Time Series Data

In this chapter, we introduce the fundamentals of time series (TS) data and set
the stage for our prompt classi�cation framework. We begin by formalizing uni-
variate and multivariate time series and highlighting their temporal dependencies
(4.1). We then discuss key challenges like scale, seasonality, null values, and non-
stationarity/concept drift that motivate adaptive, time-aware modeling (4.2). Next,
we de�ne the time series classi�cation (TSC) task and brie�y recall classical and
learning-based approaches (4.3). Finally, in Section 4.4, we present the benchmark
datasets used throughout our evaluation�13 univariate collections from the UCR
archive and 6 multivariate sets from the UEA archive. These datasets are not merely
catalogued but are strategically selected to systematically test theTSSTmodel ca-
pabilities across diverse real-world scenarios, varying data characteristics, and dif-
ferent levels of classi�cation di�culty. The selection of each dataset is justi�ed by
its relevance to the challenges discussed in Section 4.2 and its role in validating the
early classi�cation methodology presented in Chapter 7.

4.1 Time Series Data

Time series data consists of sequences of data points collected or recorded at suc-
cessive, equally spaced intervals. Unlike static data, where observations are inde-
pendent of each other, time series data inherently exhibits temporal dependence,
meaning that each observation is linked to previous ones. This dependence intro-
duces complexities in the analysis, as it requires models that account for temporal
correlations to make accurate predictions. Formally, we can de�ne a time series as:

De�nition 4.1 (Time Series). A time seriests is a set of observationsx.t/, each
one being recorded at a speci�c timet equally spaced in time by a valuen. So,
ts = ^x.t/ Ýx.t/ Ë R` , andt is orderedt Ë R+ ; t f t + 1.

The primary characteristic of time series data is its ordered nature. For example,
stock market prices, weather patterns, or sensor data are all examples of time series
where each data point is recorded at a speci�c point in time, typically at regular in-
tervals. The sequential structure of time series is essential for understanding trends,
seasonality, and underlying patterns that can be used for forecasting future values.
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However, this also means that any analysis must incorporate the time-dependent re-
lationships between observations [67].

The time series can beunivariate or multivariate. In the following, we will
describe them brie�y and de�ne them formally.

Univariate Time Series Data Within the taxonomy of time series analysis, the
univariate case represents the fundamental building block where temporal dynamics
are captured through the evolution of a single observable variable. In univariate time
series, the mathematical framework reduces to analyzing scalar-valued functions of
time, where each observation constitutes a single real number that encapsulates the
entire state of the system at a given temporal instant. This simpli�cation allows for
the application of classical statistical methods and provides the foundational under-
standing necessary for more complex multivariate extensions. A simple real-world
representation of a univariate time series would be the daily heart rate measurement
of a single participant from the PMData Dataset [13], where each data point repre-
sents one scalar value (the heart rate) recorded at regular intervals (every second).
The formal de�nition is provided below.

De�nition 4.2 (Univariate Time Series). A univariate time seriestsu consists of
single (scalar) observations recorded sequentially over equal time increments and
tsu = ^x.t/ Ýx.t/ Ë R`

Multivariate Time Series Data In contrast to the univariate paradigm, multi-
variate time series analysis addresses the inherent complexity of real-world sys-
tems where multiple interdependent variables evolve simultaneously over time. The
multivariate framework acknowledges that temporal phenomena are rarely isolated
to single variables, but rather manifest as complex interactions between multiple
observable quantities. This vectorial representation enables the capture of cross-
correlations, lead-lag relationships, and dynamic interdependencies that are funda-
mental to understanding system behavior in domains such as econometrics, envi-
ronmental monitoring, and signal processing [68]. A simple real-world representa-
tion of multivariate time series would be weather monitoring data collected hourly,
where each observation includes multiple variables such as temperature, humidity,
wind speed, and atmospheric pressure, all recorded simultaneously and exhibiting
interdependent relationships. The formal de�nition is provided below.

De�nition 4.3 (Multivariate Time Series). A multivariate time seriestsm consists
of multiple interdependent observations recorded sequentially over equal time in-
crements andtsm = ^x.t/ Ýx.t/ Ë Rn`

Time series data presents unique challenges, particularly in classi�cation mod-
eling. As the data evolves over time, any model must adapt to changing patterns
and be able to handle issues such as missing data, outliers, and noise, all while pre-
serving accuracy and computational e�ciency. The complexity of these tasks has
led to the development of various techniques and models speci�cally tailored to the
analysis of time series data [69].
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4.2 Challenges in Time Series Data

One of the fundamental challenges in time series analysis is the large volume of data
generated over time. With continuous data collection, particularly in real-time sys-
tems, time series datasets can become extremely large and complex. Handling and
processing this vast amount of data without losing important patterns or introducing
errors is a critical challenge [70].

Moreover, time series data often includes trends, seasonality, and irregular pat-
terns. Trends refer to long-term movements or shifts in the data, while seasonality
corresponds to periodic �uctuations that occur at regular intervals. Irregular patterns
are those that do not follow any predictable cycle, often referred to as noise. Mod-
eling these components accurately is crucial for making reliable predictions [69].

Another challenge in time series data analysis is dealing with missing or incom-
plete data. Since time series data is often collected over long periods, some obser-
vations may be missing due to various factors such as sensor errors, data corruption,
or gaps in the collection process. E�cient techniques for imputing missing values or
handling incomplete data without distorting the model's predictions are necessary
[70].

Another pervasive obstacle in contemporary time�series work isnon-stationarity
and concept drift. Real-world series seldom keep their mean, variance, or autocorre-
lation structure constant; business cycles, regime changes, technological upgrades,
or policy shifts can all alter the data-generating mechanism over time [71]. Ignoring
these evolving dynamics risks biased parameter estimates and rapidly deteriorat-
ing forecast accuracy, so modern pipelines incorporate rolling-window estimation,
adaptive �lters or models that explicitly allow time-varying parameters (e.g., state-
space representations and recurrent neural networks)[71].

4.3 Time Series Classi�cation

Time series classi�cation (TSC) is the task of assigning a label to a sequence based
on the features derived from its temporal patterns. This can range from simple tasks
such as classifying a sequence as belonging to one of a few categories, to more
complex applications involving multi-class classi�cation or regression tasks. Tra-
ditional methods for time series classi�cation include techniques such as dynamic
time warping (DTW), which measures similarity between time series by comparing
their shapes, and Fourier transforms for analyzing periodic components [72]. More
formally, we can de�ne the problem of time series classi�cation as:

Problem 2 (Time Series Classi�cation). Given a time seriests and a set of classes
C, the classi�cationproblem is the task of assigning tots a classc with c Ë C.

With the rise of machine learning, newer approaches have incorporated more
advanced models such as decision trees, support vector machines, and deep learn-
ing networks. These models have been found to be more e�ective in handling the
complexity and scale of modern time series datasets. However, the challenge re-
mains to balance accuracy with interpretability. While deep learning methods, for
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instance, may achieve high predictive accuracy, they are often considered "black
boxes" because they lack transparency in their decision-making process [73].

4.4 Dataset

In this section, we detail the datasets utilized for evaluating theTSSTmodel intro-
duced in Chapter 7 for early time series classi�cation (ETSC) tasks. The selection of
these benchmark datasets is not arbitrary but deliberately chosen to address the spe-
ci�c challenges outlined in Section 4.2. These datasets systematically test the ability
of the modelTSSTto handle diverse temporal patterns, varying series lengths (from
24 to 1,197 time points), di�erent class distributions (from binary to 25-class prob-
lems), and varying levels of classi�cation di�culty across real-world domains.

Drawing from established benchmarks, we select 13 univariate datasets from the
UCR archive [15] and 6 multivariate datasets from the UEA archive [16]. The UCR
and UEA archives represent the gold standard for time series classi�cation research,
providing pre-de�ned training-testing splits that ensure reproducibility and fair per-
formance comparisons. Our selection spans multiple domains�including medical
diagnostics (ECG, EEG), human activity recognition (motion capture, robotics), in-
frastructure monitoring (power demand, tra�c patterns), and biological signal pro-
cessing (insect behavior, heartbeat analysis)�thereby ensuring a rigorous assess-
ment of the model generalizability and robustness.

Crucially, these datasets embody the real-world challenges discussed in Sec-
tion 4.2: non-stationarity (e.g., ItalyPowerDemand with seasonal patterns), limited
training data scenarios (e.g., FreezerSmallTrain with only 28 training instances),
high-dimensional multivariate dependencies (e.g., Heartbeat with 61 dimensions),
and classi�cation under temporal uncertainty. The characteristics of each dataset
directly inform our experimental design in Chapter 7, where we demonstrate how
the TSSTmodel achieves early classi�cation without requiring complete time se-
ries observations. Detailed descriptions of each dataset follow, providing essential
context on their origins, domain-speci�c characteristics, and relevance to prompt
classi�cation tasks.

4.4.1 Univariate Time Series Dataset

In the following, we introduce the univariateT S dataset that was used to test our
TSSTmodel. UCR Archive[15] was chosen for this purpose because this archive is
widely utilized as the standard benchmark to evaluate TSC algorithms. This archive
includes a comprehensive and intentionally challenging collection of 128 univariate
T S problems. These datasets originate from a diverse array of real-world domains
� including sensor readings, image outlines, device traces, spectrographs, medical
data (like ECG), and motion capture � ensuring a broad test spectrum. They exhibit
signi�cant heterogeneity in their characteristics, such as varying series lengths (from
short sequences to thousands of time points), di�erent numbers of target classes, di-
verse training and testing set sizes, and varying levels of inherent classi�cation di�-
culty. Crucially, each dataset includes pre-de�ned training and testing splits, which
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are essential for ensuring reproducibility and facilitating fair performance compar-
isons across di�erent studies. For our purpose, we selected 13 TS datasets from
UCR Archie. The details of these selected univariate TS datasets are summarized
in Table 4.1. Subsequently, a short description of every selected TS dataset will be
presented.

Table 4.1: Summary of the selected univariateT S datasets from URC Archive

Dataset
No. Instances No.

Classes Length
Train Test

InsectEPGSmallTrain 17 249 3 601
Chinatown 20 343 2 24

DodgerLoopWeekend 20 138 2 288
FreezerSmallTrain 28 2850 2 301

GunPoint 50 150 2 150
MoteStrain 20 1252 2 84

SonyAIBORobotSurface1 20 601 2 70
FaceFour 24 88 4 350

CBF 30 900 3 128
ItalyPowerDemand 67 1029 2 24

TwoLeadECG 23 1139 2 82
SonyAIBORobotSurface2 27 953 2 65

BME 30 150 3 128

InsectEPGSmallTrain

The InsectEPGSmallTrain dataset focuses on classifying insect behaviors using Elec-
trical Penetration Graph (EPG) signals. EPG is a technique employed by biologists
to monitor and analyze the feeding patterns of piercing-sucking insects, such as
aphids, on plants. By measuring voltage changes as stylet of an insect penetrates
plant tissues, researchers can infer speci�c feeding behaviors. This dataset com-
prises three distinct classes, each representing a unique insect behavior. The time
series have a length of 601 data points, with 17 instances allocated for training and
249 for testing.

Chinatown

The Chinatown dataset pertains to pedestrian activity monitoring in Chinatown dis-
trict of Melbourne. It captures time series data re�ecting pedestrian counts over spe-
ci�c intervals, aiming to distinguish between di�erent patterns of foot tra�c. This
binary classi�cation task involves two classes, possibly representing weekdays and
weekends or di�erent times of day. Each time series is relatively short, consisting of
24 data points. The dataset includes 20 training instances and 343 testing instances.
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DodgerLoopWeekend

Originating from tra�c sensor data near the Dodger Stadium in Los Angeles, the
DodgerLoopWeekend dataset aims to classify tra�c patterns on a speci�c freeway
loop during weekends. It consists of two classes, representing di�erent tra�c con-
ditions or events. Each time series has a length of 288 data points, corresponding
to measurements taken at regular intervals throughout the day. The dataset provides
20 training instances and 138 testing instances.

FreezerSmallTrain

The FreezerSmallTrain dataset involves sensor readings from household freezers,
aiming to classify operational states or detect anomalies. It is a binary classi�ca-
tion problem with two classes, likely indicating normal and faulty operating con-
ditions. Each time series comprises 301 data points, representing measurements
over time. The dataset includes 28 training instances and a substantial test set of
2,850 instances, re�ecting a real-world scenario with limited labeled training data
and abundant unlabeled data.

GunPoint

A well-known benchmark in time series classi�cation, the GunPoint dataset involves
motion capture data distinguishing between two speci�c actions: drawing a gun and
pointing with a �nger. In this setup, actors perform these actions, and their hand
movements are recorded as time series data. The task is to classify each sequence
into one of the two classes. Each time series has a length of 150 data points. The
dataset is divided into 50 training instances and 150 testing instances.

MoteStrain

The MoteStrain dataset originates from wireless sensor networks deployed to mon-
itor the structural health of mechanical systems or infrastructure. Sensors (motes)
measure strain on di�erent parts of a structure, and the goal is to classify the struc-
tural state based on these readings. This binary classi�cation problem involves time
series of length 84. The dataset contains 20 training instances and 1,252 testing
instances, highlighting the challenges of working with limited labeled data in struc-
tural health monitoring.

SonyAIBORobotSurface1

This dataset involves classifying the type of surface a Sony AIBO robot dog is walk-
ing on, based on data from its roll, pitch, and yaw accelerometers. The two classes
represent di�erent surfaces, such as carpet and cement. Each time series is relatively
short, with a length of 70 data points. The dataset includes 20 training instances and
601 testing instances, providing a scenario to evaluate models in robotic surface
classi�cation tasks.
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FaceFour

The FaceFour dataset consists of one-dimensional time series representations of fa-
cial outlines from four individuals. The task is to classify each time series to identify
the individual. Each series has a length of 350 data points, capturing the contour of
a face. The dataset comprises 24 training instances and 88 testing instances, o�ering
a challenge in distinguishing subtle di�erences in facial outlines.

CBF (Cylinder-Bell-Funnel)

The Cylinder-Bell-Funnel (CBF) dataset is a synthetic dataset commonly used for
benchmarking time series classi�cation algorithms. It involves classifying time se-
ries into three distinct shapes: Cylinder, Bell, or Funnel. Each class represents a
di�erent pattern generated by speci�c mathematical functions. The time series have
a length of 128 data points. The dataset includes 30 training instances and 900 test-
ing instances, providing a controlled environment to evaluate classi�cation models.

ItalyPowerDemand

This dataset contains measurements of electricity demand in Italy, aiming to classify
days based on their power consumption pro�les. It is a binary classi�cation problem
with two classes, possibly representing weekdays and weekends or di�erent seasons.
Each time series is short, consisting of 24 data points, likely corresponding to hourly
measurements over a day. The dataset provides 67 training instances and 1,029 test-
ing instances, re�ecting real-world scenarios in energy consumption analysis.

TwoLeadECG

Derived from electrocardiogram (ECG) recordings using two leads, the TwoLead-
ECG dataset aims to classify heartbeats or detect speci�c cardiac conditions. It is a
binary classi�cation problem with two classes representing di�erent heartbeat pat-
terns or anomalies. Each time series has a length of 82 data points, capturing the
electrical activity of the heart over time. The dataset includes 23 training instances
and 1,139 testing instances, highlighting the importance of accurate

SonyAIBORobotSurface2

The SonyAIBORobotSurface2 dataset involves classifying the type of surface a Sony
AIBO robot dog traverses, based on accelerometer readings from its roll, pitch, and
yaw sensors. The two classes represent di�erent surfaces, such as carpet and ce-
ment. Each time series consists of 65 data points, capturing the acceleration of the
robot over time. The dataset includes 27 training instances and 953 testing instances.
Researchers have utilized this dataset to explore various time series classi�cation
techniques, including knowledge distillation and feature extraction methods.
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BME (BasicMotionsEquitra)

The BME dataset focuses on classifying basic human motions based on univariate
sensor data. It is a three-class classi�cation problem, with each class representing a
distinct motion type. Each time series has a length of 128 data points, capturing the
dynamics of human movements. The dataset is divided into 30 training instances
and 150 testing instances. This dataset is often used to benchmark time series clas-
si�cation algorithms in the context of human activity recognition.

These datasets o�er valuable opportunities to evaluate and compare the perfor-
mance of time series classi�cation models across diverse applications. In the next
section we will describe the multivariateT S datasets used for testing our model.

4.4.2 Multivariate Time Series dataset

To evaluate how well ourTSSTmodel performs on multivariate time series data, we
used datasets from the UEA Multivariate Time Series Classi�cation Archive [16].
This archive, �rst introduced by Bagnall and colleagues in 2018, was created to �ll
a crucial gap in the �eld by o�ering a standardized benchmark for multivariate time
series classi�cation�much like what the UCR archive did for univariate data. When
it was launched, the archive featured 30 diverse datasets collected from a wide range
of real-world domains. These datasets vary signi�cantly in terms of the number of
variables (dimensions), the length of each time series, the number of target classes,
and the overall dataset sizes. What makes the UEA archive particularly valuable is
that each dataset comes with prede�ned training and testing splits, enabling consis-
tent and reproducible comparisons between di�erent MTSC methods. As a result, it
has become a go-to resource for researchers looking to benchmark and advance the
state-of-the-art in multivariate time series classi�cation. In our work, we evaluated
the performance of ourTSSTmodel on 6 of them. The details of these selected mul-
tivariate TS datasets are summarized in Table 4.2, in the following we will explain
them brie�y.

Table 4.2: Summary of the selected multivariateT S datasets from UEA Archive

Dataset
No. Features No.

Classes
No.

Dimensions Length
Train Test

Epilepsy 137 138 4 3 206
BasicMotions 40 40 4 6 100

SelfRegulationSCP1 268 293 2 6 896
Cricket 108 72 12 6 1197

ArticularyWordRecognition 275 300 25 9 144
Heartbeat 204 205 2 61 405

Epilepsy

The information provided in [74] was derived from healthy individuals who simu-
lated various class activities. Information was gathered from six participants em-
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Figure 4.1: An illustration of an Epilepsy EEG alongside the initial training case for the HAR problem
related to Epilepsy. The class label assigned to this case is Epilepsy.

ploying a tri-axial accelerometer attached to the dominant wrist while they engaged
in four varied activities. The four tasks, each varying in duration, are as follows:
WALKING, which encompasses various speeds and gestures such as walking slowly
while gesturing, walking at a slow pace, walking at a normal pace, and walking
briskly, each lasting 30 seconds; RUNNING, which involves sprinting down a 40-
meter corridor; SAWING, which requires using a saw for 30 seconds; and SEIZURE
MIMICKING while seated, featuring a 5-6 second period before and a 30-second
duration following the simulated seizure. The seizure itself lasted for 30 seconds.
Each participant executed each activity a minimum of ten times. The simulated
seizures were carefully trained and monitored according to a protocol established
by a medical professional. All activities occurred indoors, in either an o�ce setting
or the surrounding corridor.

The sampling frequency was set at 16 Hz. Certain activities were approximately
30 seconds long, while others extended to 1 minute, and some lasted around 2 min-
utes. Their standard procedure for archiving is to truncate the data to match the
length of the shortest series retained. They eliminated the pre�x and su�x �at se-
ries and truncated to the shortest series (approximately 13 seconds), selecting a ran-
dom activity interval for series that exceeded the minimum. One instance from the
original dataset (ID002 Running 16) was excluded because the data was improperly
collected. After organizing the data, they arrived at a total of 275 cases. The di-
vision for training and testing includes three participants for training and three for
testing, with the IDs removed to ensure consistency with the rest of the archive. In
Figure 4.1, we showed the Epilepsy EEG and the initial training case for the HAR
problem related to Epilepsy.

BasicMotions

The dataset was produced as a component of a student project in 2016, involving
four students who engaged in four distinct activities while having a smartwatch. This
smartwatch collects information from a 3D accelerometer as well as a 3D gyroscope.
It consists of four classes, which are standing, walking, running, and playing bad-
minton. Participants were required to record motion a total of �ve times, and the
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Figure 4.2: Initial training case for the BasicMotion problem. The class label associated with this
case is Standing.

data was sampled at 10 Hz for a ten-second period. In Figure 4.2, the initial training
case for the BasicMotion problem is shown.

SelfRegulationSCP1

This dataset is classi�ed as Ia in BCI II as reported in [75]: Self-regulation of Slow
Cortical Potentials. It was supplied by the University of Tuebingen. The data was
collected from a healthy participant. The participant was instructed to move a cursor
vertically on a computer screen while their cortical potentials were monitored. Dur-
ing the recording, the subject received visual feedback regarding their slow cortical
potentials (Cz-Mastoids). A positive cortical potential results in the cursor moving
downward on the screen, whereas a negative cortical potential causes the cursor to
move upward. Each trial had a duration of 6 seconds.

Throughout each trial, the task was visually represented by a highlighted target
at either the top or bottom of the screen to signify negativity or positivity from the
0.5-second mark until the trial concluded. Visual feedback was provided from the
2-second to the 5.5-second mark. Only this 3.5-second window from each trial is
available for training and testing. With a sampling rate of 256 Hz and a recording
duration of 3.5 seconds, this results in 896 samples per channel for every trial.

The training data encompasses 268 trials recorded over two distinct days and
presented in a random order. Of the 268 trials, 168 originated from day 1, while
the remaining 100 were from day 2. The data is extracted from two training �les:
Traindata 0.txt and Traindata 1.txt. Each instance consists of six dimensions (EEG
channels mentioned above) with a length of 896. The class labels are either neg-
ativity or positivity. There are 293 test data instances, the labels for which were
disclosed post-competition. The most e�ective approach achieved an error rate of
11.3% on the test data (which likely corresponds to 33 inaccuracies). Figure 4.3
demonstrates the �rst train case for the EEG problem SelfRegulation-SCP1.

Cricket

In cricket, an umpire is essential for signaling various events during the game to
a scorer situated at a distance. These signals are conveyed through distinct hand
movements. For instance, a No-Ball is indicated by touching each shoulder with the
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Figure 4.3: Example of the �rst train case for the EEG problem SelfRegulation-SCP1. The class
label for this case is `negativity'.

Figure 4.4: Image of the class labels and the �rst train case for the problem Cricket. The class label
for this case is Cancel Ball (1).

opposite hand, while a TV-Replay, which is a request for an o�-�eld video review
of a play, is represented by mimicking the shape of a television screen.

The dataset presented in Ko et al. (2005) [76] includes four umpires executing
twelve di�erent signals, each performed ten times. The data, recorded at a sampling
frequency of 184 Hz, was captured by attaching accelerometers to the wrists of the
umpires. Each accelerometer provides three synchronous measurements across three
axes (x, y, and z). Consequently, we face a six-dimensional challenge arising from
the two accelerometers. Cricket was initially formatted for MTSC in [77]. Fig 4.4
illustrates the class labels and the �rst training case for the problem Cricket.

ArticularyWordRecognition

An Electromagnetic Articulograph (EMA) is a device utilized for assessing the move-
ments of the tongue and lips while speaking. The motion tracking via EMA is ac-
complished by a�xing small sensors to the surfaces of the articulators (e.g., tongue
and lips). The spatial precision of motion tracking with the EMA AG500 is measured
at 0.5 mm. This is the EMA dataset referenced in [78], which comprises data gath-
ered from numerous native English speakers articulating 25 distinct words. Twelve
sensors were employed during the data gathering process, each delivering x, y, and z
time-series positions at a sampling frequency of 200 Hz. The sensors are positioned
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Figure 4.5: Illustration of the initial training case for the Motion problem ArticularyWordRecogni-
tion. The class label for this instance is 1.0.

on the forehead, along the tongue from the tip to the back at the midline, as well as
on the lips and jaw. Three head sensors (Head Center, Head Right, and Head Left)
mounted on a pair of glasses were utilized to determine head-independent move-
ments of the other sensors. The tongue sensors are designated as T1, T2, T3, and
T4, from the tip to the back. Out of the total 36 available dimensions, this dataset
incorporates only 9, as that was the format of the data obtained from Shokoohi-Yekta
et al. [77]. The initial training case for the Motion problem ArticularyWordRecog-
nition is shown in Figure 4.5.

Heartbeat

This dataset originates from the PhysioNet/CinC Challenge 2016. Heart sound record-
ings were obtained from multiple contributors globally, gathered in both clinical and
nonclinical settings, encompassing both healthy individuals and patients with vari-
ous pathologies. The heart sound recordings were captured from diverse spots on the
body. The standard four locations are the aortic area, pulmonic area, tricuspid area,
and mitral area, although it could encompass any of nine di�erent sites. The sounds
were categorized into two classes: normal and abnormal. The normal recordings
were sourced from healthy individuals, while the abnormal recordings were taken
from patients with a veri�ed cardiac diagnosis. The patients experience a range of
conditions, though they typically have heart valve defects or coronary artery disease.
Heart valve defects include mitral valve prolapse, mitral regurgitation, aortic steno-
sis, and valvular surgery. All recordings from the patients were generally classi�ed
as abnormal. Both healthy individuals and pathological patients include children
and adults alike.

Each recording was shortened to 5 seconds. A spectrogram of each instance was
subsequently generated with a window size of 0.061 seconds and a 70% overlap.
Each instance in this multivariate dataset is structured such that each dimension
represents a frequency band from the spectrogram. The two classes, normal and
abnormal, comprise 113 and 296 instances, respectively. Figure 4.6 shows the �rst
training case for the spectral problem of Heartbeat.
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Figure 4.6: Example of the �rst training case for the spectral problem Heartbeat.

4.5 Chapter Summary

This chapter established the foundational framework for understandingT Sdata and
the challenges inherent in their analysis and classi�cation. We began by formally
de�ning univariate and multivariateT S (Section 4.1), emphasizing their temporal
dependencies and sequential structure. We then examined the key challenges that
motivate adaptive, interpretable modeling approaches (Section 4.2): scale variabil-
ity, seasonality, missing values, and non-stationarity/concept drift. These challenges
directly inform the design principles of theTSSTmodel presented in Chapter 7.

Section 4.3 formalized the TSC task and brie�y reviewed classical approaches
(e.g., Dynamic Time Warping) and modern machine learning methods. This contex-
tualization highlighted the persistent tension between accuracy and interpretability�
a gap that our proposedTSSTmodel addresses through its tree-based, human-readable
decision structure.

The benchmark datasets presented in Section 4.4 serve multiple critical functions
beyond mere description. First, they provide standardized evaluation grounds that
ensure reproducibility and facilitate fair comparisons with state-of-the-art methods.
Second, they systematically test speci�c design aspects of theTSSTmodel:

ˆ Limited Training Data Scenarios: Datasets like InsectEPGSmallTrain (17
training instances), Chinatown (20 training instances), and MoteStrain (20
training instances) evaluate the ability of the model to generalize from sparse
labeled data�a common real-world constraint.

ˆ Class Imbalance and Complexity:The range from binary classi�cation (e.g.,
GunPoint, ItalyPowerDemand) to multi-class problems (e.g., ArticularyWor-
dRecognition with 25 classes) tests the scalability and discriminative capacity
of the model.

ˆ Varying Temporal Scales:Series lengths spanning from 24 time points (Chi-
natown, ItalyPowerDemand) to 1,197 time points (Cricket) assess the adapt-
ability of the model to di�erent temporal resolutions and its ability to identify
discriminative patterns at various scales.

ˆ Domain Diversity: The selection encompasses medical diagnostics (TwoLead-
ECG, Epilepsy, Heartbeat), human activity recognition (BasicMotions, Face-
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Four), infrastructure monitoring (DodgerLoopWeekend, FreezerSmallTrain),
and robotics (SonyAIBORobotSurface1/2), ensuring that evaluation results
are not domain-speci�c artifacts but re�ect genuine methodological contribu-
tions.

ˆ Multivariate Dependencies:The multivariate datasets (e.g., Heartbeat with
61 dimensions, ArticularyWordRecognition with 9 dimensions) test the ca-
pacity of the model to capture cross-dimensional correlations and interdependencies�
a crucial capability for real-world applications where multiple sensors or mea-
surement channels operate simultaneously.

Third, these datasets embody the real-world challenges discussed in Section 4.2.
For instance, the ItalyPowerDemand dataset exhibits seasonality and trend patterns,
while the FreezerSmallTrain dataset presents limited labeled training data alongside
extensive unlabeled test data. The Heartbeat dataset, derived from spectrograms,
demonstrates non-stationarity as heart sounds vary across individuals and recording
conditions. By evaluating theTSSTmodel on these diverse, challenging datasets,
we demonstrate not only its technical performance but also its practical applicability
to real-world temporal data classi�cation problems.

In Chapter 5, we will motivate the need forprompt(early) classi�cation ofT S
data, arguing that waiting for completeT S observations is often impractical or unde-
sirable in time-sensitive applications such as medical diagnosis, anomaly detection,
and real-time monitoring. Chapter 7 then presents theTSSTmodel, which addresses
this need by making accurate classi�cation decisions before observing the entireT S.
The datasets described in this chapter form the empirical foundation for demonstrat-
ing the e�ectiveness of theTSSTmodel, enabling readers to assess its performance
across the full spectrum of TSC challenges and understand how early classi�cation
opens new opportunities for real-time decision-making in diverse application do-
mains.
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Chapter 5

Promptness Classi�cation Motivation

In this chapter, we introduce and show how early time series classi�cation (ETSC)
works, de�ne the problem formally, and brie�y discuss the main challenges in early
ETSC (Section 5.1). Next, in Section 5.2, we introduce the concept of the prompt
time series classi�cation (PTSC) and de�ne the problem formally. In Section 5.3,
we will underline the di�erences between PTSC and ETSC, and then we will brie�y
show how we can achieve promptness in the classi�cation of univariate and mul-
tivariate time series data. By the end of this chapter, we will show two possible
real-world applications of PTSC, and we will show how our promptness classi�ca-
tion can be used for scenarios that require immediate feedback to the user, which can
also be used as a real-time recommendation system in di�erent domains (Section 5.4.
Finally, Section 5.5 provides a brief summary of the main concepts discussed in this
chapter.

5.1 Early Time Series Classi�cation

Early classi�cation of time series data refers to the task of predicting the label of
a sequence as soon as possible, ideally, well before the entire sequence has been
observed. This approach is particularly bene�cial in domains where timely decision-
making is critical, such as healthcare monitoring, fault detection in manufacturing,
and �nancial trading systems [12]. Below is the formal de�nition of the problem of
ETSC.

Problem 3 (Early Time Series Classi�cation). Let T S = . x1; x2; § ; xT / be a uni-
variate or multivariate time series of (unknown) full lengthT, and letC = ^c1; § ; cm`
be a �nite set of class labels.

Theearly time series classi�cationtask consists of simultaneously determining:

1. a stopping time� such that1 f � f T, based only on the observed pre�x
T S1: � = . x1; § ; x� /;

2. a class label‚c Ë C predicted fromT S1: � , i.e., ‚c = arg maxcËC Pr.c ÝT S1: � /;

so as to optimize a joint objective that rewardsaccuracyand earliness. Formally,
the goal is to minimize:

L = .1 * Acc/ + �
�
T

;
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where Acc is the classi�cation accuracy and� Ë Rg0 controls the trade-o� between
correctness and earliness.

This formalization uni�es various early classi�cation approaches under a common
mathematical framework, explicitly encoding the accuracy-earliness trade-o� through
parameter� . While the concept of early classi�cation has been explored in prior
work [79]�[81], this speci�c mathematical formulation is presented here for the �rst
time.

The primary goal of early classi�cation is to reduce the observation period re-
quired to make accurate predictions without signi�cantly sacri�cing accuracy. Tech-
niques commonly employed in early classi�cation include algorithms that evaluate
the informativeness of incoming data and determine the earliest point at which a con-
�dent prediction can be made within the �xed observation window or predetermined
decision points [79].

Traditional methods such as dynamic time warping (DTW) have been adapted
for early classi�cation by incorporating stopping criteria based on prediction con�-
dence levels. More recently, machine learning-based techniques, including decision
trees, support vector machines (SVMs), and neural networks, have shown promising
results due to their ability to learn complex patterns and adapt dynamically to new
observations [80].

The challenge in early classi�cation arises from the trade-o� between earliness
and accuracy. Early predictions inherently involve greater uncertainty, as decisions
must be made based on incomplete data. Therefore, methods have been developed
to balance these con�icting objectives by employing cost-sensitive strategies, con-
�dence thresholds, and adaptive sampling techniques to ensure timely yet reliable
classi�cation decisions [81].

5.2 Prompt Time Series Classi�cation

PTSC is a variation of ETSC that assigns a class label to a univariate or multivariate
T S as soon as enough information is received by the model and the con�dence is
reached. This innovative approach ensures that theT S is analyzed su�ciently to
provide a con�dent answer with high accuracy, allowing it to adapt dynamically to
each case. Below is the formal de�nition of the PTSC problem.

Problem 4 (Prompt Time Series Classi�cation). Let T S = . x1; x2; § ; xT / be a
univariate or multivariate time series of (unknown) full lengthT, and let C =
^c1; § ; cm` be a �nite set of class labels.

Theprompt time series classi�cationtask consists of simultaneously determining

1. astopping time� such that1 f � f T. Concretely,

� = min
�

t ÝConf
�
T S1: t

�
g 




with Conf.T S1: t/ = max

cËC
Pr

�
c ÝT S1: t

�
;

where
 is a con�dence thresholddynamically obtained by the algorithm. If
the threshold is never reached, then set� := T.
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2. a class label‚c Ë C predicted from the observed pre�xT S1: � ,
i.e. ‚c = arg maxcËC Pr.c ÝT S1: � /.

The goal is to issue predictionsas soon as su�cient con�dence is reachedwhile
maintaining high accuracy. We formalize this by minimizing the expected loss

L = .1 * Acc/ + � E
� �

T

�
;

where Acc is the classi�cation accuracy obtained with label‚c, � _T is the fraction
of the series consumed for each case, and� Ë Rg0 controls the trade-o� between
accuracy and average decision latency.

This problem formulation is an original contribution of this thesis. Unlike ETSC,
which operates on �xed observation windows, PTSC introduces adaptive, con�dence-
driven stopping criteria� = min^t ÝConf.T S1: t/ g 
 ` that dynamically adjust to
instance complexity, enabling truly prompt classi�cation tailored to each individ-
ual case. This formulation has not been previously reported in the literature and
represents a novel paradigm for time series classi�cation.

5.3 ETSC vs PTSC

Having formally de�ned both ETSC (Section 5.1) and PTSC (Section 5.2), we now
examine their conceptual relationship and demonstrate how PTSC generalizes clas-
sical time series classi�cation. Understanding this generalization is crucial for po-
sitioning PTSC within the broader landscape of temporal data analysis and for ap-
preciating its theoretical contributions beyond mere algorithmic innovation.

The fundamental distinction between ETSC and PTSC lies in their stopping
criteria. ETSC operates on a�xed observation windowdetermined a priori (e.g.,
� = 0:5T, using the �rst 50% of the series), applying this uniform stopping time to
all instances regardless of their individual complexity. In contrast, PTSC employs a
dynamic, con�dence-drivenstopping rule that adapts to each instance independently.

5.3.1 PTSC as a Generalization of TSC

The conceptual innovation of PTSC lies in its ability togeneralizethe classical time
series classi�cation paradigm. To clarify this relationship, we observe that tradi-
tional time series classi�cation methods assume full observation of the sequence
(� = T), whereas ETSC �xes a predetermined fraction� = �T (with 0 < � < 1),
and PTSC adapts� dynamically based on instance-speci�c con�dence. This spec-
trum of behaviors can be understood through the con�dence threshold parameter

in the PTSC framework.

Proposition 5.1(PTSC as a Uni�ed Framework). The PTSC formulation subsumes
classical time series classi�cation and early classi�cation as special cases:

1. Classical TSC:Setting
 ™ 1 (requiring near-perfect con�dence) forces the
model to observe the complete series, i.e.,� = T for most instances, recov-
ering the standard classi�cation setting where decisions are made only after
full data collection.
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2. Fixed Early Classi�cation: Setting
 to a moderate �xed value (e.g.,
 = 0:7)
and constraining� f �T for a predetermined� < 1 yields traditional ETSC
behavior, where all instances must decide by a uniform observation window.

3. Adaptive PTSC:Allowing
 to vary dynamically (either through cross-validation,
adaptive thresholding, or learned con�dence calibration) and permitting� to
span the full range[1; T] enables instance-speci�c stopping, where simple
cases terminate early (small� ) and complex cases extend observation (large
� , potentially up toT).

This generalization reveals that PTSC does not replace classical or early classi-
�cation but ratheruni�es them within a single adaptive framework. The key advan-
tage is that PTSC eliminates the need to choose between accuracy (full observation)
and speed (�xed early stopping) by dynamically adjusting to the di�culty of each
individual instance. In practice, this means:

ˆ For easy instances:Discriminative patterns emerge quickly (e.g., a clear
ECG anomaly in the �rst few heartbeats), allowing PTSC to achieve� ~ T
with high con�dence
 , thus matching or exceeding the speed of aggressive
early classi�cation methods.

ˆ For ambiguous instances:When the signal is noisy or class boundaries are
subtle (e.g., distinguishing between similar human activities from accelerom-
eter data), PTSC automatically extends� towardT, preserving the accuracy
guarantees of full-series classi�cation without manual intervention.

ˆ For datasets with mixed complexity: Real-world collections often contain
both easy and hard instances. Fixed methods (either classical TSC with� = T
or ETSC with �xed � = �T ) treat all instances uniformly, leading to ine�-
ciency (unnecessary waiting for easy cases) or errors (premature decisions
for hard cases). PTSC adapts per-instance, optimizing the global accuracy-
latency trade-o� across the entire dataset.

From a theoretical perspective, PTSC can be viewed as acon�dence-regularized
classi�cation framework. The stopping criterion� = min^t ÝConf.T S1: t/ g 
 ` acts
as an adaptive regularizer that prevents over�tting to incomplete data while avoiding
unnecessary observation when su�cient evidence has been gathered. The expected
lossL = .1* Acc/+ � E[� _T] explicitly balances these objectives, with� controlling
the penalty for prolonged observation.

Importantly, this formulation highlights that PTSC addresses a fundamental lim-
itation of classical supervised learning: the assumption that all instances require the
same computational budget (observation time) for decision-making. By relaxing this
assumption and introducing con�dence-driven stopping, PTSC opens new possibili-
ties for real-time, resource-constrained, and streaming data scenarios where waiting
for complete observations is impractical or undesirable.

Table 5.1 summarizes the key distinctions between classical TSC, ETSC, and
PTSC, highlighting how PTSC generalizes both prior approaches while introducing
adaptive, instance-speci�c decision-making.
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Table 5.1: Taxonomy of time series classi�cation approaches.

Property Classical TSC ETSC PTSC

Stopping time � = T (full series) � = �T (�xed) � = min^t ÝConf g 
 `

Observation Wait for complete
series

Fixed early window Adaptive per instance

Decision basis Full data Time limit Con�dence threshold

Adaptivity None None Instance-speci�c

Generalization Standard learning Fixed early stop Subsumes both

Use case O�ine batch Uniform deadlines Real-time streaming

In Figure 5.1, we have visualized these di�erences. The diagram contrasts early
classi�cation, which relies on �xed observation windows, with prompt classi�ca-
tion, which dynamically adapts its observation time. As shown, early classi�cation
may result in misclassi�cations of di�cult samples because it lacks su�cient time
for proper analysis. In contrast, prompt classi�cation avoids this by adjusting ob-
servation periods to match the complexity of the sample. For easy cases, prompt
classi�cation resolves them quickly, similarly to early classi�cation, but for more
di�cult cases, prompt classi�cation ensures that the proper amount of data is col-
lected before making a �nal decision. This approach yields both speed and accuracy,
particularly when handling diverse sample complexities.

5.4 Promptness Classi�cation Applications

PTSC can be applied in various scenarios where the need for early classi�cation
and real-time feedback is of paramount importance. In the domain of personalized
PTSC, we can use individual user data for real-time recommendation and classi-
�cation, providing actionable insights in real-time. In domains where personalized
recommendations are crucial, such as healthcare, wellness, and customer experience
systems, personalized prompt classi�cation enhances the precision and responsive-
ness of systems by utilizing intra-participant data, allowing the model to dynamically
adjust its recommendations based on the unique circumstances of each participant
[82].

The personalization aspect of prompt classi�cation is powered by the dynamic
nature of the classi�cation, where the observation time for each user can vary de-
pending on the complexity of the case. For example, in a healthcare scenario, indi-
vidual health data, such as heart rate, steps, or sleep patterns, can be continuously
monitored, and recommendations can be made instantly based on a few data points,
while still accounting for the speci�c context and needs of the user. This adaptive
classi�cation ensures that feedback is timely and relevant, leading to better decision-
making and user engagement. This framework can also be applied in domains like
healthcare (e.g., early ECG classi�cation) or IoT (e.g., quick fault prediction in sen-
sor data). In the following, we will demonstrate two possible use cases of PTSC for
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Figure 5.1: Comparison of ETSC and PTSC. ETSC operates on �xed observation windows, risking
premature decisions on di�cult samples. In contrast, PTSC adaptively extends the observation based
on con�dence, issuing early decisions for easy cases while allocating more time to challenging ones.
The diagram highlights how PTSC balances speed and accuracy by adjusting the stopping time to
the time series complexity.
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wellness throughout smartwatch and industrial examples by means of sensory data.

5.4.1 Wearable recommender system

Here, we show a use case of PTSC in wellness where real-time recommendations
are given to the user to reach a goal that is set by the user. Typical smartwatches
routinely captureT S data, as we have seen in Chapter 3 in the case of PMData
[13], including physiological markers such as heart rate and step counts. The data
generated by these devices comprises intra-participant historical observations that
are measured via wearable sensors during the day.

PTSC can turn the raw, continuous streams captured by a smartwatch into ac-
tionable, just-in-time advice, as shown in Figure 5.2. The model monitors incom-
ing sensor values (e.g., heart-rate variability, step cadence, skin temperature) and
computes its con�dence for each possible recommendation, such as �slow down,�
�drink water,� or �begin cool-down�. PTSC will consider only the intra-participant
historical data and will compare it to the current data received from sensors to give
a suggestion in real time, as soon as the con�dence for one label gets close to the
threshold
 (often within only a few seconds of data), PTSC stops listening and
immediately pushes the suggestion to the watch display. If the signal is noisy or am-
biguous�say, the user is walking on uneven ground-the stopping time� automat-
ically lengthens until enough evidence accumulates or the full window is reached,
preventing premature or erroneous feedback. This adaptive horizon lets easy, routine
patterns receive near-instant nudges (encouraging engagement) while harder cases
still enjoy high accuracy, all without draining battery through unnecessary sensor
sampling or prolonged on-device computation.

5.4.2 Machine fault diagnosis

Another possible application of PTSC is in an industrial environment where, for
guaranteeing high performance, predicting machine failure in industrial maintenance
via T S data is of utmost importance [83]. We can consider this scenario: predict-
ing equipment failure in a manufacturing plant where machinery such as motors,
pumps, and compressors are continuously monitored for performance metrics like
vibration levels, temperature, pressure, and energy consumption. Traditional sys-
tems often require waiting for the entire observation period to collect su�cient data
before making a diagnosis. However, by using PTSC, the monitoring system can
stop gathering data as soon as the con�dence of the model for a fault label within the
decision threshold, often within seconds of the �rst abnormal vibration spike or tem-
perature rise. This fast, adaptive horizon means that maintenance personnel receive
alerts while the machine is still in adegradationphase rather than once a severe fault
has fully developed. If the incoming signal is ambiguous, e.g., brief vibration bursts
caused by a transient load change, PTSC automatically waits for more evidence,
preventing false positives and avoiding unnecessary production halts. Crucially, be-
cause the algorithm considers only theown historical patterns of the machine, it
does not require extensive cross-machine training data and can be deployed even
on legacy equipment with limited on-board computing power. A visual example is
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Figure 5.2: Example of how the PTSC works within a recommender system on a smartwatch.

provided in Figure 5.3.

In practice, this early-stopping strategy delivers three tangible bene�ts:

ˆ Reduced unplanned downtimeby allowing condition-based maintenance to
begin before catastrophic failure;

ˆ Lower operational coststhrough targeted interventions that replace schedule-
driven servicing;

ˆ Extended component lifespanbecause minor issues like bearing misalign-
ment, lubrication loss, or cavitation are addressed while still reversible.

Together, these advantages translate into higher throughput and safer operation
for the entire production line, underscoring the versatility of PTSC across both con-
sumer wearables and industrial fault-diagnosis settings.
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Figure 5.3: Example of how the PTSC works for the machine fault diagnosis in an industrial envi-
ronment.

5.5 Chapter Summary

In this chapter, we formally de�ned and brie�y examined the concept of ETSC and
PTSC. We showed that ETSC focuses on predicting labels before reaching the end of
T S, and mainly by static windows. On the other hand, PTSC adapts dynamically to
the complexity of each case, making predictions as soon as su�cient data is available
and the con�dence of the model for a speci�c label is within the decision threshold.
Finally, we explored potential real-world applications showing how PTSC can en-
hance decision-making in systems like wellness by a wearable recommender system
and industry with a machine fault diagnosis example.
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Chapter 6

Sequence Walking Decision Tree

In this chapter, we will introduce a novel tree-based classi�cation model, namelySe-
quence Walking Decision Tree(SWDT) for event logs. In Section 6.1 we de�ne the
model, �rstly showing how an instanceT of SWDTpredicts the class of a sample,
i.e., an event log with arbitrary length. Then we show how to build an instanceT
of SWDTstarting from a setZ of labeled event logs, as de�ned in Section 3.2. Fi-
nally, we show how to build anSWDT-based distancedist.x; x/ between two event
logs x andx using an even set of event logsX without classi�cation, which may
be bene�cial to unsupervised machine learning tasks like clustering. In Section 6.2,
we present the experimental settings and results in whichSWDTis evaluated. Sec-
tion 6.5 summarizes the key topics and �ndings discussed in this chapter.

6.1 TheSWDTmodel

As discussed in Section 3.2, our goal is to address theearly classi�cationproblem.
To this end, we have transformed the event logs into a suitable supervised learning
dataset. We now focus on our approach to solving this problem by introducing a
novel model, theSequence Walking Decision Tree(SWDT). SWDT is de�ned as
follows.

De�nition 6.1 (The SWDT model). An SWDT on a set of labelsL and a set of
classesC is a labeled binary treeT = . V = Vl ä Vr ä Vc; E = Eñ ä Eò ;  l ;  v;  c/
such that:

ˆ V<1 ã V<2 = ç for any< 1;< 2 Ë l̂; v; c` with < 1 ‘ < 2;
ˆ for eachv Ë Vl ä Vv we haveð̂ .v; v¨/ Ë Eò ` ð= 0 andð̂ .v; v¨/ Ë Eñ ` ð= 1;
ˆ for eachv Ë Vc we haveð̂ .v; v¨/ Ë E` ð= 0;
ˆ  l : Vl ™ L • R+ ,  v : Vd ™ R, and c : Vc ™ L • C;
ˆ for everyv Ë Vv we have that either there exists.v¨; v/ Ë Eñ or there exists

.v¨; v/ Ë Eò with v¨ Ë Vv.

An SWDTis a decision tree with three types of nodes:
1. event nodev Ë Vl in which a test.lv; � v/ =  l .v/ is performed withlv Ë L

andr Ë R+ . Informally speaking, l .v/ is true if and only if from the current
triplet .tj ; l j ; vj / of the event logx, we have that there exists an indexj ¨ > j
for which the triplet.tj ¨ ; l j ¨ ; vj ¨ / satis�esl j ¨ = lv andvj ¨ * vj f � v;
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Figure 6.1: An example of instanceT of SWDTplus the application of Predict-sample to an event
log.
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2. value nodev Ë Vr in which a testrv =  r .v/ with rv Ë R is performed. Infor-
mally speaking, r .v/ is true if and only if from the current triplet.tj ; l j ; r j / of
the event logx we haver j f rv;

3. class leaf nodev Ë Vc which simply returns the assigned classcv =  c.c/
assigned to the current event log.

In Figure 6.1 we have an example ofSWDTon the early detection (i.e., c.v/ =
1) in the Diabetesdataset. Any instance ofSWDT processes a sample in a way
similar to a decision tree, but with an important variation that is worth describing
in detail. A formal account of how the class of a sample is predicted by anSWDT
instanceT is provided in Algorithm 3. For understanding how an instanceT of
SWDTprocesses a sample we consider the treeT and the event log, let us call itx,
in Figure 6.1. The predict procedure starts at the �rst position ofx and at the root
of T. For the sake of simplicity, we converted all the time-related real numbers into
durations (e.g.,2h10m) and timestamps in the formathours : minutes; we omitted
the date for the sake of brevity. By De�nition 6.1, the root ofT is labeled with an
event node,.l1; 8h48m/. We start the processing ofx from the root, like any other
decision tree, but, in this case, we also need a pointerj (i.e., the thick arrow in
Figure 6.1) to the current position ofx, at the beginning, such a pointer is initialized
to j . In this case, the test.l1; 8h48m/ is false because we do not have a positionx[j ¨]
which followsx[j ], with j = 0, labeled withl1, let alone one within8h 48m. Taking
theò branch, we move to the event node.l3; 5h/ without a�ecting j ; also, here we
have that the test in the event node is not satis�ed. In this case, however, we have
that there exists a position inx, i.e., position4, which followsj and is labeled with
l3. However, the di�erence in time between position4 and position0 is 7 hours,
while .l3; 5h/ requires it to be less than5h to be satis�ed, then we still take theò
path. The next node is again an event node and is labeled with.l5; 10h46m/, in such
a case we do have an index greater than0, i.e., 3, which featuresl5 as a label and
having timestamp18 : 55, it satis�es18 : 55 * 12 : 00 f 10h 46m. Then, we take
theñ path this time and, more importantly, we updatej to the minimum position
that witnessed the success of the test. In such a case, we have that only position4
satis�es our condition, and thus we updatej to4. Let us point out that this is the only
situation in whichj is updated, and let us observe that variablej may either retain its
current value or be incremented. The next node, i.e.,.l5; 10h46m/, is still an event
node, but in this case, sincej now is equal to4, we do not have any more positions
greater thanj which featurel5, and again theò path is taken. Then, test.l3; 10m/
is performed on position4 and it is satis�ed by position5, i.e., l3 = x[5]:label and
19 : 00 * 18 : 55 f 10m. As before,j is updated to the minimum position that
witnesses the ful�lment of the test, that is,j = 5 in this case. Finally, we have a
value node.75/, which means that we have to test the value stored in positionj ,
if x[j ]:value f 75 we take theñ path otherwise we take theò one. In this case,
we have a value of70, and thus we take theñ path which assigns class1, that is,
the patient may be a�ected by �Hypoglycemic symptoms� in the near future, to the
samplex.

We de�ne a useful partial functionnext.x; j; l / as:

De�nition 6.2 (Next Function). The partial functionnext.x; j; l / over event logs
x = [. t0; l0; r0/ § . tn*1 ; ln*1 ; rn*1 /] and0 f j < n * 1 andl Ë L as:
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next.x; j; l / =

h
n
l
n
j

j ¨ if
j ¨ > i; l j ¨ = l;

Åj ¨¨.j < j ¨¨ < j ¨ ™ l j ¨¨ ‘ l /

unde�ned otherwise

Functionnext is useful to get the position of the �rst triplet labeled withl , which
appears afterj in x, it is easy to see that it is well de�ned, and its value is unde-
�ned if such a position does not exist. Such a function is used in Algorithm 3 and
Algorithm 4. The �rst algorithm has been illustrated by means of the example of
Figure 6.1, while the latter is a variant of the classical �t algorithm for decision trees.
The main di�erence in this approach lies in the fact that the procedure propagates
through recursive calls using an arrayStart, which encodes the current positions
for the event logs in the datasets. When the dataset is split at an event node, any
position inStart i , corresponding to an event logx i that satis�es the test condition,
is advanced to the next positionj in x i that also satis�es the test (see lines11and29
of Algorithm 4). In all other cases�speci�cally, theò child of an event node and
theñ_ò children of a value node�the arrayStart is passed unchanged to the corre-
sponding recursive call. This operation is analogous to what is done in Algorithm 3
at line 13 and what is done at nodes.l5; 10h46m/ and.l3; 10m/ in the example of
Figure 6.1.

We conclude this section by brie�y discussing unsupervised learning viaSWDT
with a focus on distance-based clustering. One popular technique for extracting
a distance from an unsupervised vector datasetX is to train a decision tree or a
random forest (RF) on a supervised datasetZ which contains all the samples of
X with class1 and a datasetX with class1. X is a randomly generated dataset
ðX ð = ðX ðwhich has the same features asX and each one of them has the same
distribution as its counterpart inX . The idea is that a classi�er that discriminates
betweenX (class1) andX (class0) in Z has to learn the relation of the feature inside
the same sample w.r.t. the ones randomly selected. This approach�often referred
to as the fake task�has been proposed for vector data [84], where the distance is
computed by training a random forest onZ and employing the Breiman distance
[85], or more advanced alternatives [86], as a similarity measure for distance-based
clustering. As a matter of fact, if we want to use event logs instead of vector data,
we just have to train a forest ofSWDT on a fake taskZ and apply some of the
aforementioned distances for distance-based clustering among event logs and other
similarity-related tasks. The only missing piece here is how to generate the random
sampleX from X in order to perform the fake task on event logs. Algorithm 5
performs exactly such an operation. A synthetic sample inX is created by randomly
selecting alength among the possible lengths for the samples inX and, then, for
each position0 f j < length the triplet is obtained by randomly selecting a sample
x in X and by replicating the value and the label ofx[j ] in the synthetic sample.
The time of the synthetic sample is computed by adding to the time of the synthetic
triplet at positionj *1 , the di�erence between thex[j ]:timeandx[j * 1] :timein the
real sample.

Properties of Algorithm 4. Algorithm 4 exhibits the following guarantees: (1)
Correctness: it produces a valid SWDT tree with pure class nodes (line 4 en-
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Algorithm 3 Predict-sample

In
pu

t

(i) a SWDT instanceT = . V = Vl ä Vr ä
Vc; E = Eñ ä Eò ;  l ;  v;  c/

(ii) an unknown event log samplex =
[. t0; l0; r0/ § . tn*1 ; ln*1 ; rn*1 /] ;

(iii) a nodev Ë V initialized to the root ofT
in the �rst recursive call;

(iv) a current position0 f start < n initial-
ized at0 in the �rst recursive call;

(v) a valuer Ë R initialized atnil in the �rst
recursive call.

Output: a class labelc Ë C for x.

1: if v Ë Vc then
2: return  c.v/

3: if v Ë Vl then
4: let .l; �/ =  l .v/
5: j } next.x; l; start /
6: if j is unde�nedor x[j ]:time* x[start]:time > � then
7: let v¨ such that.v; v¨/ Ë Eò ;
8: return Predict-sample.T ; x; v¨; start; r/
9: else

10: let v¨ such that.v; v¨/ Ë Eñ ;
11: return Predict-sample.T ; x; v¨; j; r /
12: else
13: let r =  r .v/
14: if x[start]:valuef r then
15: let v¨ such that.v; v¨/ Ë Eñ ;
16: return Predict-sample.T ; x; v¨; start; r/
17: else
18: let v¨ such that.v; v¨/ Ë Eò ;
19: return Predict-sample.T ; x; v¨; start; r/
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Algorithm 4 SWDT-�t
In

pu
t

(i) a supervised event log datasetZ = . X; Y / with
ðX ð= N samples;

(ii) an array of current positionsSt Ë NN such that
for everyx i Ë X we have0 f Start[i ] < ðx ið
initialized at0N in the �rst recursive call;

(iii) an array of current valueR Ë RN änil initialized
atnil in the �rst recursive call;

(iv) a loss functionLoss : YN • 2 ^0;§ ;N *1` } R+

which maps any possible split of the class array
Y into a real value (e.g., Information Gain).

Output: the root of aSWDTinstanceT = . Vl ä
Vr ä Vc; Eñ ä Eò ;  l ;  v;  c/ �tted on Z .

1: v } create_new_node./
2: if ÅiÅj .0 f i < j < N; y i = yj / then
3: Vc;  c.v/ } Vc ä ^v` ; y0
4: return v

5: ET }
<

.l; x i [j ] * x i [Sti ]/ :
l Ë L; 0 f i < N;
j = next.x i ; l; St i /

=

6: best_loss } 0
7: for .l; �/ Ë ET do

8: I ñ }
<

.i; j / :
j = next.x i ; l; St i /;
x i [j ] * x i [Sti ] f �

=

9: loss } Loss.Y ;^i : Çj .. i; j / Ë I ñ /`/
10: if loss > best_loss then
11: best_loss; test; Ibest

ñ } loss;.l; �/ ; I ñ

12: Rò ; value_best} nil ; ò
13: if R Ë RN then
14: for r Ë ^Ri : 0 f i < N ` do
15: I ñ } ^.i; St i / : Ri f r`
16: loss } Loss.Y ;^i : Çj .. i; j / Ë I ñ /`/
17: if loss > best_loss then
18: value_best} ñ
19: best_loss; test; Ibest

ñ } loss; r; Iñ
20: Stò } ^Sti : 0 f i < N; ›Çj .. i; j / Ë I ñ /`

21: if value_bestthen
22:  r .v/; Vr } test; Vr ä ^v`
23: else
24:  l .v/; Vl } test; Vl ä ^v`

25: vñ } SWDT-�t
0

^zi : Çj .. i; j / Ë I best
ñ //` ; I best

ñ ;
^.i; x i [j ]:value/ : Ç j .. i; j / Ë I best

ñ ` ; Loss

1

26: vò } SWDT-�t
0

^zi : ›Ç j .. i; j / Ë I best
ñ //` ;

^.i; St i / : ›Ç j .. i; j / Ë I best
ñ //` ; Rò ; Loss

1

27: Eñ ; Eò } Eñ ä ^.v; vñ /` ; Eñ ä ^.v; vò /`
28: return v
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sures this), respecting the temporal ordering constraint of De�nition 6.1; (2)Ter-
mination: recursion terminates because each split produces proper disjoint sub-
sets (lines 25�26), and pure nodes halt recursion (lines 2�4); (3)Greedy optimal-
ity: split selection maximizes the loss function at each node (lines 7�11 for event
tests, lines 14�19 for value tests), providing locally optimal splits following the
CART framework, though global optimality is NP-hard; (4)Worst-case complex-
ity: O.N 2 � L � ðL ð/, whereN is the dataset size,L is the maximum event log length,
andðL ðis the cardinality of the label set. In balanced trees, typical complexity ap-
proachesO.N � L � ðL ð� logN /.

Algorithm 5 EventLogs-FakeTask

Input: an unsupervised event log datasetX with
ðX ð= N samples.

Output: a supervised event log datasetZ }
.X; Y / with ðZ ð = 2N samples for whichX =
^x i Ë X : 0 ¨ f i < N ` andyi = 1 for i f i < N
andyi = 0 otherwise.

1: Z = ^. x i ; 1/ : 0 f i < N `
2: for i = 0 § n * 1 do
3: i ¨ } a randomly selected0 f i ¨ < N
4: length } ðx i ¨ð
5: xN +i } []
6: for j = 0 § length * 1 do
7: I } ^i ¨¨ : ðx i ¨¨ðg j `
8: i ¨ } a randomly selectedi ¨ Ë I
9: if j = 0 then

10: xN +i [j ] } x i ¨ [j ]
11: else
12: t } x i ¨ [j ]:time* x i ¨ [j * 1] :time
13: xN +i [j ] } .t; x i ¨ [j ]:label; xi ¨ [j ]:value/

14: Z } Z ä .xN +i ; 0/

15: return Z

6.2 Preliminary Experimental Results

In this section, we propose some preliminary results obtained by trainingSWDT
over a single participant (intra-participant) in theFitbit dataset whoseT S data are
processed as described in Section 3.2. In particular, we will focus on the ability of
an instance ofSWDTto incorporate meaningful associations which are hidden in
its training set. Mining pattern using classi�cation models is not a completely novel
idea. However, especially in healthcare, we have witnessed an orthogonal idea, more
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Figure 6.2: A branch of theSWDTinstanceT trained on the participant2 of the Fitbit dataset.
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