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Abstract

This paper deals with the problem of estimating the volatility of a financial secu-
rity in a market with frictions. We propose a microstructural model with time-varying
fundamental price volatility in which the trading price varies only if the value of the
information signal is large enough to guarantee a profit in excess of transaction costs.
Using transaction data only, the proposed approach allows to recover: (i) the con-
ditional volatility of the information signal, which is thus cleaned out by market
frictions, (ii) an estimate of transaction costs. Our analysis reveals that, after cor-
recting for frictions, the risk of illiquid securities is substantially different from what
is predicted by traditional volatility models. Furthermore, using a big dataset of in-
traday returns, we show that our transaction cost estimate is highly correlated with
the main illiquidity measures and that such correlations are significant under different
volatility regimes.
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1 Introduction

Real financial markets are not perfectly liquid. Several frictions prevent investors from
instantaneously buying or selling a security at a given point in time. Bid-ask spreads,
commission fees, and price impact are a few examples of relevant costs that must be paid
to trade common stock. Illiquidity, intended as the cost needed to buy or sell a security,
has a key role in modern finance research, having implications on asset pricing, market
efficiency, and corporate finance; see Amihud and Mendelson (1987), Longstaff (2009),
Gryglewicz (2011) among others.

In this paper, we deal with the problem of estimating the volatility of an illiquid financial
security. This problem is relevant from an econometric viewpoint because illiquidity affects
the time series behaviour of financial prices. When transactions are costly, investors may
be unable to afford the trading costs, deciding not to trade. Lack of trading is a well-
known phenomenon in finance entailing periods of market inactivity where prices are not
frequently updated over time. One of the main consequences of this phenomenon is the
existence of a significant number of zero returns in data whose effect is to “smooth out”
transaction prices. Because of this effect, real markets behave differently from what is
expected based on traditional modelling assumptions. The hypothesis of a zero likelihood
of observing a zero return, which is implicit in stochastic volatility and GARCH-type
models, is generally violated in reality. We thus expect that neglecting illiquidity could
lead to serious implications when extracting volatility from financial time series.

The conditional volatility model proposed in this paper builds upon a solid microstruc-
ture literature linking illiquidity to zero returns; see Lesmond et al. (1999), Lesmond (2005),
Bandi et al. (2017), Bandi et al. (2020) among others. We borrow from Lesmond et al.
(1999) and Bandi et al. (2017) the microstructure foundations of our model, which are
rooted in the adverse selection theory of Glosten and Milgrom (1985) and Kyle (1985).
This framework establishes a link between absence of trading, market frictions, and the co-
existence of investors with different layers of information on the asset fundamental value.
Since our conditional volatility model is grounded in such a framework, its parameters have
an immediate microstructure interpretation, being related to transaction costs and the fun-
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with key microstructure variables constitute the main novelty of our conditional volatility
model, which thus connects the financial literature on illiquidity modeling with the broad
econometric literature on volatility estimation and forecasting dating back to Engle (1982)
and Bollerslev (1986).

To set up the model, we postulate the existence of an efficient martingale process that
instantaneously incorporates newly available information. The observed price is updated
only if the efficient price change is larger, in module, than a given threshold. The latter
acts as a friction preventing fundamental information from being incorporated into the
observed price if the information signal is too weak. This price generation mechanism is
tightly related to the Limited Dependent Variable (LDV) approach of Lesmond et al. (1999).
Our model shares with the LDV methodology the use of a likelihood method to infer the
parameters and the fact that observed prices are updated only when efficient price changes
hit a threshold. However, since our focus is on conditional volatility estimation, we depart
from the LDV framework by allowing the efficient return volatility to be a time-varying
parameter that can be estimated based on past observations. This allows us to disentangle
the volatility of the information signal from market frictions and track its evolution over
time. Another similarity with the LDV approach, as well as with the framework of Bandi
et al. (2017) and Bandi et al. (2020), is that our model provides an estimate of transaction
costs that is computable using solely trade data. As argued by Bekaert et al. (2007), this
constitutes an important advantage in cases where information other than trade data is
unavoidable, for instance in emerging markets.

The proposed model has a microstructure interpretation resting upon well-established
microstructure theory on price formation and market illiquidity. However, to use it in
practice, it is necessary to set up a statistical methodology allowing to filter the volatility
of efficient price changes and estimate the threshold parameter. Score-driven models (Creal
et al. 2013, Harvey 2013) provide a natural framework for this purpose. They allow building
a filter for the time-varying parameters accounting for the full shape of the conditional
likelihood. Our model is formulated in terms of a discrete-continuous mixture with a
probability mass in zero. The volatility dynamics, being based on the score of such a

distribution, account for the existence of a non-zero likelihood of observing a zero return.



In the climate literature, Harvey and Ito (2020) propose a similar score-driven specification
for positive observations, such as daily rainfall levels; see also Harvey and Liao (2019), who
introduce a class of related censored Tobit models driven by the score of the conditional
likelihood. The model also allows for fat-tails in the efficient returns distribution. This
is an important property of financial returns that becomes even more relevant when also
zero returns occur in data. The reason is that zero returns increase the kurtosis of data,
leading to severe distortions in fat-tailed volatility models ignoring illiquidity. In absence of
frictions, the proposed model reduces to a dynamic scale model driven by the score of the
Student-t distribution, known as Beta-t--EGARCH model (Harvey 2013), or t-GAS (Creal
et al. 2013). Our Monte Carlo study shows that, when frictions come into play, the Beta-
t-EGARCH and other classical conditional volatility models are subject to several forms
of misspecification concerning both the conditional density and the update of volatility.
We analyze in detail the implications of such distortions on the behavior of the maximum-
likelihood estimates and on the Value-at-Risk (VaR) forecasts.

The problem of assessing the effect of zero returns on volatility estimation and fore-
casting is analyzed also in our empirical application. We use daily returns of illiquid assets
traded on the NasdaqCM. This market is one of the three Nasdaq tiers containing early-
stage companies with low market capitalization for which the percentage of zero returns
is potentially non-negligible at the daily frequency. Illiquid stocks are interesting from an
investor’s perspective because of illiquidity premia; see e.g. Amihud et al. (2015). The
VaR back-testing results show that the coverage rates of our model are very close to the
VaR nominal confidence levels. In contrast, classical conditional volatility models tend to
underestimate or overestimate the true risk as a result of the misspecification arising from
ignoring illiquidity.

Another objective of the empirical analysis is to test how the transaction cost estimate
provided by our model compares with the main illiquidity measures. The dataset we use
to perform this analysis is composed of trades and quotes of 168 stocks traded on the
NYSE from the beginning of 2006 to the end of 2014. The analysis, performed on the
entire cross-section of stocks, shows that the threshold parameter is significantly correlated
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these correlations remain significant in periods of market distress, such as the 2008 global
financial crisis, whereas they tend to vanish when replacing the estimated threshold with
the fraction of zero returns. The high trading activity observed in this period is indeed
imputable to an increase in the fundamental price volatility that is well described by the
proposed model. This shows that inferring illiquidity from trade data using our model
provides a coherent description of market illiquidity in high volatility regimes where the
raw fraction of zero returns could lead to misleading conclusions.

In the financial econometric literature, the recent papers of Sucarrat and Grgnneberg
(2020) and Francq and Sucarrat (2021) represent an attempt to estimate volatility in the
presence of infrequent trading. The first paper proposes a zero-augmented model in the
spirit of Hautsch et al. (2013) to assign a non-zero probability to the occurrence of zero
observations, whereas the second one accommodates for non-stationary probabilities of zero
returns and establishes the consistency and asymptotic normality of the quasi-maximum
likelihood estimator. Kémm and Kiisters (2015) develop a first-order autoregressive model
with nonconstant variance combined with a two-state Markov chain to account for zero-
inflated price changes. Compared to these approaches, the methodology proposed here
differs in two main aspects. First, our model has a precise microstructure interpretation.
The probability of observing a zero return depends on trading opportunities, which are in
turn related to transaction costs and fundamental price volatility. Second, in our approach
zero returns affect not only the conditional distribution of returns but also the dynamics
of volatility. As underlined by Harvey and Ito (2020), the score allows to properly choose
the weight assigned to zero returns in the update of volatility. Assuming a weight equal
to zero or treating zero returns as missing values is not consistent when they depend on
non-zero returns. Other work which relates to ours includes Rydberg and Shephard (2003)
and Catania et al. (2022), who propose a joint distribution for modelling tick-by-tick data
leading to stale prices. Furthermore, our paper is related to the class of conditional duration
and intensity models dating back to Engle and Russell (1998). This literature adopts a
different perspective by modeling financial returns in transaction time rather than calendar
time. In particular, Engle (2000) shows how to estimate conditional volatility from data

sampled in transaction time by combining conditional duration and GARCH-type models.



The most relevant difference with respect to our approach is that we model the conditional
volatility of efficient price changes instead of the volatility of observable returns. This
provides relevant microstructural information on market frictions and transaction costs.
The rest of the paper is organized as follows. Section 2 introduces the model and dis-
cusses its main properties. Section 3 shows the results of the Monte Carlo experiments and
discusses their implications on volatility estimation and forecasting. Section 4 illustrates
the empirical results. Section 5 concludes. The Appendix section collects all proofs and

additional Monte Carlo and empirical results.

2 Methodology

2.1 The microstructural model

In a frictionless and informationally efficient market, the price of a financial security can
be described as a martingale process that instantaneously incorporates all the available
information. If the market is informationally efficient and transactions are costly, the
martingale process still reflects all the information, but it does not necessarily coincide with
the price observed in the market. The asset fundamental value can differ from the observed
price for several reasons. For example, an investor might not react to new information if
transaction costs are judged to be too large; similarly, an informed trader might decide not
to trade if the value of the information signal is not large enough to cover the trading costs.
These examples are direct implications of the adverse selection theory of Kyle (1985) and
Glosten and Milgrom (1985).

Trading opportunities are not only determined by transaction costs. The volatility of
the information signal also plays a key role in the price formation mechanism. If volatility
is low, the efficient price is likely to vary by a small amount. Consequently, it is difficult
for the informed investor to set up trading strategies guaranteeing a profit in excess of
transaction costs. If in contrast volatility is large, an informed investor could exploit
the fluctuations of the asset fundamental value to realize net profits. The first example
describes a situation where prices are unlikely to be updated over time, whereas in the

second example trading prices tend to change to reflect newly available information. It is



also well-known that volatility can vary significantly over time. The time-varying nature
of volatility can thus be responsible for dynamic changes in trading activity. We aim to
formulate a microstructural model explaining the interrelation between lack of trading,
transaction costs, and volatility dynamics.

Let (2, F,P) be a probability space and let {z;}1ez, {y: }+ez be two stochastic processes
defined on (2, F,P). To fix ideas, z; can be thought of as representing the return of the
efficient price at time t, whereas y, can be regarded as the return observed in the market at
time t. We assume that, conditionally on the “observable” filtration generated by the past
history of {y; }ez, the process {x;}icz is a martingale difference sequence with conditional
volatility denoted by o;. We also assume that the observed returns y; are generated as

follows:

Yt = (zt - C)Ixt>c + (xt + C)Ixt<—ca (1)

where ¢ € [0, 400] is constant and I.; denotes the indicator function. The microstructural
interpretation of the model in Equation (1) is immediate. If x; lies inside the interval
[—c, ¢], the observed return is equal to zero. In this situation, an informed trader decides
not to react to the information signal since the profit coming from buying or selling the
underlying security would not be large enough to offset the round-trip cost 2c. The latter
includes the costs incurred in the transactions, such as bid-ask spreads and commission
fees. If, in contrast, the efficient price change is outside the interval [—c, ¢|, the observed
price is updated to reflect new information. In this case, the observed return matches the
efficient price change in excess of (half) the round-trip costs.

The price generation mechanism in Equation (1) builds upon the microstructural model
of Lesmond et al. (1999) based on a Limited Dependent Variable (LDV) specification. As
in Lesmond et al. (1999), we assume that zero returns result from the effect of transaction
costs on (i) informed traders, who trade only if the information signal (public + private
information) is large enough to guarantee a profit in excess of transaction costs, and (ii)
uninformed liquidity traders who do not trade if transaction costs are too large. There
might also be uninformed liquidity investors who trade regardless of transaction costs. As
in Lesmond et al. (1999), we assume that their trades are idiosyncratic, and therefore the

consequent average return is zero.



Lesmond et al. (1999) additionally assume that the marginal investor uses the return
of a market index (public information) to augment its private information and to decide
whether to trade or not. We depart from such a setting by assuming that the efficient return
is an unobservable martingale difference with stochastic (but predictable) volatility. This
has three implications. First, as discussed in the next section, our methodology provides a
filter for o;, which represents the conditional volatility of efficient price changes, corrected
to account for transaction costs. This allows us to extract o; from past returns and thus
predict future volatility. Second, the fact that volatility is one-step ahead predictable means
that the marginal investor could use the volatility signal at time ¢ — 1 to augment its infor-
mation and thus to decide whether to trade or not at time ¢. This is possible because the
probability of trading for the marginal investor depends (also) on the conditional volatility.
The higher the filtered volatility at time ¢ — 1, the larger the probability of trading at
time t. Finally, contrary to Lesmond et al. (1999), we model the conditional volatility of
the aggregate (private + public) information. In principle, our framework would allow to
disentangle the conditional volatility of private and public information by augmenting the
model with an (observable) market index. However, our aim is to extract the volatility of
efficient price changes from time series with zero returns and to motivate our economet-
ric methodology by relying on well-established microstructure theory on market illiquidity.
We thus limit ourselves to estimate the aggregate (private 4+ public) risk of efficient prices
without disentangling the two components!.

The model in Equation (1) implicitly defines a certain likelihood of observing a zero
return depending on both the threshold parameter ¢ and the conditional volatility o,. If
transaction costs are large, trading is likely to be inconvenient. Similarly, if volatility is
small, it is unlikely that a strategy exploiting efficient price movements will generate profits
in excess of transaction costs. It is important to note that, in this model, non-zero trading
costs do not necessarily lead to infrequent trades. If the volatility of the information signal
is large, trading could be convenient even if transaction costs are significant.

It is also interesting to highlight that the zero returns generated by the model are not

! Another approach which relates to ours is Fong et al. (2017), who propose a simplified formula to
estimate transaction costs in the LDV specification of Lesmond et al. (1999). While this approach simplifies
computations by avoiding maximizing the likelihood function, it could lead to non-robust transaction cost
estimates; see Appendix D.



temporally independent. If the volatility process o, is persistent, the model can generate
periods of high volatility characterized by large trading activity, and periods of low volatility
characterized by reduced trading activity. As shown in Appendix B.1, the assumption that
the interval [—c, ¢ is symmetric around zero can easily be relaxed. Using real data, we show
in Section 4 that transaction costs are almost the same for buyers and sellers. Furthermore,
we provide in Appendix B.2 a more general version of the model involving a time-varying
threshold parameter ¢; that is employed in the VaR analysis of Section 4.2.

The proposed model does not imply any microstructural relationship between transac-
tion costs and volatility, which are treated as two independent variables. Several theoretical
and empirical studies have demonstrated a significant link between volatility and bid-ask
spreads; see e.g. Stoll (1978b), Stoll (1978a), Amihud and Mendelson (1987), Amihud and
Mendelson (1989), Stoll (2000). In our framework, such dependencies can only be detected
a posteriori, i.e. after estimating the model on real data; see Section 4.1.3.

We finally highlight that the specification proposed here cannot be derived as a special
case of existing statistical methodologies aiming to model volatility in the presence of zero
returns; see e.g. Komm and Kiisters (2015), Sucarrat and Grgnneberg (2020). In our
approach, zero returns are generated by a mechanism rooted in the market microstruc-
ture literature that has a clear financial interpretation in terms of market frictions and
incorporation of fundamental information. A consequence of this straight interpretation of
the model parameters is that we can extract an estimate of round-trip costs using solely

financial returns.

2.2 Statistical properties, estimation, and filtering

To use in empirical applications the model in Equation (1), it is necessary to specify the
dynamic of the volatility process o; and to devise a filtering procedure to extract it from
data. The score methodology of Creal et al. (2013) and Harvey (2013) is particularly useful
for the problem at hand. In score-driven models, the time-varying parameters are fully
determined by past observations. Their law of motion is of autoregressive type, with the
score of the conditional likelihood acting as a forcing variable. Let F;_; = o{y; ;;l_oo CF

denote the o-algebra generated by past observations of the process {y;}icz. We assume



that, conditionally on F;_1, the law of x; is absolutely continuous with respect to the
Lebesgue measure. Let us denote its Radon-Nikodym derivative by px (zy; Fi—1,0;) and let
o, be measurable with respect to F;_;. By writing o, = e, the score based update of \;,

given observations up to time ¢ is:
Atp1 = W+ QA + Ky, (2)

where
_ 8logpy(yt; Fi-1, )\t)

O\ ’

(3)

Uy

with py (y; Fi—1, \¢) denoting the conditional likelihood of the observed returns. There are
several reasons which motivate the use of the score as a general methodology to update
the time-varying parameters. It is possible to show that the score update is locally optimal
based on information theoretic criteria; see Blasques et al. (2015). Furthermore, as ;i1
is Fi-measurable, the conditional likelihood can be written down in closed form and thus
parameters are easily estimated by standard maximum likelihood. Popular non-linear time
series models, including the GARCH model of Bollerslev (1986) and the ACD model of
Engle and Russell (1998), are particular instances of the class of score-driven models; see
Creal et al. (2013) and Harvey (2013).

The model in Equation (1) implies that, conditionally on JF;_i, the likelihood of the

observed returns can be written as:

px(ye + ¢ Fia, At) ye >0
Py (Ye; Fio1, \e) = Fx(e; Fioi, M) — Fx(—¢; Fio1, \) Yy =0 (4)
px (Y — ¢; Fic1, Ar) Yy <0,

where Fx (-, Fi_1,A;) denotes the law of z;, conditionally on F,_;. Thus, the observed
returns are described by a discrete-continuous mixture obtained by shifting to the left
(right) the graph of px (x;; Fi—1, \¢) by an amount ¢ for z; > 0 (z; < 0), and then censoring
the negative (positive) values. The probability mass in zero is set equal to the mass of the

censored returns. An example is illustrated in Figure 1, which shows py (y;; Fi—1, A¢) and
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px (z; Fi—1, A\¢) in the case where px(+) is a Student-t density. Harvey and Ito (2020) use
a similar discrete-continuous mixture with a score-driven scale parameter to model daily
rainfall levels. The variable x; in their model is described by a probability density with

positive support, which is thus shifted to the left.
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Figure 1: Conditional density of efficient price changes (blue line) and the discrete-
continuous mixture of observed returns (dashed red line). The latter is obtained from
the original continuous density by shifting to the left (right) of an amount ¢ = 1 the branch
of the graph corresponding to positive (negative) returns, and censoring the negative (pos-
itive) part. The probability mass in zero, represented by the vertical dashed red line, is
equal to the mass of the censored returns. The conditional density of efficient price changes
is chosen to be a standardized Student-t with v = 3 degrees of freedom.

To capture the fat-tail behaviour of real financial returns, we set px (z;; Fi—1, \¢) equal

to a Student-t density?:

I (v+L 22 -
px (g Feo1, A) = ( 2 ) (1+ : ) ) (5)

F () ey | e

2Following Harvey and Lange (2017), it is also possible to set px (z4;Fi—1,\t) as a Generalized t
distribution, which would allow the distribution of x; to be skewed. For simplicity, we limit ourselves to
consider a Student-t density here, however, the formulation of the model can easily be generalized using a
more flexible distribution.
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where I'(+) denotes the Gamma function. We assume that v > 2, so that the conditional

variance of x; exists and is given by Var[z|Fi_1, \] = V%e”‘f

5. Note that the parameter

v characterizes the tails of the distribution of efficient price changes, and therefore it is
not directly related to market frictions. The latter is determined by the threshold level ¢,
which avoids fundamental information from being incorporated into the trading price if the

information signal is not sufficiently strong. For z; > 0, the law of z; given F;_; is:

Pl For, M) = 5+ 580 1/2,0/2), (6

Zt
ze+17?

where b, = with z; = 22 /(ve?), and B(-; -, -) is the Regularized Incomplete Beta func-
tion; see e.g. Abramowitz and Stegun (1972). For x; < 0, the expression of Fx(xy, Fy_1, A\¢)
can be recovered by symmetry. The probability of observing a zero return, given by the

mass of the censored values of x;, can easily be computed as:

FX(C§ Fi-1, >\t) - FX(—C§ Fi-1, )\t) = B(bc,t; 1/27 V/Q)u (7)

c2/(ve?rt)

where b, = YT e

Since Equations (4) and (5) imply that the conditional expecta-
tion of z; and y; is zero, both efficient price changes and observed returns are martingale
difference sequences with respect to the filtration generated by past observed returns. The

conditional variance of g, is recovered in the following proposition, proved in Appendix A.1:

Proposition 2.1. Let px(zy; Fi_1, \t) be the Student-t density in Equation (5) and assume

v > 2. Then, the conditional variance of observed returns exists and is given by:

Vo oo ve? B(bey; 14+ 1/2,v/2 — 1)

Var|y| Fio1, M) = = 2)6 B(1/2,v/2)

R
2 2
C\/ VO (1 + VeQAt)

(1/2,1/2) o) ’

+ 1 = B(bes; 1/2,v/2)] — 2B

where B(-,-) is the Beta function. Moreover, lim._, o, Varly,|F;—1,04] = 0.

Figure 2 shows Var|y,|F;_1, ;] as a function of the threshold parameter ¢. In this example,
the number of degrees of freedom of the Student-t density is set as v = 3, whereas the

value of \; is chosen in such a way that efficient price changes have unit variance, i.e.
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Var[z:| Fi—1, \i] = ﬁe”‘f = 1. In absence of transaction costs, the conditional variance of

observed returns naturally coincides with Var[z;|F;_1, \]. If instead ¢ is non-zero, observed
returns are subject to a smoothing effect generated by market frictions, with the conditional

variance becoming substantially smaller than Var|xz;|F;_1, ] for large values of c.

— Va?"[yt |-7:t—1 ) )\t]
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Figure 2: Conditional variance of observed returns as a function of the threshold param-
eter. The curve is drawn using the closed-form expression of Var|y,|F;_1, ] reported in
Proposition 2.1. The number of degrees of freedom of the Student-¢ density is set as v = 3.
The scale parameter )\; is instead chosen in such a way that efficient price changes have
unit variance.

For y; > 0 (y < 0), the a-th conditional quantile of y;, denoted by g, is obtained
from the a-th conditional quantile of z; by shifting the latter of an amount —c (+c), that
is:

Fit(a; Foon, \) — ¢, for gy, >0
Qt,a = (9)
Fil(a; Fioi, M) +¢,  fory, <0,
where F'y "(o; Fi_1, M) can be computed using the inverse of the Regularized Incomplete
Beta function. We use this expression to compute the Value-at-Risk in Sections 3 and 4.

To implement the law of motion in Equation (2), we need the expression of the score of

py (ye; Fi_1, A¢) with respect to Ay. In Appendix A.2, we prove the following result:

Proposition 2.2. Let px(zy; Fi—1, \¢) be the Student-t density in Equation (5). Then, the
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score defined in Equation (3) is given by:

26, (1 = bey)”/?
(bc,t; 1/27 V/2)B(1/27 V/2) .

w = (1= L) + Db =1 = L | 5 (10)

The proof follows Harvey and Ito (2020), who perform a similar computation in the case
where py (yi; Fi—1, A¢) is obtained by shifting to the left a Generalized Beta distribution of
second kind (GB2) and censoring negative values. The score allows to dynamically update
the efficient returns volatility o;, as well as the conditional variance of observed returns
Var[y,|Fi_1, \¢] based on past observations. These two volatility filters can thus adapt to
several dynamic patterns observed in data, e.g. the increase of fundamental volatility in
periods of market distress or the larger return volatility observed after a sequence of zero
returns; see e.g. Bandi et al. (2020).
If ¢ = 0, the score reads:

u = (v+1)b — 1. (11)

In absence of trading costs, the proposed specification reduces to a dynamic scale model
driven by the score of the Student-t density, known as t-GAS or Beta-t-EGARCH?3; see
Creal et al. (2013) and Harvey (2013). The non-linear update in Equation (11) is robust to
fat-tails because it downweights volatility estimates when extreme price movements occur;
see also Creal et al. (2011) and Harvey (2013) for a detailed discussion and Linton and Wu
(2020) for a recent application. The score of zero returns in the Beta-t--EGARCH reduces
to uy = —1. Since this model implies a zero likelihood of observing a zero return, the trivial
update u; = —1 significantly underrates volatility estimates when a zero return occurs in
data. This is shown in detail in the Monte Carlo analysis of Section 3.

If ¢ is non-zero, the score of zero returns depends on the value of A\;. Figure 3 shows
on the left panel the second term in Equation (10) as a function of the scale parameter
o, = e*. We note that the score of zero returns ranges between —1 and zero, approaching

—1 when volatility is large and zero when volatility is small. As can be seen from the

3Hereafter, we will use the nomenclature Beta-t-EGARCH to denote the Student-t model based on the
update in Equation (11).
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right panel of Figure 3, which shows the probability of zero returns as a function of the
scale parameter, large volatility leads to a very small probability of zero returns. In this
circumstance, the discrete-continuous mixture behaves similarly to the Beta-t-EGARCH,
and thus the two models feature the same score. On the other hand, setting the score
of zero returns equal to zero can be regarded as treating zero returns as missing values.
The “setting to zero” method is inspired by an analogy with the missing value problem
in linear Gaussian models, and it is commonly employed in score-driven models; see e.g.
Lucas et al. (2016), Buccheri et al. (2021). Recently, Blasques et al. (2020) have shown
that this method leads to inconsistent maximum likelihood estimates. The score of zero
returns in Equation (10) is always in-between the Beta-t-EGARCH weight (u; = —1) and
the “setting to zero” weight (u; = 0). These three update schemes are compared in the

Monte Carlo analysis of Section 3.
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Figure 3: Left: score of zero returns, given by the second term in Equation (10), as
a function of the scale parameter o;. Right: probability of zero returns, computed as
Fx(c; Fio1, M) — Fx(—c; Fi1, \t), as a function of the scale parameter o;. In both cases,
the conditional density is a Student-t with v = 3 degrees of freedom. Moreover, we set
c=1.

Under regularity conditions, the score has conditional expectation equal to zero and it is,
therefore, a martingale difference sequence. This result motivates the use of the score as an
innovation process in the update of volatility. The fact that, in our model, py (ys; Fi_1, A\t)
has a discontinuity in zero does not compromise this general property of the score. Indeed,

in Appendix A.3, we prove the following:
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Proposition 2.3. Let px(zy; Fi_1,A\¢) be the Student-t density in Equation (5). Then, the

score defined in Equation (3) has zero conditional expectation, i.e. E[u;|Fi—1, \¢] = 0.

Even in this case, the proof follows Harvey and Ito (2020), who recover a similar result for
a GB2 conditional density.

Let 6 = (w, ¢, k,v,¢)’ denote the set of static parameters of the model. Estimates of
0 can be computed by numerically optimizing the conditional log-likelihood, as commonly

done in score-driven models:
6= arglenaXZlogpy(yt; Fi1, At 0). (12)
=1

Here, n denotes the number of observed returns and py (y;; Fi_1, A, 0) is given by Equation
(4). Note that we have added the vector § among the arguments of the conditional density
function to highlight the dependence of the log-likelihood on the static parameters. We
examine in Section 3 the behavior of the maximum likelihood estimator by Monte Carlo
simulations.

We conclude this section by analyzing the dependence structure of the zero returns
generated by the discrete-continuous mixture model. Zero returns can be described in

terms of the following Bernoulli random variables:

1 yr =0
By = I\xt\gc = . (13)

0 Y # 1

Contrary to observed returns, which are serially uncorrelated*, the Bernoulli variables B,
inherit an autocovariance structure from the volatility process. The autocovariance of B;
cannot be recovered in closed form. However, it is possible to show that, if volatility is
(unconditionally) stochastic, the autocovariance is always strictly positive. In Appendix

A .4, we prove the following result:

Proposition 2.4. Assume that k > 0 in Equation (2). Then Cov[By, B;_1] > 0. If instead
k =0, we have Cov[By, B;—1] = 0.

4This follows from the fact that {y;}:ez is a martingale difference sequence.
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The dependence structure of zero returns is a consequence of both volatility persistence
and the price formation mechanism in Equation (1). When volatility is low, there is a low
likelihood for the informed trader to make a profit in excess of transaction costs, and thus
we observe a cluster of zero returns. In contrast, when volatility is large, trading is likely

to be convenient and we observe a cluster of non-zero returns.

3 Monte Carlo analysis

When the probabilistic law describing financial returns admits a continuous density, the
likelihood of observing a zero return is virtually zero. This is the case of GARCH-type
models, where the conditional density is generally Normal or Student-t, and score-driven
volatility models, which are based on Student-t and other continuous non-Normal densi-
ties; see Creal et al. (2013) and Harvey (2013). As underlined above, the assumption of
continuous density conflicts with the significant amount of zero returns observed in real
financial markets. In this section, we aim to study the consequences of misspecifying the
price generation process when returns have a non-zero likelihood of being equal to zero. We
focus here on three different aspects that have a relevant role in our understanding of the
volatility process: the maximum likelihood estimates of the model parameters, the filtered

volatility, and the Value-at-Risk (VaR) forecasts.

3.1 Maximum likelihood estimates

Conditional volatility models are characterized by a set of static parameters governing
the dynamics of volatility. We question whether their maximum likelihood estimates are
biased in the presence of market frictions. Intuitively, the answer to this question is positive
because the effect of zero returns is to smooth out the observed prices, which thus appear
less volatile.

We simulate the efficient price changes x; as martingale difference sequences with volatil-
ity o; generated by a Beta-t-EGARCH. As discussed in Section 2.2, the Beta-t-EGARCH
is a special case of the discrete-continuous mixture model obtained by setting ¢ = 0. The

observed returns ¥, are then generated from efficient price changes through the microstruc-

17



ture mechanism in Equation (1). We use the simulated time series {y;}L , to estimate the
parameters of both the discrete-continuous mixture and the Beta-t-EGARCH. In this sim-
ulation setting, the discrete-continuous mixture is correctly specified for any value of the
threshold parameter ¢, whereas the Beta-t-EGARCH is correctly specified only for ¢ = 0.
By varying ¢, we can thus study the effect of zero returns on the maximume-likelihood esti-
mates of the Beta-t-EGARCH, as well as the behavior of the maximum-likelihood estimates
of the discrete-continuous mixture under correct specification.

We consider three different illiquidity scenarios. In the first scenario, the market is
perfectly liquid and there are no zero returns. The second (third) scenario represents a
“low illiquidity” (“high illiquidity”) market characterized by an unconditional probability
of zero returns® of about 23% (54%). This value is close to the zero return probabilities
of the least (most) illiquid assets considered in the empirical application to high-frequency
data; see Table 5. In the first scenario, we set w = —0.25, kK = 0.05, ¢ = 0.92, v = 5,
and ¢ = 0. In the low illiquidity scenario, we set ¢ = 0.014 and leave the other parameters
unchanged. Finally, in the high illiquidity scenario, we set w = —0.25, Kk = 0.05, ¢ = 0.85,
v =5, and ¢ = 0.15. These parameters are close to the estimates reported in Table 5. The
only exception is given by the parameter v, which is significantly lower in the simulation
setting. The values shown in Table 5 are indeed averages of daily estimates of v over a time
span of nine years. These estimates have a large variability and it is possible to find periods,
e.g. the global financial crisis, where v is significantly lower than the mean. We thus test the
maximum-likelihood estimates in a scenario with low v in order to assess the performance
of the model when fat-tails are relevant®. In Appendix C, we consider additional scenarios
with parameters similar to the values estimated on low frequency daily returns; see Table
7.

We simulate N = 1000 time series of n = 1000 observations of the return processes
Y- The discrete-continuous mixture and the Beta-t-EGARCH are estimated on each of

the simulated time series, obtaining N = 1000 maximum likelihood estimates of the static

5Unconditional zero returns probabilities are given by the average of the conditional zero return prob-
ability in Equation (7).

6Note that parameter v affects marginally the zero return probability, which is mainly determined by
the threshold parameter ¢ and the efficient return volatility o;. For this reason, when varying v, the zero
return probabilities of the simulation setting remain close to those reported in Table 5.
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parameters. Zero returns are handled in the Beta-t-EGARCH using two alternative meth-
ods. The first trivially sets y; = 0, which leads to u; = —1 in Equation (11). The second
treats zero returns as missing observations using the “setting to zero” method of Lucas
et al. (2016). This method is implemented by setting u; = 0 whenever a zero return oc-
curs. To distinguish these two different methods, we denote by Beta-t-EGARCH(0) the
implementation of the “setting to zero” method of Lucas et al. (2016).

Figure 4 shows, in the three scenarios, the kernel density estimates of w, k, ¢, v obtained
using the discrete-continuous mixture model and the two different implementations of the
Beta-t-EGARCH. Figure 5 shows instead the kernel density estimates of the threshold
parameter ¢ obtained using the discrete-continuous mixture model. In absence of transac-
tion costs (¢ = 0.00), all models lead to identical maximum likelihood estimates, centered
around the true values. In the low illiquidity scenario, the two Beta-t-EGARCH imple-
mentations provide significantly biased estimates. In particular, w is slightly downward
biased, v is significantly downward biased, x is upward biased, whereas the estimates of
¢ are still centered around the true value. The fact that the “setting to zero” method is
biased agrees with the result of Blasques et al. (2020), who show that this method gen-
erally leads to inconsistent maximum likelihood estimates. The significant downward bias
observed on v is a consequence of the probability mass in zero, which makes the density
of returns extremely leptokurtic. A similar effect on real data is found e.g. by Hasbrouck
(1999). In the high illiquidity scenario, the downward bias observed in the low illiquidity
scenario is much more pronounced, causing the kernel density estimates of v collapsing into
a degenerate distribution at the lower bound of the parameter space. For this reason, we
only report the maximum-likelihood estimates of the discrete-continuous mixture, which
remain unbiased even in the presence of a large amount of zero returns. The bias on v has
relevant implications on the filtered volatility and VaR forecasts of the Beta-t-EGARCH,
as shown in Section 3.2 below.

Contrary to the Beta-t-EGARCH, the discrete-continuous mixture is not affected by
zero returns, remaining unbiased when trading costs come into play. This result suggests
that the proposed specification is to be preferred to the Beta---EGARCH as a tool to

extract volatility when immediate trading is not allowed due to the presence of transaction
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Figure 5: Kernel density estimates of parameter ¢ based on N = 1000 simulated time series
of n = 1000 observations when ¢ = 0.014 (low illiquidity) and ¢ = 0.15 (high illiquidity).
The model used to estimate the parameters is the discrete-continuous (D-C) mixture model
described in Section 2. Vertical lines denote the true values of the parameters.

3.2 Filtered volatility and Value-at-Risk

We now investigate the effect of infrequent trading on the filtered volatility estimates. While
static parameters are comparable only across nested models, filtered volatilities can be
compared across completely different models. We thus include in the analysis the GARCH
model of Bollerslev (1986), which is a standard benchmark for volatility estimation. To
perform a fair comparison among the discrete-continuous mixture, the Beta-t-EGARCH,
and the GARCH, the information signal has to be generated by a different volatility model.
Well-consolidated literature dating back to the seminal papers of Nelson (1992), Nelson and
Foster (1994) and Nelson and Foster (1995) assumes that financial returns are generated
by a stochastic volatility model, and those one-step-ahead predictable models, such as
GARCH-type models, are approximations to the true filtering density. We adopt this view

here, and assume that the information signal is generated as follows:

at
Ty = €2 &y, 6t'-\"tl/a

(14)
ap = p+ (o —p) +m,  m~N(0,07),

where g4, 7y are i.i.d. innovations, independent from each others. Note that we allow

for fat-tailed efficient price changes by modeling the standardized residuals ¢; through a
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Student-¢ density with v degrees of freedom. The observed returns y; are generated using
the microstructure mechanism in Equation (1). The volatility parameters are chosen as
follows: p = —1.5, ¢ = 0.98, 0, = 0.016, v = {3,9,00}. The scenario with v = oo is
obtained by generating the residuals ¢, in Equation (14) by means of a standard Normal
distribution. This scenario is interesting for us because, being the conditional distribution
of returns Normal, the relative differences among the three models are only imputable to
market frictions. The values of the threshold ¢ are set in such a way as to obtain a number
of zero returns similar to that observed in our empirical application in Section 4.1.2. In
particular, we use the following increasing values™: ¢ = {0.00, 0.15, 0.30}. The lowest
non-zero value leads to a zero return probability close to that estimated for the most liquid
assets in Table 5; similarly, the highest value leads to a zero return probability close to
that estimated for the most illiquid assets in Table 5.

We simulate N = 1000 time series of n = 2000 observations of the return process ;.
For each simulated time series, the discrete-continuous mixture, the Beta-t-EGARCH and
the GARCH are estimated on the first n;, = 1000 observations, whereas the out-of-sample
root mean-square error (RMSE) is evaluated on the remaining sub-sample of ng,, = 1000

observations. Specifically, the RMSE is computed as:

; 1 < i )\ 2
RMSE® — 12(5—§)—a§)), i=1,....N.
n_

t=1

where &f@ is the scale parameter estimated by each benchmark model and af@ is computed

as O’éi) = eagi), where ay) is the path of the state variable in the ¢-th simulation. To deal
with zero returns in Beta-t-EGARCH and GARCH, we adopt the two methods described

in the previous experiment. In the first method we simply set y; = 0, whereas in the second

we set the score equal to zero®.

Table 1 shows the average RMSE for increasing values of ¢ and v. We first note that the

"Note that the values of ¢ in this experiment are not directly comparable with the estimates reported
in Table 5 because efficient returns are generated here by the stochastic volatility model in Equation (14),
which is different from the score-driven discrete-continuous mixture employed in Section 4.1.2. We thus
set ¢ in such a way as to match the zero return probabilities estimated on real data.

8The GARCH has an ARMA representation in terms of the volatility innovations 7, = y? — o2. The
latter coincides with the score of the Normal density up to a normalization.
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RMSE of the discrete-continuous mixture is significantly smaller compared to the Beta-t-
EGARCH. The relative difference between the two models increases as ¢ increases. Large
values of ¢ entail less frequent price updates and thus a large incidence of zero returns.
In these circumstances, the Beta-t-EGARCH suffers from the smoothing caused by zero
returns, underrating significantly the volatility of the information signal. For ¢ = 0.30, we
do not report the RMSE of the Beta-t-EGARCH because its volatility estimates collapse

to zero due to the strong level of misspecification.

¢ Beta-t-E. Beta-t-E.(0) D-C mixture GARCH GARCH(0)

v=3
0.00 1.000 1.000 1.000 1.379 1.383
0.15 2.866 2.881 1.000 1.486 1.487
0.30 - - 1.000 1.642 1.627
vr=9
0.00 1.001 1.001 1.000 1.035 1.034
0.15 2.962 2.993 1.000 1.257 1.283
0.30 - - 1.000 1.732 1.767
V=00
0.00 1.000 1.000 1.000 0.989 0.989
0.15 3.036 3.069 1.000 1.332 1.358
0.30 - - 1.000 1.984 2.017

Table 1: Relative RMSE of Beta-t-EGARCH, Beta-t-EGARCH(0), the discrete-continuous
(D-C) mixture model described in Section 2, GARCH and GARCH(0). The two models
denoted by Beta-t-EGARCH(0) and GARCH(0) are estimated using the “setting to zero”
method of Lucas et al. (2016). Each RMSE measure is normalized by the RMSE of the D-C
mixture. The results are reported for increasing values of the degrees of freedom parameter,
v ={3,6,00}, and increasing values of the threshold parameter, ¢ = {0.00,0.15,0.30}. For
¢ = 0.30, the results of the Beta-t-EGARCH are not reported because its volatility estimates
collapse to zero.

The GARCH is affected by two different forms of misspecification. For low v, its
volatilities are too sensitive to extreme price movements. They exhibit a sharp increase
when a jump in prices occurs, followed by a slow decay toward the unconditional mean level;
see e.g. Harvey (2013). On the other hand, for large ¢, GARCH estimates are affected by the
smoothing of zero returns. It is interesting to note that, compared to the Beta-t-EGARCH,
this effect is significantly less severe in the GARCH, which tends to perform better as ¢
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increases, even for low values of v. Although this may seem counterintuitive, the relative
performance of GARCH and Beta-t-EGARCH is clear in light of the results obtained in the
previous experiment. Lack of trading leads to a probability mass of zero which increases the
kurtosis of the returns distribution. In the Beta-t-EGARCH, the higher kurtosis determines
a downward bias in the degrees of freedom parameter, which in turn heavily downweights
volatility estimates for large c. In other words, in the Beta-t-EGARCH, the misspecification
imputable to zero returns leads to lower degrees of freedom parameter, but this deeply
affects the estimation of volatility. A similar mechanism is absent in the GARCH, which
thus provides less biased volatility estimates for large c. We conclude that, as a consequence
of the smoothing caused by zero returns, the volatility of the information signal is downward
biased if estimated using standard methodologies.

We now investigate whether the estimated risk profile of observed returns is biased due
to the presence of zero returns. To study in detail this problem, we assess the out-of-sample
VaR of the previously simulated returns. We compute the 90%, 95%, 99% VaR using the
one-step-ahead volatility forecasts of the continuous-discrete mixture, Beta-t-EGARCH and
GARCH in the second sub-sample of 1000 observations. The coverage rate, defined as the
fraction of times in which the observed returns do not exceed the VaR, is reported in Table
2 for each scenario. The discrete-continuous mixture provides coverage rates that perfectly
match the nominal confidence levels. At 90% confidence level, the Beta-t-EGARCH heavily
underestimates risk as ¢ increases, as can be seen from the small coverage rates provided
by this model. In light of the results recovered in previous analyses, this effect is imputable
to the underestimation of volatility. As the VaR confidence level increases, for non-zero
¢, the coverage rates of the Beta-t-EGARCH are slightly below the nominal confidence
level (at 95%) and slightly above (at 99%). This particular behavior is explained by an
additional effect due to the misspecification of zero returns. A downward biased degrees of
freedom parameter leads to a Student-t conditional density with fatter tails, which tends
to overestimate the quantiles corresponding to large confidence levels. The results of the
Beta-t-EGARCH thus reflect the combination of two effects, a downward bias on volatility
and an upward bias on kurtosis, both imputable to market frictions.

The performance of the GARCH is additionally affected by the presence of fat-tails. To
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¢ Beta-t-E. Beta-t-E.(0) D-C mixture GARCH GARCH(0)

VaRgo%
v=3
0.00 0.8992 0.8992 0.8992 0.9397 0.9402
0.15 0.8729 0.8741 0.8997 0.9431 0.9426
0.30 — — 0.9002 0.9481 0.9467
v=29
0.00 0.9004 0.9004 0.9004 0.9145 0.9145
0.15 0.8731 0.8738 0.9008 0.9188 0.9172
0.30 - - 0.9011 0.9279 0.9253
V=00
0.00 0.9011 0.9011 0.9011 0.9059 0.9059
0.15 0.8736 0.8739 0.9012 0.9100 0.9078
0.30 - - 0.9008 0.9211 0.9181
VaRg5%
v=3
0.00 0.9485 0.9485 0.9485 0.9635 0.9638
0.15 0.9478 0.9488 0.9490 0.9634 0.9628
0.30 — — 0.9490 0.9647 0.9635
v=9
0.00 0.9493 0.9493 0.9494 0.9531 0.9531
0.15 0.9456 0.9464 0.9496 0.9500 0.9486
0.30 - - 0.9500 0.9513 0.9491
V=00
0.00 0.9500 0.9500 0.9500 0.9510 0.9510
0.15 0.9432 0.9437 0.9501 0.9458 0.9438
0.30 - - 0.9504 0.9467 0.9439
VaRgg%
v=3
0.00 0.9897 0.9897 0.9897 0.9834 0.9836
0.15 0.9977 0.9979 0.9896 0.9820 0.9823
0.30 — — 0.9895 0.9813 0.9804
v=9
0.00 0.9895 0.9895 0.9895 0.9847 0.9847
0.15 0.9977 0.9981 0.9894 0.9799 0.9759
0.30 - - 0.9894 0.9766 0.9749
V=00
0.00 0.9895 0.9895 0.9895 0.9873 0.9873
0.15 0.9970 0.9976 0.9895 0.9805 0.9793
0.30 - - 0.9895 0.9753 0.9732

Table 2: Average coverage at 90%, 95%, 99% nominal confidence levels of Beta-t-EGARCH,
Beta-t-EGARCH(0), the discrete-continuous (D-C) mixture model described in Section 2,
GARCH and GARCH(0). The two models denoted by Beta-t-EGARCH(0) and GARCH(0)
are estimated using the “setting to zero” method of Lucas et al. (2016). The results are
reported for increasing values of the degrees of freedom parameter, v = {3,9,00}, and
increasing values of the threshold parameter, ¢ = {0.00, 0.15, 0.30}. For ¢ = 0.30, the
results of the Beta-t-EGARCH are not reported because its volatility estimates collapse to
Z€ero.
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isolate the effect of market frictions, we concentrate on the scenarios with v = oo. The
nominal confidence level is overestimated by the GARCH coverage rate at 90%, whereas
it is underestimated at 99%. At 95%, the coverage rate is close to the nominal confidence
level. This result is imputable to the misspecification of the conditional density. As un-
derlined above, the presence of a probability mass in zero increases the kurtosis of the
return distribution, which thus appears to be extremely leptokurtic. As a consequence, a
misspecified Normal density overestimates the quantiles corresponding to small confidence
levels and underestimates the quantiles corresponding to large confidence levels.

To summarize, zero returns deeply affect the estimation of volatility and VaR in the
Beta-t-EGARCH. The GARCH behaves better in terms of VaR assessment, but it provides
biased estimates of risk when fat-tails come into play. Moreover, in absence of fat-tails,
GARCH VaR forecasts at 90% and 99% are affected by the presence of zero returns. The
discrete-continuous mixture overcomes the difficulties of both models. It is robust to fat-
tails and, at the same time, it explicitly accounts for the probability mass in zero in both

the return distribution and the update of volatility.

4 Empirical analysis

We perform two different empirical studies aiming to analyze: (i) how the transaction cost
estimate provided by the model compares to other illiquidity measures; (ii) the impact
of zero returns on the VaR forecasts of our model and a set of classical volatility models
ignoring illiquidity. We use different datasets to perform the two analyses. To estimate
transaction costs and compare them with other illiquidity measures, we use a large dataset
of high-frequency transactions of NYSE stocks. This dataset also includes information on
traded volumes and bid-ask quotes that are used to compute the alternative illiquidity
measures. On the contrary, given that VaR is relevant in risk management applications
involving low-frequency horizons, we use daily returns of low-capitalized stocks traded on
the NasdaqCM in the second analysis. These stocks exhibit a significant number of zero

returns at daily frequencies.
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4.1 Estimation of transaction costs
4.1.1 Preliminary analysis

The dataset used in this analysis is provided by Thomson Reuters. It includes trade and
quotes data of 250 stocks listed in the New York Stock Exchange (NYSE) from January 3,
2006, to December 31, 2014, amounting to 2265 trading days. The 250 stocks are selected
from the data provider among the most frequently traded NYSE assets in the reference
period. We limit our attention to those assets for which (i) at least one transaction per day
is available; (ii) the number of shares outstanding is available. This preliminary cleaning
of the data reduces the total number of stocks to 168.

To obtain a reliable estimate of round-trip costs, the data need to be sampled at a
frequency that is as closest as possible to the natural time scale of the trading process. A
higher or lower frequency would not capture the relevant dynamics describing the interre-
lation among the absence of trading, volatility, and transaction costs. We set the sampling
frequency by computing the average inter-trade durations of the cross-section of 168 stocks
in the reference period, which is close to 30 seconds. To aggregate the prices at this fre-
quency, we use the procedures described by Barndorff-Nielsen et al. (2009). The dataset
also includes quotes data, traded volume, and outstanding shares. These data is used in
the subsequent analyses to compute the illiquidity measures.

We divide the 168 stocks into five groups of equal size by computing the 5-quantiles
of the average fraction of 30 seconds zero returns computed on a daily basis. For each
group, Table 3 shows the average fraction of zero returns (FZR), the average daily volume
standardized by the number of shares outstanding, the average daily bid-ask spread, and
the average daily number of transactions. The results in the table show that bid-ask spread
increases as FZR increases, whereas volumes and number of transactions decrease as FZR
increases. Such dependencies among microstructure variables are well-known in the finance

literature; see Goyenko et al. (2009) among others.

4.1.2 Intraday patterns and parameter estimates

Intraday volatility has an asymmetric U-shape pattern that is high at the beginning of
the trading day, low in the middle of the day, and slightly higher during the last few
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Group FZR (%) Stand. volume Bid-ask spread (%) N. of transactions

1 22.86 0.27 0.054 7265
2 31.17 0.21 0.062 5149
3 36.23 0.17 0.065 4620
4 41.93 0.13 0.065 4486
D 54.19 0.11 0.102 3634

Table 3: The 168 NYSE stocks are sorted based on their average FZR. Five groups of
equal size are selected by taking the 5-quantiles of the sorted list. For each group, we
show the average volume, the average fraction of zero returns, the average bid-ask spread,
and the average number of transactions. The average FZR is computed from transactions

sampled at 30-seconds. Volume is standardized by the number of shares outstanding to
(ASK—BID)

reflect turnover. Bid-ask spread refers to the percentage bid-ask, computed as TASKTBID) 3"
minutes of trades; see e.g. Hasbrouck (1999). When estimating our model on intraday
data, it is necessary to allow for further flexibility in the parameter space to account for
the deterministic pattern of volatility. It is common in the financial econometric literature
to model the U-shape volatility pattern as a sum of two exponential functions; see e.g.
Hasbrouck (1999) and Andersen et al. (2012). We follow this strategy here by writing
the volatility of the information signal as the product of a deterministic and a stochastic

component:

o = ste)‘t. (15)

The process \; follows the law of motion in Equation (2). The shape s; is a deterministic

function of time which we write as:

s; = C + Ae™® 4 Be P, (16)

where, for identification, a, 5, A, B, C' are normalized so that fol s2dt = 1. These param-
eters are estimated by maximum likelihood together with the parameters governing the
dynamics of ;.

Since our model implies that the probability of observing a zero return depends (also)

on volatility, the deterministic component s, generates an intraday pattern in the trading
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Figure 6: Left: percentage filtered volatility of JPM. Right: filtered probability of zero
returns averaged over blocks of 20 minutes (blue-asterisk line) and empirical frequency of
zero returns over the same blocks (red-circle line).

activity. Indeed, the larger volatility observed during the opening and closing hours de-
termines a lower zero return probability, and thus a higher trading activity. Similarly, the
smaller volatility observed in the central hours determines a higher zero return probability,
and thus a lower trading activity. This pattern in trading activity is close to the one ob-
served in real financial markets. Figure 6 shows the intraday filtered volatility of JPMorgan
Chase (JPM) on July 10, 2014 (right panel), and the filtered probabilities of zero returns
implied by the discrete-continuous mixture model (left panel), computed as in Equation
(7). Such probabilities are averaged over blocks of 20 minutes and are compared to the
empirical frequencies of zero returns evaluated in the same blocks. The filtered probabili-
ties closely match the empirical frequencies and both exhibit the inverse U-shaped pattern
observed in several markets.

For each stock, we re-estimate the discrete-continuous mixture model on all trading
days between January 3, 2006, and December 31, 2014. The intraday time series are made
up of 30 seconds percentage returns sampled from 9:30 to 15:45. We use the specification
with constant transaction costs in this part of the analysis. This is motivated by the fact
that the model parameters are re-estimated on a daily basis, and therefore potential time
variations of ¢ are incorporated when updating the daily estimates.

To test whether transaction costs are symmetric, we estimate the asymmetric extension

of the model described in Appendix B.1. Table 4 shows, for four specific assets, the average
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Ticker ‘ ¢ ‘ ¢ G

jpap | 00182 | 00182 00183
(0.0048) | (0.0056)  (0.056)
xon | 0-0086 | 0.0088  0.0084
(0.0024) | (0.0029) (0.0027)
Arg | 00920 | 00920 0.0918
(0.0390) | (0.0395) (0.0394)
Anp | 03390 | 0.3384 03399
(0.2736) | (0.2729) (0.2754)

Table 4: We report for assets JPM, XOM, ALK, AMD the average of maximum likeli-
hood estimates of the transaction costs recovered by re-estimating the discrete-continuous
mixture model with symmetric transaction cost (first column) and with asymmetric trans-
action costs (second and third columns) on a daily basis over the period from January 3,
2006, to December 31, 2014. The values in parentheses indicate the standard deviations of
the estimated parameters.

maximum likelihood estimates of the asymmetric transaction costs c;, ¢y, along with the
average maximum likelihood estimate of ¢ recovered in the symmetric specification. The
four assets are JPM and ExxonMobil (XOM), which are liquid stocks belonging to Group
1 in Table 3, Alaska Air Group (ALK) and Advanced Micro Devices (AMD), which are
illiquid stocks belonging to Group 5 in Table 3. As in Lesmond et al. (1999), we find that
the average values of ¢, ¢, and ¢ are very close to each others. In addition, Figure 7 shows
that the three time series of ¢, ¢;, and ¢y are very similar and follow the same dynamics.
In light of these results, we perform our analysis using the model with symmetric price
pressure.

Table 5 shows, for the same assets, the average maximum likelihood estimates of the
model parameters and the average probability of zero returns computed using Equation
(7). As expected, the two illiquid stocks exhibit a larger transaction cost estimate and a
larger zero return probability. Note that, since illiquid stocks tend to be more volatile than
liquid stocks, the occurrence of zero returns in illiquid stocks is mainly imputable to the
effect of transaction costs. This can be verified in the example considered here by observing
that the unconditional volatility level of ALK and AMD is larger compared to JPM and
XOM.
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JPM XOM

Figure 7: We report for assets JPM, XOM, ALK, AMD the time series of daily transaction
costs estimated using the continuous-mixture model with symmetric ¢ and the one with
asymmetric transaction costs ¢; and cs.

It is worth noting that the estimated degrees of freedom parameter v is quite large
on average, though being characterized by a large variability within the sample. This
indicates that efficient price returns are approximately Normal, but in some trading days
their distribution deviates significantly from Normality. These days are characterized by
extreme price movements, such as those occurring during the 2007-2008 global financial

crisis, where the estimated v is significantly lower than average.

4.1.3 Cross-sectional analysis

Inspired by Lesmond et al. (1999) and Bandi et al. (2017), our approach infers from trans-
action prices the illiquidity parameters of the underlying microstructure model. Together
with this class of approaches estimating transaction costs from trade data, there is another
branch of the literature regarding the FZR measure as a proxy of market illiquidity; see

e.g. Bekaert et al. (2007). Although FZR is also computable based on transaction prices
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@ é i o A B C & 3 & | Bloers1/2,v/2)

pyr | 0228 0921 0.030 183038 0.5576 04424 0514 11896 7410 0.018 0,240
(0.323) (0.102) (0.013)  (121.967) (0.1832) (0.1832) (0.195) (20.530) (17.939) (0.005)

copr | 0255 0919 0032 117467 0543 0457 0430 10408 7566 0.009 0170
(0.475)  (0.150) (0.021) (120.381)  (0.207)  (0.207) (0.194) (21.151) (18.234) (0.002)

ALk | 0287 0862 0020 116218 0581 0419 0674 6728 8847  0.002 051
(0.482) (0.227) (0.017) (123.330)  (0.015)  (0.015) (0.186) (10.021) (14.201) (0.039)

AnD | 0339 0712 0083 279018 0656 0344 0661 8149  13.685 0.339 0,626
(0.389) (0.303) (0.020)  (67.898)  (0.186)  (0.186) (0.215) (11.665) (22.071) (0.274)

Table 5: The table reports for assets JPM, XOM, ALK, AMD the sample mean of the
maximum likelihood estimates recovered by re-estimating the discrete-continuous mixture
model on a daily basis over the period from January 3, 2006 to December 31, 2014. The
last columns reports the estimated zero return probability computed using Equation (7).
The values in parentheses are the sample standard deviations of the maximum likelihood
estimates.
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Figure 8: For each of the 168 stocks, we plot the average, in 2008, of the estimated round-

trip costs against the average, over the same period, of: (a) bid-ask spreads, computed
(ASK—BID)

S (ASK+BID)/2

(top-left), (b) standardized volumes (top-right), (¢) number of transactions

(bottom-left), (d) realized volatilities (bottom-right). The univariate OLS regressions in
Table 6 are also reported (black lines). All quantities are reported on a logarithmic scale.
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only, it could capture different aspects of illiquidity in periods characterized by high volatil-
ity. To highlight the different behavior of FZR and other approaches inferring transaction
costs from trade data, we perform a cross-sectional analysis in two different years, 2008
and 2014. These years represent a high volatility regime characterized by an average (an-
nualized) realized volatility of 52% for the entire cross-section of stocks (2008), and a low
volatility regime with an average (annualized) realized volatility of 20% (2014). In these
two years and for each stock, we compute the average of the daily maximum likelihood
estimates of 2c¢, together with average bid-ask spread, volume, number of transactions,
and realized volatility. Figures 8 and 9 show the scatter plots of the estimated round-trip
costs against the latter four quantities in 2008 and 2014, respectively. In both years, there
exists a significant dependence structure between our estimate of round-trip costs and the
other microstructure variables. Round-trip costs tend to increase with increasing bid-ask
spreads and volatilities, whereas they tend to decrease with increasing volumes and num-
ber of transactions. The behaviour of our round-trip cost measure appears to be natural
in light of the widely accepted view that large transaction costs are associated with large
bid-ask spreads and small volumes. Similarly, the fact that assets with large volatility are
characterized by low liquidity is in line with extensive empirical and theoretical research
on market microstructure; see e.g. Stoll (1978b), Stoll (1978a), Amihud and Mendelson
(1987), Amihud and Mendelson (1989) and Stoll (2000).

In Table 6, we report the results of the univariate and multivariate OLS regressions of
2¢ and FZR on the three illiquidity measures (bid-ask spreads, volume, number of transac-
tions) and realized volatility. We show the results of these regressions in 2008, 2014 and in
the entire sample (2006-2014). In 2008, the coefficient of the univariate regression of FZR
on bid-ask spread is less significant compared to the analogous coefficient of 2¢. In the
multivariate regression, the OLS coefficient of bid-ask spread is not significantly different
from zero and thus all the variation of FZR is explained by volume and number of trans-
actions. In contrast, for 2¢, the OLS coefficient of the bid-ask spread is highly significant
in both regressions. Note, from the univariate regression performed in 2008, that realized
volatility does not explain the variation of FZR, whereas it does for 2¢. Figure 10 shows

a scatter plot of FZR against bid-ask spreads and realized volatility in 2008. Only a few
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Figure 9: For each of the 168 stocks, we plot the average, in 2014, of the estimated round-
trip costs against the average, over the same period, of: (a) bid-ask spreads, computed
% (top-left), (b) standardized volumes (top-right), (¢) number of transactions
(bottom-left), (d) realized volatilities (bottom-right). The univariate OLS regressions in

Table 6 are also reported (black lines). All quantities are reported on a logarithmic scale.

as

very illiquid assets, such as ALK and AMD, are characterized by significantly large FZR,
bid-ask spread, and realized volatility. For the remaining assets, it is difficult to detect a
clear dependence structure.

To shed light on these results, we plot in Figure 11 the daily time series of the estimated
round-trip costs, bid-ask spread and number of transactions, obtained by averaging these
quantities over the 168 stocks. The average number of transactions increases during the
period of the global financial crisis. The higher trading activity is not due to an increase
in market liquidity, as shown by the fact that bid-ask spreads tend to spike in 2008. The
high activity is imputable to the selling pressure induced by the overall market sentiment.
Since the increase in trading activity naturally leads to a smaller FZR, liquidity appears
to be spuriously large when assessed through FZR. As a consequence, the OLS coefficient

resulting from regressing FZR on bid-ask spreads is less significant in 2008 compared to
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Univariate regression

2008 2014 2006-2014
2¢ FZR 2¢ FZR 2¢ FZR
Bid-ask spread 1.056*** 0.286** 1.299** 0.405%* 1.335* 0.398***
(Constant) (-0.534%) (-0.989***) (1.113**)  (0.300%) (1.038**)  (0.028)
Stand. volume -0.554*** -0.470** -0.500*** -0.2547** -0.504** -0.329**
(Constant) (-4.067**)  (-2.551***) (-4.177*)  (-1.592***) (-3.891*)  (1.832***)
N. of transactions -0.732%* -0.567* -1.283** -0.599** -0.906*** -0.504**
(Constant) (3.381**)  (3.301"™*) (7.234**)  (3.791™*) (4.708*)  (3.063™*)
Realized volatility 0.778** -0.215 1.553*** 0.267** 1.182%* 0.050
(Constant) (-3.793*)  (-1.448**) (-3.058"**)  (-0.981***) (-3.284***)  (-1.135***)
Multivariate regression
2008 2014 2006-2014
2¢ FZR 2¢ FZR 2¢ FZR
Bid-ask spread 1.065*** 0.051 1.004*** 0.098** 1.150%* 0.109**
Stand. volume -0.636*** -0.463*** -0.540*** -0.280*** -0.525*** -0.353***
N. of Transactions -0.228*** -0.525%* -0.538*** -0.548** -0.314** -0.482%*
(Constant) (0.281) (2.171) (3.115**)  (2.991**) (1.964**)  (2.417*)

* p < 0.05, ** p< 0.01, ** p< 0.001

Table 6: In the top panel, we report the results of separate univariate regressions of 2¢ and
FZR on bid-ask spreads, standardized volume, number of transactions and realized volatil-
ity. The regressions are performed in 2008 (high volatility regime), 2014 (low volatility
regime), and in the entire sample (2006-2014). In the bottom panel, we show the mul-
tivariate regressions of 2¢ and FZR on bid-ask spreads, standardized volume, number of
transactions. All regressions are performed by taking the logarithm of both the dependent
and independent variables.

other periods; see Table 6. In addition, the relation between FZR and volatility is less
significant because volatility spikes in this sub-sample whereas FZR does not.

From the scatter plots in Figure 8 and from the OLS results reported in Table 6, we
still find evidence of a significant dependence structure between 2¢, bid-ask spreads and
volatility in 2008. The proposed model incorporates the high volatility observed during the
global financial crisis and this leads, in turn, to a lower zero return probability. As a conse-
quence, the estimated round-trip costs provide a reliable description of market illiquidity in
this period. This can also be seen from Figure 11, which shows that, while trading activity
increases in 2008, the estimated round-trip costs follow the increasing pattern of bid-ask

spread. Note that 2¢ is on average larger than bid-ask spread because a transaction can
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Figure 10: For each of the 168 stocks, we plot the average, in 2008, of the FZR measure

against the average, over the same period, of: (a) bid-ask spreads, computed as %

(left) and (b) realized volatilities (right). The univariate OLS regressions in Table 6 are
also reported (black lines). All quantities are reported on a logarithmic scale.

generally involve additional costs, such as commission fees. The results we obtain in this
analysis have a clear financial interpretation. In a bear market, investors are willing to sell
financial securities amid widespread uncertainty. Higher volatility triggers further sales,

leading to an increase in trading activity even in the presence of large transaction costs.
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Figure 11: Left: time series of the estimated round-trip costs 2¢ (dashed red line), bid-ask
spread (blue line), computed by averaging over the 168 stocks. Right: time series of the
number of transactions, computed by averaging over the 168 stocks.

4.2 Forecasting Value-at-Risk

We assess the effect of illiquidity on daily VaR forecasts by carrying out on real data a

test similar to the one performed in the Monte Carlo analysis of Section 3.2. The assets
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considered in this analysis are Limestone Bancorp Inc (LMST) and Glen Burnie Bancorp
(GLBZ). Both stocks are traded on the NasdaqCM and have a market capitalization of 149
and 26 million dollars, respectively. We download their daily closing prices from Yahoo
Finance in the period from 25 October 2007 to 28 September 2020; see Figure 13, which
reports the time series of daily log-returns. The level of illiquidity of these two assets is
quite different, with GLBZ being highly illiquid (FZR = 0.4693), and LMST being more
liquid (FZR = 0.1620).

We estimate the discrete-continuous mixture model on the sub-sample including the
first 1000 trading days, from 25 October 2007 to 12 October 2011. One-day-ahead VaR
forecasts are computed in the remaining sub-sample by re-estimating the model on a rolling
window of 1000 trading days. We also compute the VaR provided by Beta-t-EGARCH and
GARCH using the same rolling window approach.

0.6
05k..
0.4+

0.3

0.2 F |—— Empirical frequency of zero returns
-------- Filtered probability of zero returns with constant ¢
— — Filtered probability of zero returns with time-varying ¢

0.1

2008 2009 2010 2011

2008 2009 2010 2011

Figure 12: Left: GLBZ filtered transaction cost ¢; (blue line) and transaction cost estimated
under the assumption of constant ¢ (red dashed line). Right: GLBZ empirical frequency
of zero returns over blocks of 2 months (black line), filtered probability of zero returns
averaged over the same blocks with time-varying ¢; (blue dashed line), and with constant
¢ (red dotted line).

The left panel of Figure 12 shows, for GLBZ, the filtered daily pattern of transaction
costs in the first sub-sample of 1000 trading days using the specification with time-varying
¢ (see Appendix B.2), and the value of ¢ recovered from the specification with constant
transaction costs (left panel). It also shows, on the right panel, the filtered probability of

zero returns implied by the model with time-varying transaction costs (blue-dashed line),
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constant transaction costs (red-dotted line), and the empirical frequency of zero returns
(black line). We note that transaction costs are subject to significant time variations and
that accounting for such time variations implies a better fit to the empirical frequency of
zero returns. Therefore, we use the discrete-continuous mixture model with time-varying
transaction costs to compute the VaR forecasts of GLBZ. Conversely, for LMST, we im-
plement the specification with constant ¢ because the empirical frequency of zero returns
of this stock is more stable over time and assuming a time-varying ¢; does not improve the

fit of the model compared to the specification with constant transactions costs.

‘o GLBZ ‘o LMST

307 30¢

20¢ 20+

10 10
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Figure 13: Left: Percentage log-returns of GLBZ. Right: Percentage log-returns of LMST.

Table 7 shows the maximum likelihood estimates of the discrete-continuous mixture,
averaged over all the rolling windows on which the model is re-estimated. Note that the
score parameter f driving the dynamics of ¢; in GLBZ is significantly different from zero,
resulting in the large time variations shown in Figure 12. It is also worth highlighting
that the filtered ¢; of GLBZ shown in Figure 12 fluctuates around a mean value that is
considerably larger than the value of ¢ estimated for LMST. This is mainly due to the larger
amount of zero returns in GLBZ. The estimated degrees of freedom parameter is close to 4
for both stocks, pointing out a fat-tailed distribution for efficient price changes. This can
be seen from a visual inspection of Figure 13 showing that the daily price of these stocks

is characterized by frequent large variations.

The coverage rates of the three models are reported in Table 8 together with the p-values

of the Kupiec (1995) test. The null hypothesis of this test is that the coverage rate is equal
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GLBZ
@ b k v A 5 ¢
0.0691  0.9228  0.0656  4.2629  0.0022  0.9930  0.0606
(0.0983)  (0.0894) (0.0250) (0.7386) (0.0027) (0.0093) (0.078)

LMST
@ b k v ¢
0.0905  0.9328  0.1020  4.8217  0.7176 - -
(0.0715)  (0.0403) (0.014) (1.4792) (0.3620)

Table 7: Average of maximum likelihood estimates for GLBZ and LMST recovered by
re-estimating the discrete-continuous mixture on a rolling window of 1000 days from 13
October 2011 to 28 September 2020. The values in parentheses indicate the standard
deviations of the estimated parameters.

to the nominal confidence level. The results are quite similar to those obtained in the
Monte Carlo analysis, showing that the coverage rates of the discrete-continuous mixture
closely match the nominal confidence levels. The VaR forecasts of the Beta-t-EGARCH in
the case of GLBZ are significantly jeopardized by zero returns. As discussed in Section 3.2,
this is imputable to the downward bias on the degrees of freedom parameter, which heavily
downweights volatility forecasts. Given the large number of zero returns in GLBZ, the VaR
provided by the Beta-t-EGARCH is virtually zero, and therefore the coverage rate reduces
to the fraction of non-negative returns in the sample, which is 0.6996. This example is
interesting because it shows that the use of the Beta-t-EGARCH to compute the VaR of a

very illiquid asset could lead to a trivial result.

As found in the Monte Carlo analysis, GARCH overestimates the 90%, 95% VaR, and
underestimates the 99% VaR. This result is due to a trade-off between the non-robustness
of the GARCH update, which determines a spuriously large volatility when a jump in prices
occurs, and the misspecification arising from assuming a Normal density, which underrates

the quantiles corresponding to large confidence levels.
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Beta---EGARCH D-C mixture GARCH
LMST GLBZ LMST GLBZ LMST GLBZ

VaRou 0.9323  0.6996 0.9149  0.8971 0.9430 0.9352
(0.0000) (0.0000)  (0.0204) (0.6445)  (0.0000) (0.0000)
VaRos 0.9657  0.6996 0.9584  0.9547 0.9705  0.9614
(0.0000) (0.0000)  (0.0702) (0.2936)  (0.0000) (0.0098)
0.9957  0.6996 0.9913  0.9898 0.9879  0.9840
V&Rgg%

(0.0360) (0.0000)  (0.5433) (0.9227)  (0.3565) (0.0087)

Table 8: Coverage rates of out-of-sample VaR forecasts for GLBZ and LMST at 90%, 95%,
99% confidence levels of Beta-t-EGARCH, discrete-continuous (D-C) mixture model and
GARCH. The values in parentheses are the p-values of the test of Kupiec (1995).

5 Conclusions

Mliquidity has deep implications when estimating the volatility of financial securities. The
conditional volatility model proposed in this paper motivates the existence of zero returns
in financial time series in light of well-established microstructure theory of market frictions
and price formation. Our analysis shows that the use of standard volatility models could
lead to erroneous risk assessments when data is affected by a significant percentage of
zero returns. This is particularly evident in models accounting for fat-tails because the
excess kurtosis induced by zero returns heavily downweights the volatility estimates of such
models. Our model filters volatility by accounting for a non-zero likelihood of observing
a zero return. The VaR forecasts of the model thus provide a correct assessment of risk
for illiquid securities with a large number of zero returns in their time series. Given the
importance of risk measures in the banking regulatory system, such results are relevant for
investors managing portfolios including stocks of low-capitalized or early-stage companies.

Since the model parameters have an immediate financial interpretation, the inference
based on transaction data provides an estimate of relevant microstructure variables, such
as round-trip costs and efficient returns volatility. Our analysis, performed using a big
dataset of intraday transactions, shows that the estimated round-trip costs are significantly
correlated with the main illiquidity measures. These correlations are significant in periods
characterized by high volatility where measuring illiquidity could be difficult if looking

only at the fraction of zero returns. For example, they are still significant in periods of
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market distress where the high uncertainty in the market leads to broad fire sales of financial
securities resulting in large trading activity. From a policy maker’s perspective, the interest
of our transaction cost estimate lies in the fact that it can be computed using transaction
data only. This is helpful when studying illiquid markets for which it is difficult to find

information on volumes and bid-ask spreads.
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APPENDIX

A  Proof of the main results

A.1 Proof of Proposition 2.1

Since the discrete-continues mixture is symmetric around y; = 0, it has a conditional mean
equal to zero. The conditional variance reduces to the second moment of the conditional

distribution:
+00 +o0
Var [y,| Fi1, 04] = 2/ yipy (s Fior, 00)dy, = 2/ (z¢ — )’ px (w5 Foo1, 00 )dy, (A1)
0 c
with o; = e™. Carrying out the square, Equation (A.1) becomes:

+00 +oo
Var [y| Fi—1, 0¢] = 2 {/ ffpx(l'ﬁ Fi1,00)dzy + 02/ px(xy; Fiov, 0r)day
¢ ¢ (A.2)

“+oo
- 20/ xth(xt§E—1>Ut)dxt:| .

The second integral is given by f;roo px (x4 Fi1,0¢)dxy = Fx(—c; Fy—_1,04). Let us compute

the first integral:

+oo +oo 22 2\
/ wpx (24 Foor, 00)dy = \/ZUtB(lt/Q 73] <1 + 1/;2) dx;. (A.3)
c c ) t

Making a change of variable to t; = ﬁ, m = "T_l and dt = ﬁdz, we get:

+oo 2 2\~ 2 +o0 2
Ty 1+ Ilft2 de — voy . / t - mdtt- (A4)
. Ve \ v BU2m-1/ . 0+
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Defining k = #ﬁ-%) and making the change of variable b,; = (ﬁt%), so that
1—byy, ty = 1itl;i,t and db,; = mﬁ%dt“ we obtain that Equation (A.4) becomes:
k ! m—2 bt,t k ! m—1-3/2;1-1/2
5 bc,t(l - bt,t) 1— bt,t dbt,t = 5 bc,t(l - bt,t) bt,t dbt,t,
with b.¢ = % Therefore, knowing that:
t

1
/ (1= )™ 1320, 7 by, = B(1+1/2,0/2 - 1),
0

we can re-write Equation (A.5) as follows:

ko[ . k
5 / (1 - bt,t)m_l_s/zbit 1/2dbt’t = 53(1 + 1/2, I//2 — 1)
bc,t

k

bc,t
- 5/ (1- bt,t)m_l_g/zbi;l/zdbt,u
0

1 =
1+t7

(A.5)

(A7)

where fobc’t(l — bm)m_l_?’/zbl};l/zdbt’t = B(bey;1+1/2,v/2 — 1) is the Incomplete Beta

function. Thus, the first integral in Equation (A.2) is given by:

too k k
/ x?px(xt;]:t_l,at)dxt = §B(1 + 1/2,V/2 - 1) — §B(bc7t; 14 1/2,1//2 — 1)

_vopB(1+1/2,v/2—1)
~ 2B(1/2,m-1)
vo;B(bey; 1+ 1/2,v/2 — 1)
2B(1/2,m — %)
v o VOIB(bey;1+1/2,0/2 1)
2w —2)7t 2B(1/2,v/2)

We now compute the last integral in Equation (A.2):

v+1

—+00

2,’,Ut .flft2 Tz
1+ — dz;.
¢ VvoB(1/2,v/2) ( " Wf) "

400
—20/ px (245 Fio, 0p)dry = —c
C
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This is an elementary integral that can be computed immediately:

(v—1)

_ v+l 1+1‘_§ T2
c/voy /+°° 2x (1+ x2) 2 p e/ Vo vo?

T B(1/2,0/2) vo? vo? ~ B(1/2,v/2) [C=)

2

02
cy/voy (1 i W)

~ B(1/2,1/)2) (=)

“+00

© (A.10)

_ (v—1)

Substituting Equation (A.10) and the result of Equation (A.8) into Equation (A.2), we

retrieve the conditional variance of y; as follows:

v 5 vopiBbes1+1/2,0/2-1)

Var[y,| Fi_1,0¢] = +202FX(—C§ Fi1,0)

(v—2) B(1/2,v/2)
- 1) (A.11)
62 2
C\/ VO (1 + E)
B(1/2,v/2) @ ’
where (VZQ) o? = Var|z;|F;_1, 04] is the conditional variance of ;. By noting that Fix(—c; F;_1,0¢) =

1/2 —1/28(bet; 1/2,v/2), we obtain the expression in Proposition 2.1.
2

2
VO'tB(bcyt;1+1/2,l//2—1) v
B(1/2,0/2) — 550;- Ob-

serve also that, since Fx(—c;F,_1,0,) asymptotically behaves as %, for v > 2 we get

cv)

Observe now that b.; — 1 when ¢ — 400, and thus

262 F x(—c; Fi_1,04) — 0 as ¢ diverges. Since also the last term in the equation above goes

to zero as ¢ diverges, we obtain Var|y;|F;_1,0¢ — 0 for ¢ — +o0.

A.2 Proof of Proposition 2.2

The score of the discrete-continuous mixture in Equation (4) is:

8lan ([L’t, ft—la )\t) 0ln [Fx(C, ft_l, )\t) — Fx(—C; ft—la )\t)]
+Iyt:(]
(9)\t a)\t

up = (1—I,,—o) . (A12)

To prove the result, we start by computing the first term in the right hand side of the

equation. Consider first the conditional log-likelihood:

I (42 (v+1) i
lan (xtu ft—l; )\t) =In (Wi/ﬁ — )\t — 5 In (1 + ]/e2t)‘t> . (Al?))
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Taking the derivative with respect to \; gives:

Olnpx (xg; Fio1, \t)
O\

= [(v+ )b, — 1], (A.14)

where
22/ (ve*) 2

b, = =
P22 (veP) 41 41

bey < by < 1, (A.15)

is distributed as a Beta with parameters 1/2, v/2, z., = ¢*/ (ve*') and b, is defined in
Section 2.2. We now compute the second term in the right hand side of Equation (A.12).
Let’s remind from Section 2.2 that Fix(c¢; Fi—1,\t) — Fx(—c; Fim1, M) = B (bey; 1/2,1v/2),

where (3(-;-,-) is the Regularized Incomplete Beta function. Thus:

Oln B(bes;1/2,v/2)  OlnB(bey;1/2,v/2) Obey
O\t B Obe. O\t
B 1 0B (bet;1/2,v/2) Obey Ozet
© Blbes; 1/2,10/2) Obe.s Dzer ON
_ _2pB(bc,t§ 1/2,v/2)bey (1 — bey)
B B (bes; 1/2,v/2)
WL (1 = by)/?
~ B(bei1/2,v/2)B(1/2,v/2)’

(A.16)

where pp(bet; 1/2,v/2) is the PDF of a Beta distribution with parameters 1/2, /2. Sum-

ming Equations (A.14) and (A.16), we obtain the expression in Equation (10).

A.3 Proof of Proposition 2.3

We can write the expected value of Equation (10) as:

2017 (1 = bey)"/? )]

E(u) = E [U — Ly=0)[(v + Dby = 1] = Lo (ﬁ(m,t; 1/2,v/2)B(1/2,v/2)

- /1 (v +1)b, — 1] p(by; 1/2, v/2)db, (A.17)

bc,t
2007 (1 — bey)””
(be;1/2,v/2), B(1/2,0/2)

_ﬁ(bc,t;1/2ay/2) 5
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The integral is between b.; and 1 because of the restriction b.; < b; < 1, which holds for
y; # 0. The expectation of the second term gives the mass of the censored region, which is

B (bet; 1/2,v/2). We can re-write Equation (A.17) as:

E(w)=(+1) /bl bipp(by; 1/2,v/2)db,

A18
217 (1 — b)) (A-18)

—/bc’tpg(bt;l/ZV/Q)dbt_ B(1/2,v/2)

Since bipp(be; 1/2,v/2) = W}%(bt; 1/2+1,v/2) = Z5pp(by; 1/241,v/2), Equation

(A.18) can also be expressed as:

! ! 2007 (1 — bey)"/?
E(u,) = by:1/2+1,v/2)db, — b 1/2,v/2)db, — —= °
) = [ ottt/ L2y [ ot 12,02~ =

(A.19)
The first two terms in Equation (A.19) are the complementary cumulative distribution

functions of a Beta distribution with parameters 3/2, v/2, and 1/2, v/2 respectively. Thus:

Qbi/tz ]- - bct V/2
B(u) = [1 = Bbrn 1/2+ 1,/2)] — [1 = Blber 1/2,0/2)] - B<(1/2, ,,/2)>
Y2 (1 — byy)"/*

B(1/2,v/2)

(A.20)

= —Blbes, 1/2+1,0/2) + Bbes; 1/2,1/2) —

Using identity (26.5.16) in Abramowitz and Stegun (1972), namely —3(b.,, 1/2+1,v/2)+
b

B(bes;1/2,0/2) —Saz > We end up with:

Y2 (1= bey)”? 2V (1= b))

Elw) = =502 B2 (4.21)
A.4 Proof of Proposition 2.4
By definition, the autocovariance is:
COV[Bt, Bt—l] = E[BtBt—l] — E[Bt]E[Bt_l] (A22)
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Observe that we can write efficient price changes as z; = e*¢;,, where ¢ are indepen-
dent standard Student-t random variables. Therefore, the mean of the Bernoulli random

variables is:

EIB) = Elfioi<] = B | lu< g, | = P |lol < <] (A.23)

and, similarly, E[B; 1] =P [\et 1] < =5 1} The first term in the right hand side of Equa-

tion (A.22) can instead be written as follows:

c c
E[BiBit] = B [ls g flosisses | = Pllel € Al S =] (A29)
If ); is non-stochastic, i.e. if x = 0 in Equation (2), the two random variables || <
and |e;_1]| < EA% are independent, and therefore we obtain Cov|By, By—1] = 0. If instead

k > 0, we have:

E[BtBt—l] |:|€t| < —_—

¢ ¢
le—1] < Atl} P [|€t—1| < 6&71] : (A.25)

The first probability can be written as:

C
il < | (A.26)

C
P [|€t| S VT (PP

where we have highlighted that the score u,_; depends on |¢;_1|. In particular, from Equa-
tion (10) we see that u;—; is a strictly increasing function of |e;—1|. Thus, conditionally on

C .
ler—1| < =7 we have, for almost all A\;_;:

C > C
ewtdAe—1+rur—1(ler—1) w+¢))\t—1+ﬁut71<;) ’
e AM—1

(A.27)

which implies:

‘€t|<— ‘Et 1|<

}>Pw4ggﬂ (A.28)

eAt—1

and thus Cov|[By, B;_1] > 0.
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B Model extensions

B.1 Asymmetric transaction costs

The model can be extended to accommodate for asymmetric price pressure. Equation (1)

can indeed be generalized as follows:

Y= (2 — 1) Lyy5e, + (1 + C2) Lyy<—cys (B.1)

where ¢; > 0, ¢ > 0 are threshold parameters for trades on positive and negative informa-
tion, respectively. The general properties of the model discussed in the previous section still
hold up to minor adjustments accounting for the asymmetric censoring. We only recover
here the expression of the score in this more general framework. Other results of Section

2.2 can be generalized in a similar fashion. The probability mass at zero is now given by:

B (bris1/2,0/2) | B besii1/2,v/2)
2 * 2 ’

Fx (01; Fi-1, )\t) - Fx (—02;]‘}—17 >\t) = (B-Q)

cf/(vet)

with bcl,t = W

¢/ (”e%)l. Starting from this, we prove the following

and b027t - —C%/(Ve»t)_,_

result:

Proposition B.1. Let px(zy; Fi—1, A\t) be the Student-t density in Equation (5). Then, in

the case of asymmetric transaction costs, the score defined in Equation (3) is given by:

up = (1=Iy,=0)[(v + 1)by — 1]
b (1 — by )2 D% (1 = bey )2 (B.3)

I Bl 2,02 B2, 02) | Bl 1202 B2 0] |

with x; = (Y + 1) Ly>0 + (Yr — c2) 1y, <o

Proof. Similarly to the case of symmetric transaction costs, the score of the discrete-

continuous mixture with asymmetric transaction costs is:

Olnpx (ze; Feo1, At) i Oln [Fx(c1; Fi1, ) — Fx(—co; Fio1, M)

Uy = (]' - IytZO) a)\t yt=0 a)\t

(B.4)

48



To prove the result in Equation (B.3), we start by computing the first term in the right

hand side of the equation. First, consider the conditional log-likelihood:

(*3) (v+1) 2t
r(g)r)”t‘Tl (i) 9

lan (xtuft 17)\t> (

Taking the derivative with respect to \; gives:

Olnpx (xt;ft—lu )\t)

Pt (o - 1) (B.:6)
where
2 2 be <b, <1 if a,>c¢
by = jt/ (Zi ) ,  with pt= = Lo ’ (B.7)
zi ) (veth) + 1 byt <by <1 if x4 < —¢y

is distributed as a Beta with parameters 1/2, v/2, and b.,; and b, are defined above.
We now compute the second term in the right hand side of Equation (B.4). Let’s remind
that Fy(c1; Fim1, M) — Fx(—ca; Fom1, M) = 58 (bey51/2,v/2) + 38 (beyr; 1/2,v/2), where
B(+;-,+) is the Regularized Incomplete Beta function. Therefore, following the derivation in

Equation (A.16), we have:

101 B(be 1/2,0/2) LA = b )
2 O - Blbesi 1/2,v/2)B(1/2,v/2) (B.5)
101 B(be, 131/2,1/2) b1 = bey )2
2 O " Blbepei 1/2,0/2)B(1/2,0/2)
summing Equations (B.6) and (B.8), we obtain the expression in Equation (B.3). O

B.2 Time-varying transaction costs

The score-driven methodology allows all the model parameters to vary over time. We can
easily formulate a more general model where the dynamics of both volatility and transaction

costs are time-varying. This new extension reads:

Y = (2 — ) ayse, + (00 + 1) Layc—ey (B.9)
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where ¢; is time-varying but one-step-ahead predictable. Similarly, the resulting probability

mass at zero is given by:

FX(CﬂE—l, )\t) - FX(—Ct; Fi-1, )\t) = 5(bct,t§ 1/2a 1//2), (B~1O)

cj/(vet)

with b., ¢ = 2/

Note that the zero return probability depends not only on the
dynamics of volatility but also on the time variation of transaction costs. As in Equation

AL

(2), by assuming ¢, = e™ |, we write a law of motion of A§C> where the forcing variable is

given by the score of the conditional log-likelihood with respect to Aﬁf), that is:

M =7+ 0N + uf?, (B.11)

dlog py (yt;Ft—1 J\EC) At)
P '

where ~, , and ( are static parameters and u§0> = We prove the

following result:

Proposition B.2. Let px(xy; Fi—1, A\¢) be the Student-t density in Equation (5). Then, in

the case of time-varying transaction costs, the score defined in Equation (3) is given by:

(c) 1/2 Y
|It|e>\t + I 2bct,t(1 - bcmt) /2

et B.
Ve 1 |z,2 yt=05(b6t7t;1/2,1//2)3(1/2,1//2)- (B.12)

uf™ = —(1 = I=o) (v +1)

.. (e) . . . .
Proof. By writing ¢, = et ', the score with respect to )\EC) of the discrete-continuous mixture

with time-varying transaction costs is:

Olnpx (w4 Fior, M) Oln [Fx(ci; Fieay, M) — Fx(—ce; Fio1, M)

ugt = (1 - [yt=0> ]yt=0

A A ’
(B.13)
For |y;| > 0, the first term in the right hand side of Equation (B.13) is:
v+1 (e)
Inpx (xt;ft—la )‘t> = l—x(qurl) A9 1o )
(RG] -2 - (1 552 i o

2

(B.14)
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Taking the derivative with respect to )\EC) gives:

()

A¢ .
Olnpx (v Fr1, A\e) —(v+ s i u>0 (B.15)
c - () . .
N (V+ 1)y i g <0
We can rewrite equation (B.15) as:
1 CFi A X
8 npx («Th-r.t 1, t) _ —(]j + 1) ‘$t‘6 lf |yt| > 0 (B16)

ve? + |z |?

N

Let’s remind from Section 2.2 that Fix(c¢; Fi—1, \) — Fx(—c; Fim1, Ae) = B (bey; 1/2,1v/2).
Thus:

alnﬁ(th,t; 1/2a V/2) _ alnﬁ(th,t; ]-/27 V/Q) abct,t
AL Obe, 4 A
1 8ﬁ<bc,t; 1/2, V/2) 8bct,t 8zc,t

T Bl 1/2.0/2) Ober Oz 9N (B.17)

202(1 = b, )"/

. ct,t

 Blbeas 1/2,v/2)B(1/2,v/2)

Summing Equations (B.16) and (B.17), we obtain the expression in Equation (B.12). O

C Additional Monte Carlo results

In this Section, we perform a Monte Carlo exercise similar to the one carried out in Section
3.1, but using parameters calibrated on low-frequency daily returns (see Table 7) instead
of parameters estimated on high-frequency data. Accordingly, we simulate the information
signal z; as a martingale difference sequence with volatility o, generated by a Beta-t-
EGARCH, as explained in Section 3.1. The static parameters are set as follows: w = 0.08,
k = 0.05, = 0.93, and v = 5. The observed price returns y; are generated from the
simulated returns x; using the microstructure mechanism given in Equation (1), with ¢ =
{0.00,0.75,2.00}. Therefore, we still consider three different illiquidity scenarios. In the
first scenario, the market is perfectly liquid and there are no zero returns. The second

(third) scenario represents a “low illiquidity” (“high illiquidity”) market characterized by
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an unconditional probability of zero returns of about 17% (45%). This value is close to

the zero return probability of the least (most) illiquid asset considered in the empirical

application to low-frequency daily data; see Section 4.2.
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Figure 14: Kernel density estimates of parameters w, k, ¢, v based on N = 1000 simulated
time series of n = 1000 observations. The threshold parameter c is set equal to ¢ = 0.00
(perfectly liquid market), ¢ = 0.75 (low illiquidity), ¢ = 1.00 (high illiquidity). The models
used to estimate the parameters are the Beta-t-EGARCH (red dashed line), the discrete-
continuous (D-C) mixture model described in Section 2 (black solid line) and the Beta-t-
EGARCH implemented based on the “setting to zero” method of Lucas et al. (2016) (blue
dotted line). Vertical lines denote the true values of the parameters.
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Then, the discrete-continuous mixture, the Beta-t-EGARCH, and Beta-t-EGARCH(0)
are estimated on each of the simulated time series, obtaining N = 1000 maximum likelihood
estimates of the static parameters. Figure 14 shows, in the three scenarios, the kernel
density estimates of w, k, ¢, v obtained using the discrete-continuous mixture model and
the two different implementations of the Beta-t-EGARCH. Figure 15 shows instead the
kernel density estimates of the threshold parameter ¢ obtained using the discrete-continuous
mixture model. In absence of transaction costs (¢ = 0.00), all models lead to identical
maximum likelihood estimates, centered around the true values. In the low illiquidity
scenario, the two Beta-t-EGARCH implementations provide significantly biased estimates
for all parameters but the autoregressive coefficient ¢. In the high illiquidity scenario,
we only report the discrete-continuous reports because the Beta-t--EGARCH estimates are

degenerate due to the misspecification of zero returns; see also Section 3.1.
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Figure 15: Kernel density estimates of parameter ¢ based on N = 1000 simulated time series
of n = 1000 observations when ¢ = 0.75 (low illiquidity) and ¢ = 2.00 (high illiquidity).
The model used to estimate the parameters is the discrete-continuous (D-C) mixture model
described in Section 2. Vertical lines denote the true values of the parameters.

Contrary to the Beta-t-EGARCH, the discrete-continuous mixture is not affected by

zero returns, remaining unbiased when trading costs come into play.
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D Comparison with the FHT approach

As in the LDV specification of Lesmond et al. (1999), the model parameters of the discrete-
continuous mixture, including the threshold parameter, are estimated by maximizing the
log-likelihood function. Fong et al. (2017) propose a simplified methodology, denoted by
FHT, to estimate transaction costs in the LDV specification. In this framework, the efficient
price change in Equation (1), z;, is assumed to be normally distributed with mean zero
and variance o?. By equating the theoretical probability of zero returns, given by the mass
of the censored area, to the observed fraction of zero returns, they show that ¢ can be

retrieved analytically as follows:

FHT = oN~" (122), (D.1)
where 2 is the fraction of zero returns, N~1(-) is the inverse of the cumulative standardized
Normal distribution, and o is the volatility of the efficient price change, estimated by taking
the sample standard deviation of non-zero returns. The analytic nature of the FHT formula
makes it much faster than the LDV to compute.

Although this approach simplifies computations, it could lead to downward biased es-
timates of transaction costs. The reason is that using the sample standard deviation of
observed returns underestimates the efficient price changes volatility o. Indeed, from the
price generation mechanism in Equation (1), non-zero observed returns coincide with effi-
cient price changes in excess of transaction costs. They thus have lower volatility compared
to efficient price returns. We show this bias by means of a Monte Carlo exercise. In par-
ticular, we assume the price generation mechanism in Equation (1) in which x; ~ N(0,1)
and ¢ = {0.20,0.40}. Then, we simulate N = 500 time series of n = 1000 observations
of the return process y;. For each iteration, we estimate ¢ with the FHT measure and
with the discrete-continuous mixture with constant volatility. Figure 16 shows the kernel
density estimates of c. We clearly see that the FHT measure underestimates ¢, and the
bias increases as ¢ grows.

We find the same effect on real data by comparing our average estimate of ¢ in the

cross-section of assets considered in Section 4.1.3 and the average estimate of FHT; see
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Figure 16: Kernel density estimates of parameters ¢ based on N = 500 simulated time series
of n = 1000 observations. The threshold parameter c is set equal to ¢ = 0.20, ¢ = 0.40. The
models used to estimate the parameters are the discrete-continuous (D-C) mixture model
with constant volatility and the FHT of Fong et al. (2017)

Figure 17 below. Note, in particular, that the two measures differ more significantly in the
second part of the sample where the probability of zero returns is larger; see also the right
panel of Figure 11 showing that the number of transactions is lower in the second part of

the sample.
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Figure 17: We report the time series of ¢ estimated using the methodology proposed by
Fong et al. (2017) (red dashed line) and the discrete-continuous (D-C) mixture model (blue
line), computed by averaging over the 168 stocks.

We conclude that, to obtain unbiased transaction costs, it is necessary to estimate a
discrete-continuous mixture by maximizing the log-likelihood function. Compared to this
simple simulation setting, our method involves time-varying volatility. However, since the
volatility dynamics are observation-driven, they resolve into a simple recursion that does

not increase substantially the computational burden compared to this static example.
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