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Abstract: Beginning with the basics of the Wiener process, we consider limitations characterizing
the “Brownian approach” in analyzing real phenomena. This leads us to first consider the fractional
Brownian motion (fBm)—also discussing the Wood–Chan fast algorithm to generate sample paths—to
then focus on multi-fBm and methods to generate its trajectories. This is heavily linked to the Hurst
exponent study, which we link to real data, firstly considering an absolute moment method, allowing
us to obtain raw estimates, to then consider variational calculus approaches allowing to smooth it.
The latter smoothing tool was tested in accuracy on synthetic data, comparing it with the exponential
moving average method. Previous analyses and results were exploited to develop a forecasting
procedure applied to the real data of foreign exchange rates from the Forex market.
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1. Introduction
The properties of the Wiener process and the Gaussian distribution (appearing naturally in many contexts as a limiting distribution of the sum of random components, and the
fact that it is relatively easy to numerically solve stochastic differential equations (SDEs)
driven by the Brownian motion) are relevant elements in explaining why this process
has been so heavily used to model several phenomena. Between the plethora of possible
applications, great interest has been devoted to mathematical finance problems, where the
renowned Black and Scholes model can be considered as the trigger of the modern analytical
approach to finance. However, in recent years, the availability of large data sets has led to
the identification properties that are common across a wide range of instruments, markets,
and time periods, observed by independent studies and classified as “stylized facts” [1],
offering empirical evidence that the geometric Brownian motion may not be a good candidate to describe the behaviors of financial assets [2]. Let us underline the following three:
economic time series often exhibit cycles of all orders of magnitude, suggesting a strong
interdependence between distant samples; the distribution of asset returns tends to be
non-Gaussian, sharp-peaked, and heavy-tailed; the risky character of an asset is directly
related to the smoothness of the observed price trajectories, so the local regularity of the
sample paths generated by a model should attempt to reproduce their variations.
The fractional Brownian motion (fBm) can be considered as one of (if not the) first
generalizations of the Wiener process. It incorporates long-range dependence and the
possibility to tune the local regularity of its sample paths, both features being controlled
with a constant parameter H ∈ (0, 1) called the Hurst exponent. In the general case, the
fBm is not a semimartingale. This fact entails two problems, which discouraged financial
applications in their early years: the definition of proper stochastic calculus tools, based
on it, and the fact that this model allows arbitrage opportunities. The former problem
can be solved by exploiting Malliavin derivatives as well as the white noise theory [3].
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Concerning the latter problem, since fBm is not a semimartingale, there can be no equivalent
martingale measure for the price process; hence, the first fundamental theorem of asset
pricing implies that there must be arbitrage. Rogers [4] and Cheridito [5] constructed
examples where such situations can be seen clearly and proposed methods to exclude the
arbitrage, such as restricting the class of admissible strategies or forbidding high-frequency
trading (HFT), even if the HFT arbitrage is limited by the stock servers set up [6]; see
also [7] for applications to option pricing.
The fBm was in turn generalized by the multi-fractional Brownian motion (multi-fBm
or mBm for short), allowing to control the point-wise regularity of the paths of the process,
i.e., the Hurst exponent becomes a function of time H = H (t). This feature makes the
process very flexible and capable of a more accurate description of reality. The mBm is
able to reproduce many stylized empirical facts observed in the financial time series [1].
The mBm is able to harmonize the different approaches to the study of financial dynamics:
efficient market theories, agent-based models, and behavioral finance. Many works in
the literature show that the estimates for H (t) fluctuate around 0.5 [8,9], which is the
only value compatible with the no-arbitrage condition. Moreover, the path traced by
H (t) can capture the different aspects of the investor’s trading behavior: it can detect the
trends (H > 0.5), typical of “bull” and “bear” markets resulting from a gradual increase of
confidence, and the mean-reversion (H < 0.5), typical of the frenetic buy-and-sell activity
during financial crises.
Contributions
The main contribution provided in the present paper consists of exploiting the aforementioned fBm and mBm stochastic processes within the financial sector, particularly
using the smoothing method (see below) w.r.t. real Forex market data. We found a precise
threshold to abide by for the smoothing method to be more accurate than the classical
exponential smoothing, as well as to obtain accurate one-step forecasts simulating Forex
data. In particular, the work is structured as follows: in the first two sections, we recall the
definitions and properties of fBm and mBm, and the Wood–Chan algorithm to generate
sample paths. Section 4 is devoted to the estimation of the Hurst exponent. First, we recall
a method based on absolute moments to obtain a raw estimate, then we recall a technique
based on variational calculus to smooth it. Section 5 is focused on testing the accuracy of
the smoothing method on synthetic data and comparing it with the exponential moving
average; finally, in Section 6, we apply all of the learned tools to real data from the Forex
market to forecast the foreign exchange rates in single-step and multi-step frameworks. Let
us underline that the ‘goodness’ of the latter methods has also been highlighted by recent
studies on multi-fractional processes in finance, see, e.g., [10–12].
2. Definitions and Main Properties
2.1. fBm
The standard fBm with the Hurst exponent H ∈ (0, 1) on a probability space (Ω, F , P)
is a stochastic process B H = { BtH }t∈R , such that
•
•
•

B0H = 0.
It is a Gaussian process with BtH ∼ N (0, |t|2H ).
It has a covariance function

E( BtH BsH ) =


1  2H
|t| + |s|2H − |t − s|2H .
2

Depending on the value of H, we have:
•
•

if H = 1/2, then B H is the classical Brownian motion.
if H < 1/2, the increments of B H are negatively correlated and the process exhibits
short-range dependence, i.e., it is more likely that the trend is broken.
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if H > 1/2, the increments of B H are positively correlated and the process exhibits
long-range dependence, i.e., it is more likely that the trend is preserved.

•

For the sake of completeness, let us briefly recall some properties of the fBm that will
be useful to simulate its trajectories.
Denote with Y = {Yt }t∈R = { BtH+1 − BtH }t∈R the increment process, called fractional
Gaussian noise (fGn). The covariance between two increments Yk and Yk+n is
ρ H (n) =

i
1h
(n + 1)2H + (n − 1)2H − 2n2H ,
2

(1)

a function depending on their relative distance n; hence, they cannot be independent in the
case H 6= 1/2. In the limit of infinitely distant increments, i.e., as n → ∞
ρ H (n) ∼ H (2H − 1)n2H −2 ,
from which we can deduce the rate of decay of the dependence between two increments.
If H < 1/2, the dependence decays exponentially and ρ H (n) < 0, so the increments
have opposite signs, and the particle (or price, etc.) tends to return, denoting a mean
reversion. Such a process is called anti-persistent and is said to exhibit short-range
dependence.
If H > 1/2, the dependence decays slower than exponential and ρ H (n) > 0, so the
particle tends to insist on the same direction. Such a process is called persistent and is
said to exhibit long-range dependence.

•

•

B H is a self-similar process since for every fixed H
d

H
Bαt
= α H BtH ,

∀α > 0,

H with time scale αt, is
i.e., for any positive stretching factor α, the rescaled process α− H Bαt
H
equal in distribution to the original process Bt .
B H has stationary increments. The distribution of any increment BtH − BsH depends
only on the length t − s of the time interval. It is worth noting that the fBm is the only
Gaussian self-similar process with stationary increments.

2.2. mBm
The mBm is a nonstationary-dependent Gaussian process generalizing the fBm by
replacing the constant Hurst exponent H with a Hölder function of time. The mBm
WH = {WH (t)}t≥0 with Hurst exponent H (t) and scaling factor σ > 0, is the only centered
Gaussian process being zero at the origin and with the covariance function defined for
s, t ∈ [0, 1] by

E(WH (t)WH (s)) =


σ2
g( H (t), H (s)) |t| H (t)+ H (s) + |s| H (t)+ H (s) − |t − s| H (t)+ H (s) ,
2

with
p
g( H (t), H (s)) =

K (2H (t))K (2H (s))
,
K ( H (t) + H (s))

K ( a) = Γ(1 + a) sin( aπ/2).
Considering an ordinary Brownian motion B, we can also write the mBm in integral form
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p
Z 0
σ πK (2H (t))
((t − s) H (t)−1/2 − (−s) H (t)−1/2 )dB(s)
WH ( t ) =
Γ( H (t) + 1/2)
−∞

Z t
H (t)−1/2
+ (t − s)
dB(s) .
0

(2)

Notice that as |t − s| → 0, it is reasonable to think that | Ht − Hs | → 0 too, so in this
case, g( H (t), H (s)) = 1, and from the covariance formula, we can deduce the variance for
the mBm increments:
Var(WH (t) − WH (s)) = E((WH (t) − WH (s))2 )
2
2
= E ( WH
(t)) + E(WH
(s)) − 2E(WH (t)WH (s))

≈ σ2 |t|2H (t) + σ2 |s|2H (s) − σ2 |t|2H (t) − σ2 |s|2H (t) + σ2 |t − s|2H (t)

(3)

= σ2 |t − s|2H (t) .

which we will use in Section 4 to estimate the Hurst exponent from the data.
Although globally the mBm is not a self-similar process, we can recover a local version
of this property. Indeed, let ε > 0, u ∈ R, t ∈ R+ , and consider a fBm X with Hurst index
H. Since it is a self-similar process with stationary increments, we have
d

X (εu) = ε H X (u),
d

X (t + εu) − X (t) = X (εu),
combining the two properties, we have
X (t + εu) − X (t) d
= X ( u ).
εH
Intuitively, in the general case where H only governs the self-similar property of a
process in a neighborhood of t, we have to pass to the limit as ε goes to zero. It can be
proved [13] that given a fBm B H (t) with Hurst index H (t), then a mBm WH with Hurst
exponent H is locally asymptotically self-similar at t ∈ R+


WH (t + εu) − WH (t)
d  H (t)
lim
=
B
( u ) u ∈R .
ε →0+
ε H (t)
u ∈R
We can think of this property as the existence of a fBm “tangent” to the mBm at each
time t where the mBm is defined, i.e., the function H can be considered constant in a
sufficiently small neighborhood of any t.
3. Simulation of Sample Paths
Several methods have been proposed to simulate the trajectories of the fBm. The first
group of techniques exploits the properties of the fBm, while a second one aims to obtain a
sample of a fBm indirectly via accumulated sums of a fGn. We consider the Wood–Chan
method [14,15] as an efficient solution belonging to the latter group.
In particular, let us consider a Gaussian vector X ∼ N N (0, G ), whose N components
X j = BjH − BjH−1 , j = 1, . . . , N, represent the fBm increments. The idea of the method
is to find the square root of G, in the sense that G = SS T for some square matrix S, by
embedding G in a circulant symmetric matrix of size M = 2( N − 1)


c0

 c M −1

C= .
 ..
c1

c1
c0
..
.

...
...

c2

...


c M −1
c M −2 

.. ,
. 
c0

(
ci =

ρ H ( i ),

if 0 ≤ i ≤ N − 1,

ρ H ( M − i ),

if N ≤ i ≤ M − 1,
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where ρ H (n) is the covariance of the fGn (1). The peculiar feature of circulant matrices is
that each row is shifted one element to the right relative to the preceding row; hence, only
the first row is needed to construct a circulant matrix, which is a particular kind of Toeplitz
matrix. Moreover, they are diagonalized by a discrete Fourier transform.
Recall that our aim is to generate the vector X containing the increments of the fBm.
Suppose C is positive definite, since C is also symmetric, it is similar to the diagonal matrix
containing its eigenvalues; it can be decomposed as
C = QΛQ∗ ,
where Q is defined by
1
q jk = √ exp
M




−2πijk
,
M

j, k = 0, . . . , M − 1,

and it is a unitary matrix, i.e., Q∗ Q = QQ∗ = I, and Λ = diag(λ0 , . . . , λ M−1 ) where
M −1

∑

λk =

j =0



2πijk
c j exp −
M

are the eigenvalues of C. Now, define
Y = QΛ1/2 Q∗ Z,
where Z is a vector of M independent N (0, 1). Then Y ∼ N M (0, C ) and its subvector
(Y0 , . . . , YN −1 )T ∼ N N (0, G ) has the same distribution of the fGn vector X.
The Wood–Chan algorithm is executed through the following steps:
1.
2.

Compute the eigenvalues of C with the fast Fourier transform (FFT) of its first row.
Compute W = Q∗ Z as a complex standard normal random vector: generate
W0 , WM/2 ∼ N (0, 1), while for 0 < j < M/2, generate two independent Uj , Vj ∼
N (0, 1); then compute
1
Wj = √ (Uj + iVj ),
2

1
WM− j = √ (Uj − iVj ).
2

3.

A sample of fGn is obtained by computing the FFT of Y = QΛ1/2 W


1 M −1 q
2πijk
X (k) = √
λ
W
exp
−
, k = 0, . . . , N − 1.
j j
∑
M
M j =0

4.

A sample of fBm at times k is given by the cumulative sum of X. Thanks to the
self-similarity of fBm, the rescaled fBm on an interval [0, T ] partitioned in N + 1 points
with distance T/N, is obtained by multiplying the cumulative sum of X by ( T/N ) H .
Finally, we have to set the first value to 0, since fBm is a process starting at 0.

In order to use all of the speeds of the FFT, N has to be chosen in such a way that M is
a power of 2, i.e., N = 2a + 1, with a positive integer, so that M = 2a+1 . Examples of fBm
paths generated with the Wood–Chan method are shown in Figure 1.
Exploiting the local self-similarity, we can generate a mBm sample path through the
simulation of many fBm sample paths, one for each discretization point. Let k = i/N where
1 ≤ i ≤ N and N is the size of the sample. Given a function t 7→ H (t), for each value of
H (k), an fBm B H (k) is generated. The mBm WH is then obtained by setting
WH ( k ) = B H ( k ) ( k ) ,
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i.e., the k-th value of an mBm path is given by the k-th value of the fBm generated using
the k-th value of the discretized Hurst function. Examples of mBm paths generated with
this approach are shown in Figure 2.
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Figure 1. fBm sample paths of length N = 29 for different values of the Hurst exponent.
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Figure 2. mBm trajectories (blue) of length N = 29 generated, respectively, with the Hurst exponent
√
(red) H (t) = 0.6t + 0.2, t ∈ [0, 1] and H (t) = sin(t)/ 4t + 1/2, t ∈ [0, 4π ].

4. Estimation of the Hurst Exponent
As we have seen within previous sections, processes underlying the generation of
fBm and mBm sample paths rely only on the associated Hurst exponent. Therefore, the
problem of accurately estimating such a quantity is of great interest. In the literature, most
algorithms for estimating the Hurst exponents are based on a rolling window technique,
where in each window a local Hurst exponent is estimated, e.g., the rescaled range analysis
(R/S), originally introduced by Hurst himself while studying Nile river floods, and the
detrended fluctuation analysis (DFA). Alternatively, there is a group of estimators that
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stems from the absolute moments of a Gaussian random variable. In what follows, we
recall an estimator based on absolute moments of order 2.
Assume X is a discretized mBm of length N in the time interval [0, 1], with spacing
equal to δ = 1/( N − 1), and that X locally behaves like a fBm within a window of length
ε < N. Recalling the variance of an increment (3), we have
2H (t) !

1
t = ε + 1, . . . , N,
2
,
(4)
X ( j + 1) − X ( j) ∼ N 0, σ
j = t − ε, . . . , t − 1.
N−1
To estimate the function H, we follow the guidelines of the seminal work by Peltier
and Véhel [16]. The absolute moment of order 2 of a normally distributed variable Y with
2Γ(3/2) 2
zero mean and variance σ2 is E(Y 2 ) =
σ . Define the quantity
Γ(1/2)
M2 (t) =

1 ε −1
| X (t − iδ) − X (t − (i + 1)δ)|2 ,
ε i∑
=0

(5)

then using (4)

E( M2 (t)) =


2H (t)
2Γ(3/2) 2
1
σ
.
Γ(1/2)
N−1

(6)

p

It can be proved that M2 (t)/E( M2 (t)) → 1 as ε → ∞ [2], so by equating their formulas,
we can extract an estimate of H (t). First, we need to get rid of the unknown σ. Define the
quantity M in the same window as before, but with a halved resolution
M20 (t) =

2 ε/2−1
| X (t − 2iδ) − X (t − 2(i + 1)δ)|2 .
ε i∑
=0

As N → ∞, their ratio can be written as
M20 (t)
2σ2 (( N − 1)/2)−2H (t) Γ(3/2)/Γ(1/2)
= 22H (t) ,
=
M2 (t)
2σ2 ( N − 1)−2H (t) Γ(3/2)/Γ(1/2)
from which we can isolate H
Ĥ (t) =

1
log2
2




M20 (t)
.
M2 (t)

Smoothing
By definition, the Hurst exponent of a mBm is a continuous Hölder function; hence, it
is reasonable to assume a smooth evolution of H over time. In Figure 3, we see that our
estimate of H is raw and erratic, so we look for a way to eliminate short-term fluctuations
and highlight long-term trends and patterns. In the following, we recall a method based on
variational calculus, introduced by Garcin [17], in which we can think of smoothing Ĥ as a
trade-off problem between a fidelity term and a smoothness penalty.
Let L(t, h(t), ḣ(t)) = (h(t) − Ĥ (t))2 + λḣ(t)2 , with λ ≥ 0 quantifying the smoothness.
We aim to minimize
Z

H = argmin

h∈C2 ([0,1];R) 0

1

L(t, h(t), ḣ(t))dt.

Let Ĥ : [0, 1] → R be C2 since h ∈ C2 , also L ∈ C2 , so we can apply the Euler–Lagrange
equation
∂
d ∂
L(t, h(t), ḣ(t)) −
L(t, h(t), ḣ(t)) = 0.
∂h
dt ∂ ḣ
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Figure 3. Raw estimate (blue) of a mBm generated with an exponential Hurst function (red)
2
H (t) = 0.2 + 0.6(et − 1)/(e − 1), with N = 28 observations and a window of length ε = 26.

The associated linear ODE can be solved with the method of variation of constants:


Z t
Z t
√ 
√
√ 
√
1
1
H(t) = et/ λ A − √
e−s/ λ Ĥ (s)ds + e−t/ λ B + √
es/ λ Ĥ (s)ds .
2 λ 0
2 λ 0
The parameters A and B have to be adjusted in order to fit the minimal quadratic
distance between H and Ĥ. In a discrete framework, let 0 = t1 < . . . < tn = 1 and
Ĥ (t1 ), . . . , Ĥ (tn ), and define the operator Φd , such that
√

e ti / λ
Φd Ĥ (ti ) = − √
2 λ

i

∑ e−t j /

j =0

√

√

t j +1 − t j −1
e − ti / λ
λ
Ĥ (t j )
+ √
2
2 λ

i

∑ et j /

√
λ

j =0

Ĥ (t j )

t j +1 − t j −1
.
2

We look for the unique function H : {t1 , . . . , tn } → R of the form

H : t 7→ Φd Ĥ (t) + Aet/

√
λ

+ Be−t/

√
λ

,

such that ∑in=1 (H(ti ) − Ĥ (ti ))2 is minimal. This is an ordinary least-square problem of
the form Y = Xa + u, where u is a residual, a = ( A, B)T , Y = ((1 − Φd ) Ĥ (t1 ), . . . , (1 −
Φd ) Ĥ (tn ))T and

√
√ 
e t1 / λ e − t1 / λ

 .
..
.
X=
.
 ..

e tn /

√

λ

e −tn /

√

λ

The solution is provided by the estimate â = ( X T X )−1 X T Y, for any finite λ > 0
and n > 1. After some computations, we find that the function H we are looking for is
characterized by
 


1
A
S2 Z1 − nZ2
=
,
B
S1 S2 − n2 S1 Z2 − nZ1
with

√

n
2ti / λ ,

S
=
e
∑
1

i
=
1

√

S = n e−2ti / λ ,
∑ i =1
2
√

Z1 = ∑in=1 eti / λ ( Ĥ (ti ) − Φd Ĥ (ti )),


√


Z2 = ∑in=1 e−ti / λ ( Ĥ (ti ) − Φd Ĥ (ti )).
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In the following simulations, we will use exponential smoothing as the baseline
method to compare the performances of the variational smoothing. Given a sequence
{ xt }t≥0 , and a smoothing factor 0 ≤ α ≤ 1, the exponential moving average is given by the
recursive formula
(
x0 ,
t = 0,
st =
αxt + (1 − α) xt−1 , t > 0.
Notice that, contrary to the variational method, here, the smoothing decreases as the
smoothing factor increases.
5. Accuracy Test
Consider the time interval [0, 1] discretized in N points; we use three accuracy metrics
to compare the two smoothing methods studied in the previous Section.
•

The mean integrated squared error, representing the average accuracy of the method:
R0 =

1
N

  
 2
i
i
H
−
H
.
∑
N
N
i =1
N

•

The average bias at t = 1, representing the ability of the technique not to create
artificial gaps at the border:
R1 = H(1) − H (1).

•

The average quadratic slope, determining to which extent the erratic estimate has
been smoothed:
  


N2 N
i
i−1 2
R2 =
H
−H
.
N − 1 i∑
N
N
=2

Generate a mBm trajectory on the time interval [0, 1] discretized in N = 28 points,
2
using H (t) = 0.2 + 0.6(et − 1)/(e − 1). Compute Ĥ on a window of ε = 26 observations,
and the smoothed estimates using λ = 0.02 and α = 0.04, chosen to obtain overall good
accuracy. The four curves are plotted in Figure 4.
The comparison of the two smoothing methods follows these steps:
1.
2.

3.
4.

Generate 100 mBm trajectories and compute the associated raw estimates.
Define a set of 200 logarithmically spaced (the variational smoothing method is
sensitive to small values of λ) parameters λ between decades 10−3 and 103 , and a
set of 200 evenly spaced parameters α between 0.02 and 0.07. Compute the smooth
estimates of the raw ones from the previous step.
For each smooth estimate, compute the three accuracy metrics.
For each parameter, compute the average metrics and visualize the results with plots:
R2 vs. R0 and R2 vs. R1.

From Figure 4, we observe that the variational method smooths the raw Hurst exponent
more accurately, since (almost all of the time) it is closer to H than the exponential smoothing
estimate. In particular, the exponential moving average slightly underestimates the raw
estimate after the initial part, both for low and high t. The method mitigates a value
with the preceding ones, which in this case are mostly lower since the exponential Hurst
exponent monotonically increases over time. This behavior seems more evident at the
boundaries of the time interval, while the smoothing in the middle part is more consistent
with the raw estimate.
The superior accuracy of the variational smoothing over the exponential moving
average can also be observed when comparing the three accuracy metrics in Figures 5 and 6.
We first note that, in all cases, the average quadratic slopes R2 vary monotonically within
the range of the parameters. Moreover, for a fixed R2 , the value of R0 is always closer
to zero for the variational smoothing; however, as the smoothing increases, the value of
R0 decreases only up to a certain value of λ, which we found to be approximately 0.08.
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Furthermore, R1 is lower than the one for exponential smoothing only if λ < 0.06. From
these observations, it follows that a good trade-off is to choose a small value for λ, and we
found a precise threshold to abide.
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Figure 4. Real Hurst exponent and its estimates.
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Figure 5. Averaged accuracy metrics R2 and R0 for the variational and exponential smoothing.

One more thing to notice is that the average bias in t = 1 is negative for both smoothing
methods and for all of the values of the parameters. Since its formula is simply R1 = H(1) −
H (1), this means that the techniques underestimate H (1), whatever the parameter, and
such behavior is probably inherent in the growing feature of the exponential Hurst function
used in the simulation. Finally, observe that, in general, the bias does not asymptotically
approach zero, because even if the smooth estimates converge toward the raw series for
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decreasing λ and increasing α, this does not imply that the raw series converges toward the
real Hurst function, since the raw estimate is independent of the choice of parameters λ
and α.
R2
0

0.5

1

1.5

2

2.5

3

0
Variational smoothing
Exponential smoothing
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-0.05
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-0.25

1000
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Figure 6. Averaged accuracy metrics R2 and R1 for the variational and exponential smoothing.

6. Simulation of Financial Data
In this section, we recall the procedure by Garcin [17] to forecast the trend of particular
financial assets, the foreign exchange rates. Let { X1 , . . . , Xn } be the time series of log
prices of a financial asset driven by a mBm. Let 0, δ, . . . , Tδ be the equispaced times,
and τ < T define the length of a sample in which we smooth the raw estimate Ĥ. For
t ∈ {0, . . . , T − τ }, we make successive out-of-sample predictions for X ((t + τ )δ), based
only on the knowledge of { X (sδ)}t≤s≤t+τ −1 .
1.
2.

Compute the smooth version {H(sδ)}t≤s≤t+τ −1 of the raw estimate { Ĥ (sδ)}t≤s≤t+τ −1 .
Forecast H((t + τ )δ) by means of a second-order Taylor expansion. Consider a smooth
function f on an equispaced grid with step h = 1, and approximate the first derivative
with the first order backward difference and the second derivative with the second
order backward difference:
f ( x + 1) ≈ f ( x ) + f 0 ( x ) +

1 00
f (x)
2

1
≈ f ( x ) + ( f ( x ) − f ( x − 1)) + ( f ( x ) − 2 f ( x − 1) + f (t − 2))
2
5
1
= f ( x ) − 2 f ( x − 1) + f ( x − 2).
2
2
Hence, applying the same rule for the smooth Hurst exponents, we obtain

H((t + τ )δ) =
3.

5
1
H((t + τ − 1)δ) − 2H((t + τ − 2)δ) + H((t + τ − 3)δ).
2
2

Estimate the scale parameter σ by Equations (5) and (6) in the case of the absolute
moment of order 1 and solving for σ
σ=N

H (t) 1

ε

r

π
2

ε −1

∑ |X (t − iδ) − X (t − (i + 1)δ)|.

i =0
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The raw estimation Ĥ and its smoothing H are distinct steps of the estimation procedure, but it is reasonable to assume that the time steps in both computations are the
same. Therefore, we can write the estimate of the scale parameter as
1
σ̂ =
τ
4.

r

π
2

t + τ −1

∑

s=t

| X (sδ) − X ((s − 1)δ)|
.
δH(sδ)

Estimate the underlying standard Bm W that appears in the definition of the mBm (2).
Firstly, notice that in this case t ≥ 0, so the first integral in the definition vanishes.
Moreover, since at the origin t of the time interval the mBm has to be 0, we translate
X by X (tδ), obtaining
Γ(H(sδ) + 1/2)
σ

p

Γ(2H(sδ) + 1) sin(H(sδ)π )

( X (sδ) − X (tδ)) =

Z s
0

((s − u)δ)H(sδ)−1/2 dW (uδ).

The integral on the rhs, call it I, can be approximated using the Riemann sum as
n

I≈

∑ ((s − ui−1 )δ)H(sδ)−1/2 (W (ui δ) − W (ui−1 δ)).

i =1

Moving the first δ on the other side and defining
Π(sδ) =

σ̂δH(sδ)−1/2

Γ(H(sδ) + 1/2)
p
,
Γ(2H(sδ) + 1) sin(H(sδ)π )

we can write
Π(sδ)( X (sδ) − X (tδ)) ≈

n

∑ (s − ui−1 )H(sδ)−1/2 (W (ui δ) − W (ui−1 δ)).

(7)

i =1

Now, since (s − ui−1 ) equals 1 when i = n, we can move the term W (sδ) − W ((s − 1)δ)
out from the series, obtaining
Ŵ (sδ) ≈ Ŵ ((s − 1)δ) + ( X (sδ) − X (tδ))Π(sδ)
s −1

− 1s>t

∑ [W (uδ) − W ((u − 1)δ)](s − u + 1)H(sδ)−1/2 .

u=t

5.

Recall that X is a log price, i.e., X (tδ) = log P(tδ), where P is the price of the financial
asset; thus, its increment can be written as
X ((t + τ )δ) − X ((t + τ − 1)δ) = log

P((t + τ )δ)
= r ((t + τ )δ),
P((t + τ − 1)δ)

where r is known as log return. We will exploit this relation to compute the forecasted
log price X ((t + τ )δ). However, first, we have to derive the formula for the log return.
Consider the increment of the mBm at time (t + τ )δ, then add and subtract X (tδ)
and rearrange the terms in order to reach a form resembling the left-hand side of
Equation (7) (with the term Π(sδ) moved to the right-hand side)

 

X ((t + τ )δ) − X (tδ) − X ((t + τ − 1)δ) − X (tδ) .
Applying (7) to the two terms and combining the two series, we arrive at the formula
for the log price
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t + τ −1

r ((t + τ )δ) =

∑

(t + τ − s + 1)H((t+τ )δ)−1/2
Π((t + τ )δ)

(t + τ − s)H((t+τ −1)δ)−1/2
−
.
Π((t + τ − 1)δ)



(Ŵ (sδ) − Ŵ ((s − 1)δ))

s=t

Notice that each time this procedure lets us compute a single future price; therefore,
we must apply it several times until we reach the horizon T.
6.1. One-Step Forecasting
We apply the forecasting procedure to several foreign-exchange rates versus the
Euro (USD/EUR, GBP/EUR, etc.). Prices were observed every 15 min from 7 March to
7 September 2016 (ca. 12900 observations). For each series, the raw estimate Ĥ of the Hurst
exponent is computed with a window of ε = 26 observations. Recall that this formula does
not introduce unfairness in the forecast since it is only based on preceding observations. We
compute the smooth estimate H on a sample of τ = 48 raw estimates (12 h) using λ = 0.02.
In Figure 7, notice that H may vary significantly even in a small time span of 12 h: a
strong justification to use the mBm to analyze financial time series.
1
0.9
0.8

Hurst exponent

0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
20:30

22:30

00:30

02:30

04:30

06:30

08:30

Time

Figure 7. Raw Hurst exponent estimate (blue) and smoothed estimate (red) for the USD/EUR
exchange rate, from 20:30 on 6 April to 8:30 on 7 April 2016.

As a measure to check the goodness of the results, we compute the hit ratio, which
is the proportion of times in which the trend is correctly forecasted. Results are shown
in Table 1. All of the hit ratios are above 50%, but while they are near to an average of
59.3% in the case of the raw series, they are considerably better in the case of the variational
smoothing, with an average of 71.6%.
Let us also consider the behavior of the hit ratio conditionally to the Hurst exponent. In
particular, for each currency, we consider the time series of the forecasted Hurst exponents
computed during the forecasting procedure, then sort it in ascending order. Therefore, the
first values are the ones near to 0, the last ones being closer to 1. Then we split the interval
[0, 1] into 20 subintervals of length 0.05 and compute the hit ratio for each one of them,
which counts how many forecasted Hurst exponents lie in each interval and for how many
of them the forecast is good, i.e., for how many of them the trend of the corresponding
forecasted exchange rate has the same sign as the trend of the real exchange rate.
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Table 1. Values of the hit ratio for each currency used in the tests, computed for the raw series
(column Ĥ) and for the smoothed estimate (column H). Data from 7 March to 7 September 2016.

Currency vs. Euro

Ĥ

H

AUD/EUR
CHF/EUR
GBP/EUR
JPY/EUR
SEK/EUR
SGD/EUR
USD/EUR

59.5%
57.5%
59.6%
60.4%
58.1%
58.5%
59.8%

72.3%
68.5%
71.8%
73.4%
70.2%
70.5%
73.3%

The results of this procedure are shown in Figure 8. We underline that value 0.5 of the
Hurst exponent basically divides the plots into two parts. For values lower than 0.5, the hit
ratios are usually low, while for values higher than 0.5, the hit ratios are high almost every
time. Since such scenarios happen for all of the currencies, we can reasonably state that
if the estimates for the Hurst exponents are higher than the threshold, the predictions are
more reliable, as indeed confirmed in the literature, see, e.g., [18].
A possible explanation for this phenomenon relies on the fBm properties. Indeed,
this process is characterized by long memory when the Hurst index is greater than 0.5,
contrary to lower values. Moreover, for some of the currencies, we can notice that the hit
ratio decreases as the Hurst exponent approaches value 1. Such high values of the Hurst
exponent correspond to a process with a very long memory; hence, for a forecast to be
reliable, it should be computed using many observations in the past; that is, we should use
a very large window in the forecasting procedure.

Figure 8. USD/EUR. The frequency with which the model correctly forecasts the sign of the return
(i.e., the trend), as a function of the local Hurst exponent. Data from 7 March to 7 September 2016.

In Table 2, we report the most common measures of errors ei = yi − ŷi between
the observed values yi and the predicted values ŷi . Namely, the mean absolute error
MAE = n1 ∑ |ei |, the mean-square error MSE = n1 ∑ ei2 , the root-mean-square error
√
RMSE = MSE, and the relative error η = kek2 /kyk2 . The low orders of magnitude
of the errors are determined by two concurrences. Firstly, recall that the prices in the time
series are observed every 15 min; thus, they vary by a small amount at each time step.
For example, in the case of USD/EUR, the average variation between adjacent prices is
3.3 × 10−4 , and the standard deviation of the prices is 4.1 × 10−4 . Secondly, recall that the
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method uses a window of past prices to predict only one future price; hence, it is reasonable
to think that the forecasted value will not be so far away from the current price, as seen in
Figure 9.
For the sake of completeness, let us underline that a limited time window may not
allow for robust results. This could occur for many reasons, such as, e.g., market manipulations or a financial crisis. Therefore, testing on different time windows allows for
improving the reliability of the results. Analogously to what we have previously done, we
apply our forecasting procedure to both GBP/EUR and USD/EUR time series, but consider
a significantly larger window, namely from 2016 to 2021. Prices are observed every 15 min
from 3 January 2016 to 31 December 2021, for a total of about 153,000 samples. The raw
estimate Ĥ of the Hurst exponent is computed exploiting a window of ε = 26 observations,
while the smooth estimate H is derived considering a sample of τ = 48 raw estimates (12 h)
using λ = 0.02.
Table 2. Various measures of the differences between the observed values and values predicted by
the model incorporating the variational smoothing method. Data from 7 March to 7 September 2016.

Currency vs. Euro

MAE

MSE

RMSE

Relative Error

AUD/EUR
CHF/EUR
GBP/EUR
JPY/EUR
SEK/EUR
SGD/EUR
USD/EUR

1.0 × 10−4
3.2 × 10−5
5.7 × 10−5
9.3 × 10−3
3.3 × 10−4
5.7 × 10−5
5.3 × 10−5

1.7 × 10−7
5.1 × 10−9
1.8 × 10−8
3.8 × 10−4
4.7 × 10−7
1.1 × 10−8
1.3 × 10−8

4.2 × 10−4
7.1 × 10−5
1.3 × 10−4
2.0 × 10−2
6.9 × 10−4
1.1 × 10−4
1.1 × 10−4

2.8 × 10−4
6.5 × 10−5
1.7 × 10−4
1.6 × 10−4
7.4 × 10−5
7.0 × 10−5
1.0 × 10−4

1.13

Forecasted
Real

1.125

Exchange rate

1.12
1.115
1.11
1.105
1.1
1.095
7015

7020

7025

7030

7035

7040

7045

7050

7055

7060

Time

Figure 9. USD/EUR. Comparison between the forecasted and real prices.

As before, in Table 3 we show the hit ratio to measure the goodness of the results.
Note that, differently from what was already reported, this time we have one value for
each year of analysis. Again, all of the hit ratios are above 50%, and are considerably better
in the case of variational smoothing, with percentages similar to what we obtained in the
previous test.
In Figure 10, we consider the behavior of the hit ratio conditionally to the Hurst
exponent. Moreover, in this simulation, the value H = 0.5 divides the plots into two parts,
with low hit ratios on the left and high values on the right. Results confirm that predictions
are more reliable if the estimates for the Hurst exponents are higher than the threshold, but
with a tendency to decrease in the case of very long memory, i.e., as H → 1.

Symmetry 2022, 14, 1657

16 of 18

Finally, in Table 4, we present the measures of errors between the observed and
predicted values for the time series USD/EUR. Errors are similar to the ones obtained in
the previous test, with smaller values, especially for the year 2019.
Table 3. Yearly values of the hit ratios for GBP and USD, computed for the raw series (column Ĥ)
and the smoothed estimate (column H).

GBP/EUR

Year
2016
2017
2018
2019
2020
2021

USD/EUR

Ĥ

H

Ĥ

H

59.4%
58.3%
57.5%
58.4%
59.8%
59.6%

71.8%
70.5%
69.2%
70.7%
71.8%
71.7%

60.2%
61.0%
60.4%
59.6%
60.7%
61.2%

73.5%
75.0%
73.9%
72.6%
74.9%
74.9%

Figure 10. USD/EUR. The frequency with which the model correctly forecasts the sign of the return
(i.e., the trend), as a function of the local Hurst exponent.
Table 4. USD/EUR. Yearly measures of the differences between the observed values and the values
predicted by the model incorporating the variational smoothing method.

Year

MAE

MSE

RMSE

Relative Error

2016
2017
2018
2019
2020
2021

6.0 × 10−5

1.4 × 10−8

1.2 × 10−4

5.3 × 10−5

1.2 × 10−8

1.1 × 10−4

5.7 × 10−5
3.6 × 10−5
5.8 × 10−5
4.6 × 10−5

9.8 × 10−9
4.5 × 10−9
1.0 × 10−8
8.0 × 10−9

9.9 × 10−5
6.7 × 10−5
1.0 × 10−4
9.0 × 10−5

1.1 × 10−4
9.7 × 10−5
8.4 × 10−5
6.0 × 10−5
8.9 × 10−5
7.6 × 10−5

6.2. Multi-Step Forecasting
In the previous test, each future price was computed using a window of past observations. In the following, we attempt a more challenging task, using past predictions to
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compute new ones; in particular, using a sliding window containing both observations and
predictions. There are two main possibilities to run such a procedure: (1) train a model
on past real data to then predict multiple future data at once, which is the typical machine
learning approach; (2) adopt a multi-stage prediction solution that consists of computing one
future value at a time, using the new data to compute the following ones.
Adopting the same parameters as in the previous test, we implemented the latter
approach to compute 24 future prices (6 h). Figure 11 depicts both the real and the forecasted
prices for the USD/EUR in a time frame of about 700 time steps, with the smaller range
shown in Figure 9. This time, the model was not able to capture the price variation, but
rather it acted as a sort of piecewise approximation of the path, where changes in height
correspond to the start of a new multi-step window (marked in the figure with black circles).

1.14

Forecasted
Real
Multi-step starting point

1.135

Exchange rate

1.13
1.125
1.12
1.115
1.11
1.105
1.1
6900

7000

7100

7200

7300

7400

7500

7600

Time

Figure 11. USD/EUR. Comparison between the forecasted and real prices.

With respect to the one-step forecasting, the errors MAE = 1.3 × 10−3 and
MSE = 5.6 × 10−6 are bigger by two orders of magnitude, while RMSE = 2.4 × 10−3 and
the relative error = 2.1 × 10−3 are about twenty times bigger. Moreover, the hit ratio has
drastically worsened, dropping at 51.1%.
The poor performance of the multi-stage approach is likely due to two factors:
1.
2.

The fast variation of H in time (as seen in Figure 7), which seems to be hard to catch
with this approach.
A flaw inherent in the very nature of the multi-stage prediction: the propagation of
errors. This approach uses past predicted values to compute new ones, so previous
errors are propagated into future predictions.

7. Conclusions
In this work, we studied a method based on the absolute moment of order 2 to obtain
a raw estimate of the mBm Hurst exponent. To reduce the noise of the estimate and move
closer to the real Hurst function, we studied a smoothing method based on variational
calculus and compared it with exponential smoothing, which turned out to be (globally) less
accurate. In particular, we found a threshold of 0.06 for the penalizing parameter λ. Below
this value, the variational smoothing is always more accurate than the exponential one. We
believe this finding represents a step forward in the understanding of financial dynamics,
offering a robust tool that can be possibly used as a teammate of other approaches based
on more classical stochastic process frameworks.
After deploying all of the necessary tools, we also considered a procedure to forecast
foreign exchange rates. We applied it in both a one-step and a multi-step approach,
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assessing the goodness of the results with the hit ratio and other widespread measures of
errors. Analyzing the relationship between the hit ratio and the local Hurst exponent, it
turned out that in the presence of long-range dependence, in particular for 0.5 < H < 0.9,
making some predictions on the Forex market is quite promising since the hit ratio is
usually higher than 50%. However, the same does not apply to the multi-stage prediction
test, in which the model was not able to capture the variation of the prices.
Future research will be based on refinements of the formulas we derived for the
raw estimate of H, as well as for the forecast value H((t + τ )δ). Analogously, we aim
at improving the results we obtained for the multi-step forecasting by implementing
optimization algorithms, e.g., the stochastic gradient descent to find the model’s parameters,
minimizing the approximation error. Finally, it would be interesting to replace the timevarying Hurst exponent with a stochastic process, which is to study the multi-fractional
process with a random exponent; hence, generalizing the mBm approach.
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