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Abstract—The integrity and reliability of Landing Gear Sys-
tems (LGSs) are crucial for aircraft safety. However, the scarcity
of real-world fault data hinders the creation of effective Predictive
Maintenance (PdM) strategies, especially those that rely on mod-
ern Machine Learning (ML) techniques. As a result, this article
presents GAIA: the first comprehensive pipeline that enables the
creation of digital twins to support PdM in the aviation domain.
Specifically, combining multi-physics modeling and data-driven
techniques, GAIA allows learning models to achieve superior
performance in fault detection and diagnosis tasks. As a use case,
we consider a LGS system, and introduce DSLG D/R, a novel
dataset specifically designed for LGS fault classification, created
in collaboration with Leonardo S.p.A. Our results demonstrate a
significant 10.56% improvement in fault classification accuracy
compared to other data augmentation methods. To further
demonstrate the applicability of our method, we also evaluated
it on the Electrical Fault dataset, a well-established benchmark
for the diagnosis of power system faults, highlighting the GAIA
versatility across different critical safety domains. The code and
dataset are available at https://github.com/esd-univr/GAIA.

Index Terms—Aircraft Systems, Fault Classification, Genera-
tive Al, Data Augmentation, Digital Twin.

I. INTRODUCTION

The Landing Gear System (LGS) is one of the most
critical components of an aircraft, responsible for safe take-
off, landing, and taxiing operations [1]. The integrity of LGS
is paramount because any failure can lead to catastrophic
consequences, compromising the safety of the aircraft and the
lives of its passengers and crew. Traditionally, the maintenance
of LGSs has been based on time-based schedules, where com-
ponents are inspected and replaced according to predefined
intervals. Although this approach effectively prevents failures,
it is often too conservative, leading to unnecessary downtime
and maintenance costs [2].

As a consequence, today, the time-based maintenance ap-
proach for aeronautical systems is under a significant paradigm
shift [3]. By 2035, Condition-Based Maintenance (CBM) is
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Figure 1. The four-stage GAIA pipeline for enabling the creation of
aircraft digital twin. Specifically, GAIA integrates physics-driven simulations
with GenAl-augmented data to improve model robustness and accuracy.
Furthermore, we build DSLG D/R, a novel and accurate physics-driven
dataset specifically designed for LGS fault classification in collaboration with
Leonardo S.p.A.

expected to become the industry standard, with a further tran-
sition towards Predictive Maintenance (PdM), leveraging Ar-
tificial Intelligence (Al) algorithms for real-time health moni-
toring [4]. This shift promises significant improvements in air-
craft maintenance efficiency, cost-effectiveness, and safety [5].
However, its success depends on a critical factor: the avail-
ability of comprehensive and high-quality data that accurately
represents both normal operations and fault conditions [6].
Motivations for this work: The primary challenge to
the widespread adoption of CBM for aircraft systems is the
limited availability of real-world fault data [6], [7]. This is
because collecting such data is not only expensive but also
fraught with safety concerns, as deliberately inducing faults in
operational systems is not feasible. Consequently, the aviation
industry has increasingly relied on simulation as a crucial
way to generate data to support maintenance strategies [8],
[9], [10]. Simulations offer a controlled environment where
deterministic fault scenarios can be engineered based on
known physical principles and system behaviors, ensuring
safety while providing valuable data for model development.
Although high-fidelity simulations can generate determin-
istic data following specific rules and conditions, they may
not fully represent the variability and unpredictability of
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real-world operations [11], [12]. In this context, GenAl can
be crucial in bridging this gap by generating more diverse
and realistic data. Introducing realistic variations helps align
simulated environments with real-world conditions, enhancing
the robustness and generalizability of learning models.

However, while GenAl has potential, its effectiveness de-
pends on the availability of diverse and accurate fault data.
If the initial dataset lacks faulty data, generative models may
struggle to establish a reliable basis for producing realistic
fault scenarios, as they require meaningful input to generate
plausible outputs.

Innovations in this work: As a result, we propose GAIA:
the first comprehensive pipeline to allow the creation of digital
twins to support PdM in the aircraft domain, shown in Fig-
ure 1. Specifically, GAIA introduces: i) the first benchmark for
LGS and ii) an effective method to enhance these data through
GenAl, meeting rigorous standards of aerospace grade.

DSLG D/R is a novel and accurate physics-driven dataset
designed for LGS complex multiclass fault classification in
collaboration with Leonardo S.p.A., a leading international
aerospace company. Our commitment to providing reliable,
high-quality datasets is directly aligned with research and in-
dustry demands. Furthermore, to enrich our multi-physics data,
we design and train a GenAl model, specifically a Conditional
Generative Adversarial Network (C-GAN), ensuring that the
generated data accurately captures the variability observed in
real-world simulations. Despite its importance and widespread
use, data augmentation for LGS has received limited attention
in the literature, and this article represents one of the first
comprehensive studies on this topic.

Our results show that following the proposed pipeline, we
are able to achieve a significant 10.56% improvement in the
accuracy of fault classification on the DSLG D/R dataset,
validating GAIA as a practical approach to reach PdM in the
aircraft domain. To demonstrate the practical applicability of
GAIA beyond its initial scope, we evaluated its performance
on the Electrical Fault dataset [13], a recognized benchmark
for the diagnosis of power system faults.

The main contributions of this article are:

1) DSLG D/R, a novel and accurate physics-driven dataset
for LGS, addressing the critical need for comprehensive
fault data in aircraft maintenance.

2) The empirical demonstration of how GenAl data aug-
mentation improves sample quality and diversity, leading
to improved performance across various learning-based
models for fault detection and classification.

3) The validation of GAIA as a practical and generaliz-
able approach for PdM, demonstrating its applicability
beyond the avionic domain.

II. RELATED WORKS

A. Digital Twin for Predictive Maintenance

The aviation industry is undergoing a paradigm shift in
maintenance strategies, moving from time-based protocols
to advanced CBM and PdM protocols [5]. This shift aims
to improve operational efficiency and safety while reducing

costs [3]. In 2022, global maintenance expenses reached $76.8
billion, accounting for 10.9% of total operating costs of
airlines [14]. The current time-based approach often results in
excessive or insufficient maintenance, leading to unnecessary
costs or potential safety risks.

Digital twin technology is emerging as a key enabler in this
transformation. A digital twin is a virtual representation that
accurately mirrors a physical system, continuously updated
with real-time data from its physical counterpart [11]. This
dynamic model enables predictive capabilities and supports
decision-making through a two-way interaction between vir-
tual and physical versions. Using real-time data and advanced
analytics, digital twins in predictive maintenance allow deci-
sions to be based on the actual condition of aircraft compo-
nents rather than fixed schedules. The proposed approach has
the potential to significantly reduce maintenance costs and im-
prove safety through timely interventions. For example, digital
twins can predict component failures, optimize maintenance
schedules, and reduce aircraft downtime.

Despite these promising prospects, the adoption of digital
twin technology for predictive maintenance in aerospace faces
two main challenges.

Limited availability of public datasets and models: The
availability of relevant specific datasets for aircraft components
such as LGS remains limited. Most companies are reluctant to
share proprietary data, which poses significant challenges in
validating models and replicating studies. The C-MAPSS data
set [15] is one of the few available resources that serves as
a reference point in the aeronautical domain, but this scarcity
restricts the diversity and scope of research.

Data imbalance issues, particularly the scarcity of
failure data: For algorithms to be practically effective, they
require well-labeled and high-quality data. However, due to
the infrequency of failures in aircraft systems, datasets are
often imbalanced, with normal operation data significantly
outweighing failure instances [16]. This imbalance poses a
challenge for learning algorithms, making it difficult to accu-
rately detect and predict less frequent failure patterns.

It is imperative to address these two challenges to unlock the
full potential of digital twins to support PAM. This article fo-
cuses on precisely these issues, overcoming them through the
proposal of DSLG D/R, an open-source, novel, and accurate
dataset for LGS fault classification and GAIA, an innovative
data augmentation technique to improve the cardinality of
datasets with realistic and in-distribution samples.

B. Standard Data Augmentation Techniques

Data augmentation is a widely used technique that aims
to increase the size and diversity of datasets. The concept
originated in computer vision, where techniques such as image
flipping, cropping, and rotation were used. These methods
expanded the datasets and introduced variability to improve
model training [17]. This approach allows for improved model
generalization by introducing variations in the data, enabling
models to learn from more diverse samples.
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In recent years, data augmentation has also gained attention
in other domains, including time series. Time-series data
present unique challenges due to their temporal structure and
dependencies between consecutive points, which limit the
direct application of traditional augmentation techniques from
other fields. Consequently, in time series, the objective is to
maintain the temporal correlations and patterns intrinsic to the
data while introducing variability that improves model robust-
ness. In particular, traditional data augmentation methods for
time series include the following.

Gaussian noise: This augmentation involves adding ran-
dom noise, often Gaussian, to time series data to mimic real-
world sensor inaccuracies and measurement fluctuations. This
technique improves the robustness of predictive models by
exposing them to a wider range of possible input scenarios.
These simulated conditions might not be present in the original
dataset but could occur in actual operations.

Magnitude time warping: This method involves stretch-
ing or compressing time series data segments to simulate
variations in temporal patterns. Altering the time scale of the
data segments can help predictive models learn to recognize
patterns across different time scales, enhancing their ability to
generalize from training data to real-world situations where
operational conditions might vary.

Slicing and windowing: The creation of new samples
from selected segments of time series data ensures that crit-
ical patterns are maintained while potentially expanding the
dataset. This approach is beneficial for ensuring that significant
events or anomalies within the time series are captured and
represented in the training samples, enhancing the model’s
ability to detect and react to similar events in future data.

Scaling: This approach involves adjusting the amplitude
or intensity of the time series data, which can be applied
uniformly throughout the dataset or selectively to specific
segments. Scaling helps normalize data from different sensors
or operational conditions, ensuring that the predictive model
is not biased by amplitude variations that are unrelated to the
modeled underlying system behaviors.

Although these techniques are effective, they may not
introduce the complex variability necessary to represent real-
world dynamics [18], which is crucial in the aircraft domain.

C. Learning-Based Data Augmentation Techniques

Recent advances in Deep Learning (DL) have led to the
development of more sophisticated approaches for augmenting
time series data [19]. In particular, GenAl-based models, such
as Variational Auto-Encoder (VAE), Generative Adversarial
Network (GAN), and diffusion models, have demonstrated
significant effectiveness.

VAEs: A VAE [20] is a generative model that learns
a latent representation of the data. It encodes the input data
into a lower-dimensional latent space and then decodes it to
reconstruct the original input. The latent space is assumed
to follow a simple distribution, such as a Gaussian, which
allows VAE to generate new data points by sampling from

this distribution and decoding them. This process helps VAE
capture the underlying structure and patterns in the data.

However, a key drawback of VAE in the context of time
series is its tendency to produce overly smooth reconstructions,
which may fail to preserve sharp temporal variations or abrupt
transitions critical to accurately modeling real-world time
series [21]. This issue stems from the reconstruction loss
prioritizing global similarity over local dynamics, which can
reduce the fidelity of fine-grained temporal patterns.

GANs: A GAN [22] is a DL architecture consisting of
two neural networks: a generator and a discriminator. The
generator creates new data samples while the discriminator
evaluates their authenticity. These two networks compete in
a game-like setting, with the generator trying to produce
data indistinguishable from real data and the discriminator
trying to identify fake data correctly. The generator learns
to generate highly realistic and diverse data through this
adversarial process.

In this article, we opt for GAN over VAEs because GANs
excels at generating realistic, high-fidelity samples, especially
in complex, multimodal data distributions typical of real-world
fault scenarios [23].

Diffusion models: Recently, a new type of generative
models, i.e., diffusion models [24] and their conditional vari-
ants [25], have shown great potential in image generation
capabilities and have achieved impressive results in fields such
as text-to-image [26], image super-resolution [27], and image
translation [28]. Specifically, diffusion models are deep gener-
ative models inspired by non-equilibrium thermodynamics that
allow rich latent spaces to be sampled to generate meaningful,
realistic data.

Although diffusion models are emerging as a promising
alternative, they currently lack maturity in time series anal-
ysis [29]. This is primarily due to the absence of direct
semantic correspondences in most time series datasets, which
often leaves time series diffusion models without meaningful
guidance during the generation process, such as the text or
label guidance commonly used in image diffusion models.

As a result, when comparing GAN time series augmentation
capabilities with other learning-based methods, our choice of a
GAN-based approach is strategic and effective. GANs excel in
generating high-quality and diverse samples while preserving
the underlying data distributions, a critical factor for safety-
critical aerospace applications such as LGS, representing the
optimal choice to improve our dataset while meeting the
rigorous demands of aerospace systems.

III. METHOD

In this article, we used a C-GAN [30] to address the
challenge of generating more diverse and realistic data. In
particular, C-GAN, an extension of GANs, is a class of
neural networks that generate new data samples conditioned
on auxiliary information, which can be labels or other forms
of data. In this way, the C-GANs models allow the generation
of synthetic data tailored to specific conditions, thus enhancing
the diversity and representativeness of the training dataset.
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A. C-GAN Architecture

Formally, our architecture consists of two main components:
the generator G and the discriminator D. The generator GG
aims to generate realistic data samples = given a condition
y, while the discriminator D aims to distinguish between real
data samples and those generated by G, conditioned on y.

Specifically, the generator G takes as input a random noise
vector z ~ N(0,I) and the condition (y). It outputs a
generated data sample X = G(z,y). Then, the discriminator
D receives as input either a real data sample x paired with
the condition y or a generated data sample X paired with the
same condition y, and outputs a probability D(x, y) indicating
whether the sample is real or fake.

The loss functions for G and D are defined as follows:

LD = - Ex,y[logD(X’ Y)]
— ]Ez,y[log (1 - D(G(Zv Y)7 Y))] ’
EG :Z—JEmyUOgl)U?(Z,y),y)], (2)

where [ is the expected value.

Specifically, Ey y[log D(x,y)] represents the expected
value of log D(x,y) in the joint distribution of real data x
and the condition y.

Instead, E, y[log(1 — D(G(z,y),y))] represents the ex-
pected value of log(l — D(G(z,y),y)) over the joint dis-
tribution of the noise vector z and the condition y.

(D

B. GAIA Data Augmentation

After training the C-GAN model, we utilize the trained
generator G to augment our datasets. By sampling from the
noise distribution z ~ N(0, ) and conditioning on different
y values, we generated additional synthetic data samples
X =G(z,y).

These synthetic samples were incorporated into the original
dataset D, resulting in an augmented dataset D’ used for future
training and evaluation of learning models.

Unlike traditional augmentation techniques such as Gaus-
sian noise or magnitude warping, our proposed C-GAN can
capture complex relationships and dependencies within the
data. This behavior is critical in avionic time series, where in-
teractions between variables can be intricate and non-obvious.

C. Our DSLG D/R Dataset

The system used to generate the DSLG D/R dataset sim-
ulates the operation of an aircraft LGS, modeled in Sim-
scape [31] using SimMechanics and SimHydraulics, shown
in Figure 2. The system includes two primary actuators: the
Main Actuator, responsible for deployment and retraction, and
the Lock Actuator, which locks and unlocks the LGS.

The actuators are controlled by a  Propor-
tional-Integral-Derivative (PID) controller that manages
both deployment/retraction and locking/unlocking, with
transitions between these phases being handled by a
supervisory state machine composed of four states: deploy,
retract, lock, and unlock. The system operates under hydraulic
supply pressure, which powers both actuators, accounting
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Figure 2. View of the Simscape model illustrating the LGS. Each block
represents a specific component or subsystem and can be further decomposed
into sub-blocks. These sub-blocks use mathematical equations to model the
behavior of individual mechanisms, including equations that define various
fault types used to generate faulty simulations.

for realistic mechanical and hydraulic dynamics during
normal and faulty operation modes. Sensors measure actuator
positions, pressures, and velocities for each actuator.

The dataset consists of 448 multivariate time series sim-
ulations, each spanning 40 seconds and sampled at 1 kHz,
resulting in 40,001 time steps per simulation (including the
initial step at t = 0). Each simulation includes data from 7
channels that represent different measurements of the system.
Specifically:

e Time

The time variable tracking the 40 seconds.
e MainActuatorPos

The position of the main actuator.
e MainActuatorPressure

The pressure within the main actuator.
e MainActuatorVelocity

The velocity of the main actuator.
o LockActuatorPos

The position of the lock actuator.
o LockActuatorPressure

The pressure within the lock actuator.
o LockActuatorVelocity

The velocity of the lock actuator.

The dataset is divided into 224 healthy simulations and 224
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Figure 3. Distribution of healthy and faulty simulation samples by class

within the DSLG D/R dataset.

faulty simulations (see Figure 3), which are categorized into
the following different types of failures:

o [Label 0] Healthy
Normal operation of the system.

e [Label 1] Combined Fault (71 simulations)
Simultaneous faults in both the main and the lock mech-
anisms.

e [Label 2] Main Friction Fault
Faults in the main actuator.

o [Label 3] Lock Friction Fault
Faults in the lock actuator.

o [Label 4] Hydraulic Supply Fault (11 simulations)
Faults in the hydraulic system that affect the supply
pressure.

(224 simulations)

(71 simulations)

(71 simulations)

D. DSLG D/R Statistical Analysis

We performed a statistical data analysis to provide more
technical details about our DSLG D/R dataset and validate it.

First, we account for any null values or duplicates present
at the same time ¢. Next, we visually and numerically analyze
the distribution of S(x,t). As the second step, we test the
stationarity of the time series using the Augmented Dickey-
Fuller (ADF) test [32]. The results indicate that the time series
considered in this study are stationary, allowing us to proceed
with the correlation analysis directly on the raw data without
additional preprocessing steps (e.g., detrending).

Given stationarity, we can perform a linear correlation
analysis between the dataset’s features, as the distribution is
time-invariant, which supports standard statistical analysis and
modeling. For this purpose, we employ Pearson’s correlation
coefficient p, defined as:

_ cov(X,Y)

OX0y

3)

where X and Y are random variables, cov denotes the co-
variance, ox is the standard deviation of X, and oy is the
standard deviation of Y.

The correlation matrix reveals a strong positive correlation
between the position, pressure, and velocity of the main

and locking actuators. These results suggest that the actu-
ators’ movements are highly synchronized, with changes in
one actuator’s position leading to corresponding adjustments
in pressure and velocity within both actuators. In addition,
the matrix indicates a moderate positive correlation between
the main and lock actuator positions, suggesting coordinated
movement.

These findings highlight the interconnectedness of the com-
ponents and their crucial role in the system’s overall per-
formance, demonstrating that our multi-physics DSLG D/R
dataset represents, at best, the mechanics and behavior of a
LGS.

IV. EXPERIMENTS

Models details: In our experiments, we evaluate the
performance of the various augmentation techniques using
two widely recognized Machine Learning (ML) classification
models: Support Vector Machine (SVM) [33] and k-Nearest
Neighbour (k-NN) [34]. Furthermore, we also implement
two common Deep Neural Network (DNN) architectures: a
Convolutional-1D Neural Network (Conv-1D) and an Multi-
Layer Perceptron (MLP).

The Conv-1D model comprises two convolutional layers,
followed by a ReLU activation function. Then, a pooling layer
is applied, and the result is flattened before being passed to
the fully connected layer.

For MLP, the input is flattened and passed through five fully
connected layers, each followed by batch normalization, ReLU
activation, and dropout.

Instead, C-GAN consists of a generator and a discriminator.
Specifically, the conditional generator inputs both a noise
vector and class labels. The labels are then embedded into a
continuous space using an embedding layer. These embeddings
are then concatenated with the noise vector and passed through
three fully connected layers. The first two layers apply ReLU
activation functions, while the final layer applies a Tanh
activation function to produce the generated output. Like the
generator, the conditional discriminator first embeds the class
labels, which are then concatenated with the input data. The
concatenated input passes through three fully connected layers.
The first two layers use ReLU activations, while the final layer
uses a Sigmoid activation function to output a probability score
indicating whether the input is real or generated.

Datasets details: To effectively showcase the capabilities
of GAIA, we begin our experiments with our DSLG D/R; see
Section III-C for more details. We performed an 80-20 train-
test split, resulting in 358 samples for training and 90 samples
for testing.

To further validate the effectiveness of GAIA, we applied
it to the challenging task of fault classification in electrical
power system transmission lines, using the well-established
Electrical Fault dataset [13]. In this dataset, the inputs include
three voltages, three currents corresponding to the respective
three phases, and ten different types of faults and no-fault
conditions. The training set consists of 6,288 input samples,
while the test set has 1,573 samples.
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Table 1
ACCURACY (A), PRECISION (P), RECALL (R), AND F1 SCORE (F1) OF THE SUPPORT VECTOR MACHINE (SVM), CONVOLUTIONAL-1D NEURAL
NETWORK (CONV-1D), AND MULTI-LAYER PERCEPTRON (MLP) MODELS ON THE DSLG D/R DATASET. WE COMPARE THE RESULTS BETWEEN THE
VANILLA MULTI-PHYSICS, VANILLA MULTI-PHYSICS + GAUSSIAN NOISE, VANILLA + MAGNITUDE TIME WARPING, AND VANILLA MULTI-PHYSICS +
C-GAN AUGMENTATION. IN BOLD, THE BEST RESULTS. UNDERLINED, THE SECOND BEST.

| SVM | Conv-1D | MLP
Dataset | At | Pt | RT | F1+ | At | Pt | RT | FI+ | AT | Pt | RT | F11
DSLG D/R 64.44 | 0.537 | 0.644 | 0.582 | 76.66 | 0.738 | 0.766 | 0.745 | 84.44 | 0.904 | 0.844 | 0.855
DSLG D/R + Gaussian 66.67 | 0.467 | 0.666 | 0.545 | 81.11 | 0.813 | 0.811 | 0.766 | 86.66 | 0.888 | 0.866 | 0.869
DSLG D/R + Magnitude 65.56 | 0.547 | 0.655 | 0.591 | 76.66 | 0.766 | 0.766 | 0.765 | 65.55 | 0.678 | 0.655 | 0.651
DSLG D/R + C-GAN (ours) | 71.11 | 0.715 | 0.711 | 0.698 | 82.22 | 0.730 | 0.822 | 0.761 | 93.33 | 0.940 | 0.933 | 0.931
Table 11

ACCURACY (A), PRECISION (P), RECALL (R), AND F1 SCORE (F1) OF THE SVM, K-NEAREST NEIGHBOUR (K-NN), AND MLP MODELS ON THE
ELECTRICAL FAULT DATASET. WE COMPARE THE RESULTS BETWEEN THE VANILLA MULTI-PHYSICS, VANILLA MULTI-PHYSICS + GAUSSIAN NOISE,
VANILLA + MAGNITUDE TIME WARPING, AND VANILLA MULTI-PHYSICS + C-GAN AUGMENTATION. IN BOLD, THE BEST RESULTS. UNDERLINED, THE
SECOND BEST.

| SVM | k-NN | MLP
Dataset | A+ | Pt | Rt | F1t | At | P+ | Rt | F11| A+ | Pt | Rt | F11
Elect. Fault 7470 | 0716 | 0.747 | 0.721 | 79.72 | 0.790 | 0.797 | 0.793 | 79.97 | 0.714 | 0.799 | 0.747
Elect. Fault + Gaussian 75.37 | 0.726 | 0.753 | 0.730 | 78.70 | 0.785 | 0.787 | 0.785 | 80.92 | 0.852 | 0.809 | 0.776
Elect. Fault + Magnitude 73.30 | 0.696 | 0.733 | 0.706 | 79.40 | 0.787 | 0.794 | 0.789 | 76.66 | 0.777 | 0.766 | 0.727
Elec. Fault + C-GAN (ours) | 76.48 | 0.737 | 0.764 | 0.741 | 82.01 | 0.812 | 0.820 | 0.815 | 81.05 | 0.798 | 0.810 | 0.802

Training details: All the code is implemented in Py-
Torch [35]. We trained all our classification models for 100
epochs, with a learning rate of 1 x 10~3, using Adam [36] as
the optimizer, on an NVIDIA RTX 3090. Instead, we train our
C-GAN model for 500 epochs, with a learning rate of 1x 1075,
betas of (0.5,0.999), always using Adam as an optimizer, on
an NVIDIA RTX 3090.

A. Results on the DSLG D/R Dataset

To evaluate the effectiveness of our GAIA data augmenta-
tion solution, we compared the results on the vanilla multi-
physics, vanilla multi-physics + Gaussian noise, vanilla +
magnitude time warping, and vanilla multi-physics augmented
with the C-GAN model. The results are summarized in Table I,
showing the accuracy (A), precision (P), recall (R), and F1
scores.

The vanilla multi-physics dataset alone yields the lowest
performance across all evaluation metrics. These results were
expected, as relying solely on the original data limits the
model’s ability to generalize, especially when faced with the
complexity of avionic complex real-world systems, and the
models were not able to capture the complex dynamics of the
LGS of the aircraft.

Adding standard augmentation techniques improves per-
formance compared to the vanilla dataset. However, these
techniques have inherent limitations. Although effective in
certain scenarios, Gaussian noise and magnitude time warping
may not always generate realistic or informative data samples,
since they do not explicitly consider the specific characteristics
of each of the features of the aircraft system, limiting their
effectiveness in capturing intricate nuances. As a result, al-

though performance improves, there is no guarantee that these
methods will consistently produce better results.

In contrast, our GAIA data augmentation pipeline consis-
tently outperforms the vanilla multi-physics and the vanilla
multi-physics + standard augmentation approaches across all
metrics. These results demonstrate the superiority of our
proposal in generating high-quality, realistic, and informative
augmented data. By learning the underlying distribution of the
original data and leveraging the generative capabilities of C-
GAN, GAIA can generate data that more closely resembles
the underlying distribution of the aircraft system’s behavior,
enhancing the generalization ability of the trained model,
confirming our claims.

The slight decrease in precision and F1 score when using
Conv-1D, despite higher accuracy and recall compared to
the competitor, may be attributed to the sensitivity of the
convolutional model to local patterns in the data. Specifically,
Conv-1D excels in capturing temporal dependencies, which
can lead to more robust overall detection (as reflected in
accuracy and recall). However, this may occasionally result
in more false positives, slightly lowering precision and the
F1 score. Despite this, the performance drop in precision
and F1 score is not critical, as overall accuracy and recall
improvements demonstrate that Conv-1D effectively identifies
relevant patterns. Furthermore, this behavior is not observed
with SVM or MLP, suggesting that the trade-off is more
related to the specialized architecture of Conv-1D.

B. Results on the Electrical Fault Dataset

Following the previous experiments, we also compared the
performance of our GAIA on the Electrical Fault dataset. The
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Figure 4. Comparison of time series samples from the DSLG D/R and its augmented versions. GAIA-generated data exhibit structured variations that preserve
system dynamics, unlike Gaussian noise and magnitude time warping, which introduce arbitrary perturbations or distortions. In green, a healthy sample. In

red, a faulty sample.

results are reported in Table II.

As expected, the vanilla dataset exhibited suboptimal per-
formance. The other key takeaway is that standard augmenta-
tion techniques, such as Gaussian noise and magnitude time
warping, do not consistently improve performance across all
metrics. At the same time, our method consistently leads
to better results. For example, when using the SVM model,
our method achieves the highest accuracy (76.48%), precision
(0.737), recall (0.764), and F1 score (0.741), demonstrating
that C-GAN augmentation provides a significant advantage
over traditional techniques. Similarly, for k-NN and MLP,
GAIA produces superior results in most metrics, confirming
its effectiveness across different models.

Although our method slightly loses precision with MLP
(0.798 compared to 0.852 for Gaussian noise), this minor drop
in precision is not worrying. The overall gains in other metrics,
such as accuracy (81.05%) and recall (0.810), indicate that
our method still leads to a more balanced and robust model,
emphasizing its superiority for general performance rather than
focusing on precision alone.

These findings suggest that GAIA augmentation can better
capture the complex patterns in the data, leading to improved
results where standard augmentation does not do so consis-
tently, confirming our claims also in this other challenging
scenario.

C. Qualitative Results

To complement the quantitative evaluation, we qualitatively
analyze the generated data, comparing them with both real
multi-physics simulations and the other alternative augmen-
tation methods. The goal is to assess whether the samples
generated by GAIA align with realistic fault patterns and
provide meaningful variability in the dataset.

Figure 4 presents time series examples of DSLG D/R, its
variations augmented by Gaussian noise and magnitude time
warping, and the GAIA-augmented dataset. Specifically, in
green, we show a healthy sample. Instead, in red, we show

a faulty sample. The plots reveal that Gaussian noise may
introduce significant perturbations, and magnitude warping
alters temporal scales. As a result, these transformations do
not carefully expand the diversity of fault patterns. In contrast,
GAIA generated samples exhibit structured variations that
remain consistent with physical constraints, closely matching
the real behaviors.

These qualitative results align with the quantitative im-
provements reported in Section IV-A. The high classification
accuracy obtained when using GAIA-augmented data suggests
that the generated samples effectively enrich the dataset with
representative conditions, allowing generalization in predictive
models, which results in a systematic increase in performance.
As a result, the augmentation provided by GAIA ensures
that learning-based models benefit from realistic variations,
addressing the limitations of purely physics-driven simulations
and naive augmentation techniques.

V. CONCLUSION

In this work, we demonstrate the potential of GenAl in
augmenting data to improve model robustness and predictive
performance, paving the way for the creation of digital twins
to support PdM in the aviation industry. Our method, GAIA,
successfully addresses the challenge of data scarcity by inte-
grating multi-physics simulation data with GenAl-generated
data. Given the limited availability of specific high-quality
datasets for aircraft components such as LGS, we collaborated
with Leonardo S.p.A., one of the leading aerospace companies,
to develop the DSLG D/R dataset, tailored for LGS fault
classification.

Our future work will focus on developing a comprehen-
sive framework for efficiently generating augmented datasets,
based on these findings. This framework will enable faster
and more accurate synthetic data generation, especially in
scenarios where real-world fault data are sparse or unavailable,
further enhancing the realism and effectiveness of predictive
models.
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