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“The saddest aspect of life right now is that science gathers knowledge faster than
society gathers wisdom.”

- Isaac Asimov
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Abstract

The transition from Industry 4.0 to Industry 5.0 emphasizes the critical role of
human-technology synergy in industrial environments, where artificial intelligence
and robotics increasingly share workspaces with human operators. This research
examines the advancement of human-centered industrial analysis through computer
vision, investigating Human-Robot Interaction (HRI) techniques and introducing
the novel concept of Human-Ambient Interaction (HAI). While HRI focuses on
direct human-machine interaction, collaboration, and safety protocols in shared
workspaces, HAI extends beyond immediate operative zones to analyze broader
human interactions with their surroundings, offering new perspectives on safety,
behavioral analysis, and environmental awareness. Our investigation in the HRI do-
main encompasses three distinct research directions: external overhead monitoring
for comprehensive space analysis, robot-mounted sensors for dynamic interaction,
and human-centric first-person perspectives for intuitive control and gesture recog-
nition.

Exploring the external surveillance-like viewpoint, we implemented SeS-GCN,
a lightweight pose forecasting methodology capable of dynamically representing
the adjacency matrix of a human pose, giving flexibility to the understanding of
motion [1]. This is crucial for tasks of human-robot collaboration due to the need for
robots to understand human motion. Along with that, we release CHICO, a human
pose forecasting dataset specifically designed for human-robot collaboration.

Considering the robot’s perspective, understanding the motion requires a good
human pose estimation methodology that can handle the limits of the robot’s onboard
sensors view while allowing for human-robot interaction and collaboration. To this
end, we created HARPER [2], a benchmark for human pose estimation, forecasting,
and collision prediction from the robot’s perspective. Finally, the human-robot first-
person interaction viewpoint has been investigated by developing a novel real-time
online hand gesture recognition algorithm, OO-dMVMT [3], capable of allowing a
natural and immediate way to interact with robots.

Within the concept of HAI, we study the indirect interaction of humans with the
ambient using only human motion and orientation. From the motion perspective,
we propose a method, MICRO-TRACK [4], to effectively implement distributed
multi-camera tracking and re-identification in industrial settings.

To exploit the orientation of people, we developed a methodology to estimate
the human visual focus of attention, creating a real-time dynamic map of the visual
attention in a scene, taking into consideration social signals such as conversations
and social interactions between multiple subjects [5].

Finally, we investigate efficient deployment strategies, including split comput-
ing [6, 7] approaches and distributed processing architectures [8], to make these
systems practical and scalable for real-world industrial implementation.
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The contributions of this work have been implemented in the Industrial Engi-
neering Laboratory (ICE Lab) of the University of Verona, where they were tested
in practical applications and are currently deployed [9].
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Chapter 1

Introduction

The last decade has brought extraordinary technological advancement, reshaping in-
dustrial production and manufacturing. Industry 4.0 integrates digital technologies
like IoT, AI, and cloud computing into manufacturing, creating smart, interconnected
factories that allow real-time data exchange and autonomous decision-making. Un-
like Industry 1.0's mechanization, Industry 2.0's mass production, and Industry 3.0's
basic automation, Industry 4.0 leverages advanced digital integration to achieve
higher �exibility and e�ciency. The impact of Industry 4.0 has been profound:
companies adopting these technologies have seen 15-20% productivity gains and
10-15% cost reductions [10]. Real-time monitoring and predictive maintenance have
signi�cantly reduced downtime and increased equipment e�ectiveness. As we tran-
sition to Industry 5.0, the focus shifts towards harmonizing advanced technologies
with human ingenuity for sustainable industrial ecosystems.

In the industry panorama, computer vision (CV) has revolutionized inspection
processes and facilitates human-robot interaction (HRI) [11, 12]. CV technologies
play a crucial role in HRI, enabling robots to understand and respond to human
actions and gestures [13]. CV systems perform pose estimation, detection, and
tracking, allowing robots to navigate shared spaces safely and collaborate with
human workers [14, 15]. These capabilities are essential for tasks requiring precision
and adaptability.

Furthemore, computer vision enhances, for instance, worker safety through real-
time monitoring and improves crowd management in large-scale public events [16].
CV systems can anticipate movements, prevent collisions, and monitor people's
presence and movement, ensuring safety and operational smoothness in various
industrial settings. Computer vision technologies, boosted by Machine Learning
and Deep Learning, not only enhance operational e�ciency but also play a crucial
role in fostering safer and more collaborative industrial environments [15].

However, it is imperative to recognize the critical role of humans within these
intelligent industrial ecosystems. Human expertise, intuition, and adaptability are
invaluable assets that complement the capabilities of AI systems. Therefore, it is
essential to investigate methods to integrate human insights into these automated en-
vironments e�ectively [17]. One area of research is human-robot interaction (HRI),
which explores the dynamics of collaboration between humans and robotic systems
from multiple perspectives, including predictive safety systems, integration of hu-
man expertise with AI-driven decision-making processes, and more. Understanding
and enhancing this interaction can lead to more e�cient and harmonious industrial
operations, leveraging the strengths of both humans and AI. As we advance further
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into Industry 5.0, the synergy between AI technologies and human elements will be
crucial in developing intelligent industrial ecosystems [18].

This thesis outlines the advancements of human-centered industrial analysis,
from the point of view of computer vision. The interaction between humans and
robots, and humans with their surroundings are the key facets of this work, particu-
larly in industrial settings.

Safety becomes a paramount concern in scenarios where humans and machines
work in close proximity. While HRI plays a key role in optimizing processes
such as increasing productivity, reducing human error, and improving work�ow
e�ciency, there is an inherent trade-o� between this optimization and the need to
maintain high safety standards. Therefore, the HRI analysis must focus on e�ciency
and mitigating safety concerns, such as preventing collisions, minimizing worker
exposure to dangerous equipment, and ensuring that robots react appropriately to
human actions. Systems that can accurately model and predict human behavior
within complex industrial environments are essential to balancing these con�icting
demands.

HRI is a well established �eld in computer science that focuses on the dynamics
between humans and robots [17, 19, 20]. It encompasses the design, evaluation,
and implementation of robotic systems that can e�ectively and safely interact with
humans [11]. This �eld has made signi�cant strides in understanding how robots
can perceive human behavior [21], respond appropriately [22], and assist in various
tasks ranging from industrial automation to healthcare and social companionship.
We investigate the human-robot interaction from three perspectives: �external�,
�robot�, and �human�.

The �external� point of view refers to scenarios where the scene is observed
from a detached, overhead perspective. This typically involves one or more cameras
mounted in an elevated position, such as on a wall or ceiling, strategically placed
to maximize visibility of the entire area while minimizing occlusions. This vantage
point allows for comprehensive monitoring of the space, capturing the movements
and interactions of individuals within it from an uninvolved, bird's eye view. Such
setups are common in industrial environments where broad scene understanding is
crucial, including public spaces, retail environments, manufacturing facilities, or
research settings focused on human behavior analysis. This analysis often provides
a panoptic view of the environment, using multiple cameras to overcome occlusions.
However, room layouts often necessitate adjusting camera angles and �elds of view
to e�ectively minimize occlusions from bulky objects, complex structures, or other
obstacles, yielding signi�cantly di�erent points of view.

The �robot� point of view is the analysis of the world through the sensors on
robotic systems. This is particularly useful for moving robots, such as quadruped
robots, that are gaining increasing interest. Often, this means the robot can have a
broad view of many parts of the scene, navigating and exploring the environment to
overcome occlusions and physical obstacles. Still, the nature of these robots forces
them to have a limited �eld of view from the onboard sensors as well as a low
point-of-view, which can limit the visibility from the sensor itself, posing signi�cant
challenges in solving computer vision tasks such as human pose estimation and
forecasting.
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The last perspective regards the human-centric, �rst-person point of view. In
this case, the interaction with robots comes from the use, for instance, of real-
time gestures. This can be done using wearable devices such as mixed-reality or
augmented-reality tools. This not only allows for safe interactions but is also natural.

Along with HRI, we introduce the concept of Human-Ambient Interaction (HAI).
With �ambient� we refer to areas near humans, even beyond the physical reach of
humans, not limited to their immediate surroundings (operative zone in which they
can directly interact). In the context of Industry 4.0 and 5.0, this includes observing
and interpreting human behavior in relation to distant objects, machines, or areas
within an industrial environment, even those several meters away from the human.

This extended perspective is crucial for enhancing safety in smart manufactur-
ing ecosystems. For example, monitoring where workers direct their attention to
potentially hazardous machinery or dynamic industrial processes can help predict
dangerous conditions before they escalate. Similarly, tracking worker movements
across larger areas, including re-identifying individuals in di�erent zones, enables
safety systems to assess whether workers enter restricted or unsafe regions. By
analyzing interactions beyond the immediate operative zone, HAI provides valuable
insights into environmental awareness and behavior patterns, contributing to both
safety improvements and process optimization in the evolving industrial landscape.

For HAI, we want to investigate two aspects from the point of view of the system
observing the scene in which people are involved. The �rst is human tracking and
motion, which investigates how to keep track of people in an environment by ana-
lyzing their movement inside the rooms. The task is particularly challenging when
considering complex environments involving multiple people due to occlusions,
high computation, �eld-of-view issues,etc. This is a building block for numerous
computer vision tasks, allowing for many high-level applications. The second point
of view analyzes people's orientation with respect to the scene. Knowing the ori-
entation of people, in junction with their position, can give clues to discover new
latent information regarding the environment that lies within human psychology.
For example, this involves identifying the most engaging object or area within a
scene. In practice, this can be observed during fairs or expositions, or in industrial
settings where analyzing workers' focal points may reveal critical zones that could
bene�t from safety enhancements or work�ow optimization.

1.1 Open questions and objectives

This thesis aims to incorporate two aspects: (1) the human-robot interaction from
di�erent points of view, enabling a low-level understanding of human behavior,
and (2) the interaction of humans with the surrounding environment, extracting
high-level clues.

With this work, we want to answer the following questions:

ˆ In an industrial scenario with increasing robot and cobot usage, how can we
exploit AI systems to model safe human-robot interaction?

ˆ Can we derive speci�c knowledge from human presence and behavior in
industrial environments?
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ˆ How can we scale AI systems in modern industrial settings?

1.2 Thesis outline

This manuscript is divided into four main parts, summarized and schematized in
Figure 1.1. The �rst part introduces the concept of human-robot interaction and
analyzes it from the three points of view previously described: the �external� point
of view (from a scene-wide external observational standpoint), the �robot�'s point of
view (from moving robot on-board sensors), and �human�'s point of view (from the
�rst-person perspective). The second part will investigate the way humans interact
with their surroundings,i.e. the environment in which people move and operate.
The third part investigates the implication of implementing advanced methods, such
as those presented in the previous sections, using optimization techniques to achieve
e�cient distributed systems suitable for industrial settings. Finally, a fourth, more
applicative part will present di�erent case studies in which these technologies are
implemented at small and large scales, showing the e�ectiveness of the proposed
approaches for HRI and HAI in actual industrial settings.

Figure 1.1: The thesis research areas outline schema with examples. Industrial
scenes can be addressed in three possible research directions. The Human-Robot
Interaction domain is investigated from the �external�, �robot�, and �human� per-
spectives. The external scene is observed from overhead surveillance-like cameras,
capable of capturing global high-level events. The Robot perspective allows us to
observe more �ne-grained direct and indirect interactions and close interactions with
robots. The human perspective enables �ne-grained, direct, safe interactions with
robots. Human-Ambient Interaction explores human movement, tracking, and ori-
entation in the scene. Finally, all these systems may require optimization techniques
to be e�ciently deployed.
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Chapter 2

Background

2.1 Human-Robot Interaction

Human-Robot Interaction (HRI) has gained increasing attention in both academic
research and industrial applications due to the growing demand for collaborative
environments where humans and robots work alongside one another. Ensuring that
robots can e�ectively interpret and respond to human behavior is crucial for safe,
e�cient, and productive operations. Within this �eld, three key areas of study stand
out: human pose forecasting, human pose estimation, and gesture recognition. These
topics provide the foundation for enabling seamless interaction between humans and
robotic systems.

2.1.1 Human pose forecasting

Human pose forecasting is a recent �eld that has some intersection with human
action anticipation in computer vision [23] and HRC [24]. Previous studies exploited
Temporal Convolutional Networks (TCNs) [25, 26, 27, 28] and Recurrent Neural
Networks (RNNs) [29, 30, 31]. Both architectures are naturally suited to model the
temporal dimension. Recent works have expanded the range of available methods
by using Variational Auto-Encoders [32], speci�c and model-agnostic layers that
implicitly model the spatial structure of the human skeleton [33], or Transformer
Networks [34].

Most recent research uses Graph Convolutional Networks (GCNs) [35, 36, 37, 38,
39]. In [37], the authors have mixed GCN for modelling the joint-joint interaction
with Transformer Networks for the temporal patterns. Others [36, 38, 39] have
adopted GCNs to model the space-time body kinematics, devising, in the case
of [35], hierarchical architectures to model coarse-to-�ne body dynamics.

We identify three main research directions for improving e�ciency in GCNs:

ˆ space-time separable GCNs [38], which factorizes the spatial joint-joint and
temporal patterns of the adjacency matrix;

ˆ depth-wise separable graph convolutions [40], which has been explored by [41]
in the spectral domain;

ˆ sparse GCNs [42], which iteratively prunes the terms of the adjacency matrix
of a GCN.
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Notably, all three techniques also yield better performance than the plain GCN.
Furthermore, they are complementary in improving both e�ciency and performance,
but their integration requires some structural changes (e.g., adopting teacher-student
architectures for sparsifying).

2.1.2 Human pose estimation

Human pose estimation (HPE) has two very closely related variants: 2D (i.e. in
images) and 3D (i.e. in the world). Although they have quite di�erent solution meth-
ods, very often 3D pose estimation is directly consequential to 2D pose estimation
(mostly in multi-camera systems).

2.1.2.1 2D pose estimation

In 2D pose estimation, the goal is to identify the location of body joints in an image
accurately. Over the past few years, several solutions based on deep learning models
have been proposed. Early works used convolutional �lters capable of learning
the physical characteristics of each joint [43]. The use of Convolutional Neural
Networks (CNN) proved to be e�ective in that the appearance of keypoints can be
learned, ensuring robustness and speed in inference, with a remarkable ability to
generalize even in the wild. The substantial di�erence between several CNN-based
models lies in the architectural design of the networks. In HRNet [44], residual
connections were inserted between layers having equal resolution between encoders
and decoders, ensuring the �ow of information regardless of upscaling and down-
scaling performed in the bottleneck of the network. The most popular work based on
CNNs is OpenPose [45], a multi-person approach that gained a high reputation due
to its ease of integration and real-time performance. E�cientPose [46] is a lighter
and more accurate model version of the OpenPose that represents a strong baseline
for applications usable with mobile devices. More recent approaches have focused
on using transformer [47] based models and attention-based mechanisms instead of
convolutional �lters. For instance, [48] exploits an image token-based approach,
segmenting into image sub-portions (tokens) through some CNN layers, alternating
with transformer blocks to accurately select tokens that refer to body joints. A recent
work [49] uses a particular version of Higher Resolution Net (HRNet W48) to extract
the body components, aggregating the basic network with hand and face estimators
to get a complete representation of the human skeleton. Besides providing a new
baseline for 2D pose estimation, it not only provides information about the body but
also about the hands and face.

Human Pose Estimation is not only related to joint identi�cation but rather
to representing a person with the skeletal model. Thus, there are two approaches:
bottom-upandtop-down. The bottom-up approach consists of localizing body joints
within the image and then identifying which subsets of these key points belong to
the same person. These approaches are very useful in images with strong occlusions
(e.g. only the upper body) as they can identify joints without identifying the person
�rst [43, 44]. Nonetheless, the main disadvantage of the bottom-up approaches is the
number false positives that are usually found, especially in environments with strong
noise due to re�ections or �human-like� objects (e.g. robotic arms) [1]. Conversely,
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the top-down approach involves �rst identifying all the individuals in the scene and
then estimating keypoints for each person. Methods based on this approach provide
robustness to false positives at the cost of weak person detection in case of high
body occlusions [49].

2.1.2.2 3D pose estimation

In multi-view camera systems, 3D pose estimation has a simple geometric solu-
tion [50]. Older works also proposed using silhouettes that can be extracted reliably
for a static background [51, 52]. Given the position of a target point (i.e. a body
joint) in multiple calibrated views, it is possible to compute 3D position of the target
point via triangulation. Unfortunately, this is not su�cient for developing perfor-
mant 3D HPE systems. In fact, many errors related to system calibration and joint
localization and matching concur in generating uncertainty in the 3D estimate. To
partially overcome for this e�ect, VoxelPose [53] introduced a triangulation network
that is able to approximate the triangulation function as well as compensate for small
errors in 2D estimates and calibration. However, this generates problems at the ap-
plication level: �rst, it easily over�ts training data, and second, it is computationally
expensive. The work of [54] is a robust variant of VoxelPose, where the 3D position
of a point is estimated by minimizing the reprojection error in multiple views. At the
same time, FasterVoxelPose [55] is an improved version of VoxelPose that reduces
inference time, maintaining high accuracy.

Given the limited access to annotated training data with high variability, nu-
merous models have been studied to improve generalization capabilities to new
environments. RepNet [56] tries to estimate the human pose with a weakly super-
vised approach. Starting from the idea that the corresponding 3D pose is the same for
every view, the training phase forces the latent space of the model for every view to
be equal, that is, the actual spatial position. More recent models like MetaPose[57]
and FLEX [58] try to estimate 3D poses without any kind of reprojection operation
and thus without the need for calibrated multi-view systems. The direction that this
type of system wants to take HPE's research is increasingly toward plug-and-play
systems that can generalize and be usable without the need for ground truth.

In summary, 3D pose estimators rely on robust 2D poses, but the lifting operation
(i.e. from 2D to 3D) introduces uncertainty which has also been addressed in recent
works [59]. On the other hand, in many real-world applications, one can use strong
priors (e.g. planar motion, physical constraints) to improve reconstruction quality as
in the case of gait analysis [59].

2.1.3 Gesture recognition

Gestures are a natural way to perform HRI, and the research �eld is one of the most
studied in computer vision. Gesture recognition tasks, in particular, have gained
more interest in recent years due to the advent of augmented reality (AR) and virtual
reality (VR).

Hand gestures designed for AR/VR interaction have short but variable lengths
and varying action granularity, and their semantics may depend on completely di�er-
ent factors (the static pose, the global hand trajectory, and the �ngers' articulation).
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While many classi�ers have been proposed to recognize gestures of this kind from
hand poses' sequences, most of them were not tested in a realistic scenario but
only tested on o�ine benchmarks like DHG14/28 [60] and SHREC'17 [61]. These
benchmarks only evaluate the labeling accuracy of pre-segmented gestures obtained
with classi�ers trained on similar data.

There are two main methods to achieve gesture recognition: o�ine and contin-
uous/online classi�cation. O�ine classi�cation methods operate on pre-segmented
data where each sequence contains a single gesture, allowing for analysis after the
gesture's completion. This approach is suitable for applications where real-time pro-
cessing isn't critical. Conversely, continuous (also known as �online�) classi�cation
methods process continuous data streams in real time, identifying and classifying
gestures as they occur. This requires the system to detect the start and end of
gestures within unsegmented input, making it essential for applications demanding
immediate responsiveness, such as interactive systems.

2.1.3.1 O�ine classi�cation methods.

For this task, di�erent network architectures have been proposed. Devineau et
al. [62] proposed a multi-channel convolutional neural network with two feature
extraction modules and a residual branch per channel. Maghoumi et al. [63] proposed
DeepGRU, based on a set of stacked gated recurrent units (GRU) and a global
attention model. Hou et al. [64] employed an end-to-end Spatial-Temporal Attention
Residual Temporal Convolutional Network (STA-Res-TCN). Spatial-temporal GCN
has been also adapted for hand gesture recognition [65]. Chen et al. [66] built a fully
connected graph from the hand skeleton and learned node features and edges via a
self-attention mechanism that performs in both spatial and temporal domains. Liu
et al. [67] extracted optimized features from skeleton data by using a disentangled
multi-scale aggregation scheme. Li et al. [68] proposed a two-stream network
to address the variable temporal scales of the gesture classes. The �rst stream
extracts short-term temporal information and hierarchical spatial information, and
the second one extracts long-term temporal information. Shi et al. [69] modeled the
spatial-temporal dependencies between joints without the requirement of knowing
their positions or mutual connections by employing a Spatial-Temporal Attention
Network.

A key observation looking at the literature on segmented gesture classi�cation is
that, while there is no evidence of particular advantages in the accuracy obtained with
di�erent network architectures (recurrent, graph-convolutional, 1D convolutional
networks), it seems that better classi�cation performances have been obtained by
feeding the networks with pre-computed features instead of raw data, often organized
in multiple sets with di�erent semantics. Avola et al. [70] used a stack of LSTM
units fed with angles at �ngers' joints, intra-�nger angles, �ngertips', and hand center
displacements. In [71] global and local motion features, along with the skeleton
sequence, are fed into di�erent branches of a Long-Short Term Memory (LSTM)
network to get the predicted class of input gesture. Yang et al. [72] proposed DDNet,
a simple network based on 1D convolutions, fed with multiple features (linearized
joints' distance matrix, joints speeds) with a motion summarising module to reduce
noise from non-relevant frames. Trivedi et al. [73] used multiple features (joints,
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bones, joints' velocity, bones velocity) to feed a Spatio-Temporal Relational Module.
The use of the pre-computed features results in lighter and easier to train networks
and the parallel encoding of di�erent sets of features can be interpreted as an
application multi-view learning paradigm. Note that multi-view here does not mean
that multiple features are related to di�erent physical viewpoints (even if this idea
has been proposed as well, for example, in [74]).

2.1.3.2 Continuous (online) classi�cation.

To build e�ective interfaces, we need to perform continuous or �online� recogni-
tion, which requires performing multiple tasks: localizing the gestures in the pose
stream and labeling them by only using past information, providing results with
a small delay, and avoiding detection not corresponding to actual gestures (false
positives). Speci�c benchmarks have only recently been proposed. The �rst is
SHREC'19 [75], that tests continuous recognition, but features only simple dy-
namic gestures characterized by global trajectories without hand articulation. The
benchmark widely adopted in literature to train and evaluate gesture recognitions
systems is SHREC'22 [76] where the gesture dictionary is heterogeneous, including
static and dynamic gestures similar to those proposed in DHG14/28 and SHREC'17.
This benchmark improves the previous SHREC'21 [77], proposed by the same au-
thors and with a similar structure, but solving some issues that, according to the
website, made it unreliable for comparative tests. For these benchmarks, training
data are long sequences of pose streams with annotated start frames, end frames, and
labels of the gestures executed and the task is to detect the occurrences of gestures
in test sequences using past information only. SHREC'22 data are captured with an
Hololens 2 headset, meaning that a recognizer trained for the task could be directly
integrated into an interactive demo using the same device to capture hand poses.

Two classes of approaches can be adopted to handle the online task [78]:direct
andindirectmethods. Direct methods employ specialized heuristics based on speed,
energy, or curvature (or trained networks) to �nd gesture boundaries and then send
the extracted candidates to a classi�cation module. Although this approach is not
expected to work well in the case of complex motions/gestures [79], it has been pro-
posed in di�erent implementations. In SHREC'19 [75], Seg.LSTM1 uses an LSTM
together with a specialized segmentation network. The ST-GCN method used in
[77] uses an energy-based segmentation approach adding several ad-hoc rules. In
the 2ST-GCN method of [76], an energy-based detection module is combined with a
�ne-grained classi�er, providing gesture/non-gesture discrimination. Indirect meth-
ods perform a continuous classi�cation (simultaneous detection and labeling). This
can be done using pre-trained classi�ers working with �xed-size input sub-sequences
and sliding windows schemes or by using recurrent networks like Long-Short Time
Memory (LSTM) networks or Gated Recurrent Units (GRU). A simpli�ed version
of DeepGRU [63], combined with a smart data augmentation method and adapted
for online detection, performed best in the SHREC'19 contest [75], but a similar
solution did not perform well on complex heterogeneous gestures [77].

The use of sliding windows is a simple and popular solution for the online task.
Two main ideas have been proposed in this context: train the classi�er on segmented
gestures, handling the unknown input gesture length in the online testing [80], or
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train it on �xed-size sub-parts (solution adopted by two methods presented in [76]).
In [80] a modi�ed DDNet [72] is trained with resampled, segmented gestures and
randomly sampled non-gesture windows. The online testing is performed with
windows of variable width and the results are combined with a voting procedure.
The TN-FSM method proposed in SHREC'22 [76] trains a Transformer Network
to classify windows of 10 frames on subsets of the training sequences and uses
a Finite State Machine to create the online prediction. Causal TCN, the method
providing the best accuracy in [76], trains a temporal convolutional network on
20-frames windows labeled with gesture classes or non-gestures depending on their
intersections with the annotated ground truth of the training set.

2.2 Human-Ambient Interaction

The concept of Human-Ambient Interaction (HAI) is a novel formalization, as
explained in Chapter 1. In the context of HAI, human localization and orientation
are two fundamental aspects that provide key insights into human behavior within
complex environments. These factors are critical for understanding how individuals
navigate, interact with, and in�uence their surroundings, especially in industrial or
technology-infused spaces.

Accurately determining the location of individuals within an environment is
essential for a wide range of applications in industrial settings, public safety, and
collaborative spaces. Human localization, the process of identifying and tracking
a person's position in real-time, serves as the foundation for many high-level tasks
in computer vision. In dynamic environments where multiple humans and robots
may co-exist, the ability to localize and track individuals is paramount for ensuring
safety, operational e�ciency, and �uid interaction between humans and machines.

Beyond simple localization, understanding the orientation of individuals o�ers
valuable insights into their intentions and attention. Orientation analysis in HAI
is closely tied to the estimation of visual attention, by identifying where a person
is looking or what they are focusing on in a given environment. This concept is
important in various settings, from industrial safety to retail environments, as it
helps reveal latent information about how humans interact with their surroundings.

In industrial environments, estimating visual attention can provide clues about
worker focus, helping identify critical zones where their attention is drawn, such as
machinery, potential hazards, or areas that may require additional safety protocols.
Furthermore, visual attention analysis has signi�cant implications for work�ow
optimization. By understanding where individuals concentrate their attention during
speci�c tasks, organizations can adjust environmental layouts, improve equipment
positioning, or enhance ergonomic designs to maximize productivity and safety.

Given the impact that HAI can have, particularly considering industrial en-
vironments and applications, the main research �elds that encompass person re-
identi�cation, tracking, and the analysis of visual attention are particularly interest-
ing.
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2.2.1 Person Re-Identi�cation

Recent advancements in the deep learning �eld have signi�cantly improved person
re-identi�cation (Re-ID) systems, yet most existing methods are tailored for closed-
world scenarios. These methods compare detected people (also called query probes)
against a closed-set gallery, limiting their applicability in open-set and real-world
industrial environments. Nonetheless, several attempts were made to perform Re-
ID in the open-set scenarios.

In the open-set person Re-ID scenario, [81] implemented a method using an
open-set gallery, but their method depends completely on the reliability of their
Re-ID module. In contrast, our approach applies Re-ID only when the images of
individuals are clean, using a tracking system to minimize feature representation
noise. This distinction is crucial for maintaining high accuracy in diverse and
dynamic industrial settings. Another related work [82] implemented a dynamic
gallery maintaining a small representative model of people. However, this system
lacked long-term robustness. Our approach leverages tracking to ensure long-term
control, enhancing the reliability of Re-ID in industrial environments. In this context,
long-term means that the tracking, robust to occlusions and changes in appearance,
can keep the person re-identi�ed for a long time (potentially indeterminately until
the person goes outside the views), minimizing the risk of a mismatch in the gallery.

A natural progression to create an open-set e�ective Re-ID systems, is to rely
on advanced trackers. This is a natural progression, as both tasks aim to verify
identities across multiple cameras. [83] highlighted this integration in their survey,
emphasizing the cross-camera identity veri�cation task's importance. The authors
of [84] propose a method for open-set person re-identi�cation in this direction,
using a person detector and a tracker, but their Re-ID module is not robust to
lighting condition changes, as the authors also observed, and very focused on local
appearance features speci�c to their application (e.g. the shoes of the runners).

2.2.2 Detection and tracking in Re-ID

From the point of view of the person detector and tracker, we observe that using o�-
the-shelf advanced methods (like ByteTrack [85] and YOLOX [86]) is generalizing
very well to an unseen scenario, even when complex and with multiple occlusions.
In fact, other trackers that perform re-identi�cation during the tracking time have
limitations. For instance, FairMOT, introduced by [87], combines tracking and
Re-ID but is limited by its bottom-up approach, which is prone to false positives
and hallucinations. Addressing these limitations can be done by having a modular,
real-time, and scalable solution. To improve the re-identi�cation performances,
using �high quality� images of probes is particularly important. The concept of
maximizing the detection quality before performing Re-ID was also investigated in
[88]. The authors proposed a �lter module to eliminate unwanted images. However,
they do not propose a strategy to translate their approach to an open-set scenario.



20 Chapter 2. Background

2.2.3 Visual attention

The idea of continuously estimating attention on a complex 3D heatmap and from
a third-person perspective is a novel task in the literature. The most similar task
is attention target detection [89, 90, 91, 92], or gaze-following [93, 94, 95], which
aims at identifying the object looked at by a certain person in an image or video
and it is useful to identify intentions and predict future actions. In [93, 90, 89], the
task is tackled in the 2D image space, exploiting insights from the saliency maps
theory [96]. The dataset proposed in [93], despite being one of the most used,
presents shortcomings when considered from a 3D standpoint, such as the inability
to counteract the e�ect of occlusions and perspective. Some recent works extend
their models to handle 3D depth estimation [91, 94, 92, 95], trying to �gure out
the distance from the camera of the various objects in the scene. In [91], 3D point
clouds are constructed directly from 2D images and a model incorporates both the
scene contextual cues and the predicted probabilities to re�ne the target �xation
prediction. In [94], two datasets for the 3D gaze-following task are proposed, but
the subject's sightlines were annotated manually, which renders them potentially
inaccurate. A special case is addressed in [95], where a method is proposed to �nd
the target of attention in 360-degree images.

In [97], a single-person scenario in a lab setting is presented. A depth camera
extracts the 3D human skeleton to estimate the head view vector and infer the
attended object of interest. However, at least one RGB-D camera is necessary and
multi-person capabilities are not tested.

In [98], the analysis of the visual attention in a museum is carried out with a
simple subject-artwork association, without considering the environment as a whole.
The works of [99] and [100] exploit an external point of view of the scene and propose
the concept of a colored attention heatmap applied to the environment. However, the
maps used are not �ne-grained, and the frameworks did not consider the interplay of
motor activities nor social interactions. Furthermore, they discriminate only a �xed
discrete number of head orientations.

The way humans sample the visual world happens by making eye movements
to direct a centralized region of visual acuity towards di�erent parts of the envi-
ronment [101]. This allows to direct awareness to relevant stimuli while ignoring
irrelevant ones in the environment and is called visual selective attention [102]. Eye
gazing is the clearest way to capture visual selective attention [103]. In absence
of eye-tracking capabilities due to low-resolution images, the head pose is the sec-
ond best indicator of where eyes may be �xated [104]. This happens due to the
orbital reserve [105], the tendency for the eyes to be positioned centrally in the
orbits, and the fact that people orient their heads towards important features in the
environment [103].

Selective attention and vigilance have important interplay during activities such
as walking [106] and interacting with other people [107]: it is known that in the
absence of walking or without the presence of social interaction, eye gazing is most
probably associated with visual selective attention [102]. We, therefore, propose to
incorporate these �ndings in our approach, demonstrating that they can help reduce
the number of false positives when estimating the visual selective attention. For
example, while walking, people are more concerned with items in the lower visual
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�eld, which could interrupt walking, and their �xations are pointing lower than
when they are standing [108, 109, 110]. In the same way, people who participate
in social interactions are naturally interested in observing the other interactants to
capture their body language [109, 107].

2.3 Optimizing Neural Network

Optimizing advanced AI models is essential to enable e�cient distributed com-
putation and ensure scalability across diverse deployment environments. As AI
applications grow in complexity and demand real-time responsiveness, especially in
resource-constrained settings, it becomes increasingly important to balance compu-
tational load between devices and the cloud. To address this challenge, we explore
two key strategies. First, we leverage distributed computation through split comput-
ing, where the model is partitioned between edge devices and centralized servers.
This allows for reduced latency, improved privacy, and optimized resource usage
by performing initial processing locally and delegating more intensive tasks to the
cloud. Second, we apply aggressive model optimization techniques under the um-
brella of Tiny Machine Learning (TinyML). These techniques aim to compress and
tailor models for execution directly on edge devices, such as microcontrollers and
low-power sensors, enabling inference without reliance on external infrastructure.

2.3.1 Split Computing Methods

A typical split computing scenario is discussed in [111], where the authors show that
neither cloud-only nor device-only approaches are optimal, and a split con�guration
is the ideal solution. In [112], it is shown that the early layers of a DNN are the
most suitable for a split since they optimize latency and energy consumption. Fur-
thermore, latency can be reduced by either quantization [113] or lossy compression
before data transmission [114, 115]. The use of autoencoders as a way to further
diminish the data to be transferred is discussed in [116, 117, 118]. All these ap-
proaches have an impact on the overall accuracy, therefore some works explore the
trade-o� between latency and accuracy [119, 120, 121]. The impact on the accuracy
is also mitigated by additional techniques, such as knowledge distillation [122, 123].
To �nd candidate splitting points, the most used approach is the �Cut, Distil and
Encode� (CDE) [119]. It states that candidate split locations are where the size of
the DNN layers decreases: the rationale is that compressing information by autoen-
coders, where compression would still occur due to the shrinking of the architecture,
certainly seems reasonable. Notably, all these approaches �rst identify a set of can-
didate splitting points, then re-train the split models to �nd the one with the highest
accuracy.

2.3.2 Tiny Machine Learning

Other than split computing as a method to optimize the execution of advanced deep
learning algorithms, TinyML o�ers another promising approach, particularly for
constrained environments where computational resources, power, and latency are
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critical concerns. TinyML refers to the deployment of machine learning models
directly on embedded devices with minimal processing capabilities. This tech-
nology enables e�cient inference at the edge, minimizing the need for cloud-based
computations, which can signi�cantly reduce energy consumption and improve real-
time response, with a trade-o� with speci�c task performances (e.g. classi�cation
accuracy).

Over the past decades, a prodigious amount of research has been invested in
improving embedded technologies to enable real-time solutions for many complex
and safety-critical applications [124]. In this regard, hardware-speci�c (e.g., Edge
TPUs) and Micro-Controller Unit (MCU)-based embedded systems have earned a
lot of attention, primarily due to their low power requirements, high performance,
and, secondarily, for their maintainability, adaptability, and reliability [125]. Their
integration with sensors enables the perception of the external world, their connection
with activators allows di�erent kinds of interventions, and their interconnection
unlocks distributed intelligence.

Embedded technologies are essentially the pillars of the Internet of Things
(IoT) [126] and the associated smart-X applications: smart buildings [127] and
cities [128], smart metering [129], agriculture [130] and environment [131], smart
health [132], smart logistics [133], and smart retail [134]. More recent advances in
the Industrial Internet of Things (IIoT) [135] have facilitated the real-time intelli-
gent processing of massive amounts of data, promoting �elds such as autonomous
driving [136], smart factories [137], anomaly detection [138], and predictive main-
tenance [139].

When we talk about the intelligence of onboard embedded technologies, we
mean the learning algorithms that allow devices to make reasoned decisions based
on acquired data. Unfortunately, Machine Learning (ML) on tiny devices is sub-
stantially hard due to severe architectural, energetic, and latency constraints [140]:
the available memory averages a few kilobytes, the accessible power is in the order
of milliwatts, and often real-time responses must be guaranteed [141], as in safety-
critical systems like health care devices, autonomous driving, or human-robot col-
laboration in industrial environments, where delayed decisions may have disastrous
consequences, ranging from compromised patient well-being and increased road
safety hazards, to operational disruptions.

In this thesis, we will emphasize the machine learning perspective within the
TinyML paradigm, focusing on its potential in HRI and HAI, especially within
industrial settings. From the ML standpoint, applying TinyML involves tackling
challenges such as model quantization, pruning, knowledge distillation, and e�cient
architecture design to achieve high accuracy under strict computational limitations.
Our investigation will investigate how these approaches can be e�ectively integrated
into real-world industrial applications to enhance interactions between humans,
robots and the nearby environment.
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Human-Robot Interaction

Figure 3.1: The schema presents the research �elds involved in our investigation of
HRI in industrial environments. To do so, we consider three perspectives: external,
robot, and human. From the external perspective, the overhead human-robot col-
laboration is explored, performing human pose forecasting and collision avoidance.
The problem of partial viewpoint is covered in the robot point of view, trying to
address the partial human-pose estimation and forecasting from a moving robot.
Finally, to close the loop, we consider the human point of view in studying how to
improve HRI including gesture recognition and segmentation.

Human-Robot Interaction (HRI) has emerged as a pivotal �eld in the ongoing
industrial revolution, transforming the way humans and machines collaborate in
manufacturing and production settings [142]. As industries progress through In-
dustry 4.0 and look towards Industry 5.0, the integration of advanced robotics with
human workers has become increasingly important. This shift is revolutionizing
traditional manufacturing paradigms and opening new possibilities for enhancing
productivity, �exibility, and workplace safety.
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Industry 4.0, characterized by the integration of cyber-physical systems, Internet
of Things (IoT), and cloud computing, has already begun to reshape industrial pro-
cesses. As we move towards Industry 5.0, the focus shifts to creating a harmonious
blend of human cognition and creativity with the precision and e�ciency of ad-
vanced robotics and AI systems [18]. In this context, e�ective HRI becomes crucial
for realizing the full potential of these technological advancements.

In modern industrial settings, robots are no longer con�ned to isolated, caged
areas performing repetitive tasks. Instead, they are increasingly designed to work
alongside human operators, complementing human skills with precision, strength,
and endurance [143]. This shift towards collaborative robotics, or "cobots," has
opened up new possibilities for enhancing productivity and workplace safety. The
bene�ts of e�ective HRI in industrial environments are manifold [144]. Firstly, it
allows for a more �exible production process. Robots can be quickly reprogrammed
or guided by human workers to perform di�erent tasks, enabling rapid adaptation
to changing market demands or product variations. Secondly, HRI contributes
signi�cantly to workplace safety by designing robots that can sense human presence,
predict movements, and react accordingly. Thirdly, it facilitates more e�cient use of
human cognitive abilities, freeing up workers to focus on complex, decision-making
roles that require creativity and problem-solving.

Moreover, HRI in industrial settings promotes continuous learning and skill
development among workers, preparing them for the evolving demands of modern
manufacturing. It also enables valuable data collection and analysis, which can
be used to optimize work�ows, predict maintenance needs, and inform strategic
decision-making.

To fully understand and optimize HRI in industrial settings, it is essential to
consider three distinct perspectives (see also Figure 3.1):

ˆ External Perspective: This viewpoint considers the overall system design,
encompassing the factory layout, work�ow processes, and the integration of
HRI into the broader industrial ecosystem. It focuses on how HRI a�ects
productivity, e�ciency, and the overall performance of the industrial environ-
ment.

ˆ Robot Perspective: This perspective examines the technological aspects of
the robotic systems, including sensor capabilities, AI algorithms for decision-
making, safety protocols, and the robot's ability to adapt to di�erent tasks and
human co-workers. It also considers the robot's "understanding" of human
actions and intentions.

ˆ Human Perspective: This viewpoint explores the human experience in HRI,
including ergonomics, cognitive load, trust in automation, job satisfaction,
and skill development. It also addresses the psychological and social aspects
of working alongside robots and the impact on the workforce.

By examining HRI through these three lenses, we can develop a comprehen-
sive understanding of the challenges and opportunities in implementing e�ective
human-robot collaboration in industrial settings. This approach allows us to explore
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how these perspectives interact and in�uence each other, and how they collectively
contribute to the evolution of smart factories and the realization of Industry 5.0
concepts.

Despite the numerous bene�ts, the implementation of HRI in industrial envi-
ronments is not without challenges. Ensuring seamless communication between
humans and robots, developing robust safety protocols, and addressing potential job
displacement concerns are among the key issues that need to be carefully managed.

As we progress towards more advanced and human-centric industrial paradigms,
the insights gained from studying HRI in industrial environments will be invaluable
for manufacturers, robotics engineers, and policymakers looking to harness the full
potential of human-robot collaboration in industry.

3.1 External point-of-view

The external point of view in HRI refers to the observation and analysis of human-
robot interactions from a detached, typically elevated perspective. This approach
involves the use of overhead cameras or sensor arrays positioned to capture the
entirety of an interaction space, providing a comprehensive view of spatial rela-
tionships, movement patterns, and collaborative behaviors between humans and
robots [22, 145]. The signi�cance of the external perspective in HRI research lies in
its ability to o�er insights that may not be apparent from either the human or robot
viewpoint alone [19]. Human-robot collaboration (HRC) serves as a particularly
relevant application area for the external point of view [21].

Despite these advantages, the external point of view also presents challenges,
including the need for complex camera setups, data integration issues, and privacy
concerns in certain environments. Addressing these challenges is crucial for ad-
vancing HRI research and developing more e�ective collaborative systems. We
address the external point of view, using human pose forecasting as a use case for
this scenario, with the goal of preventing collisions and enhancing safety.

Therefore, ensuring a safe human-robot collaboration is critical. Tasks like
human pose forecasting can be particularly useful for achieving a safe interaction.
We consider the task of human pose forecasting to be the main example of this
since we believe it's one of the most relevant tasks to implement to ensure a safe
human-robot interaction in the context of industrial settings from a computer vision
perspective. In collaborative settings, where humans and robots work together to
achieve common goals, the overhead perspective provides critical data on spatial
dynamics, safety adherence, and task e�ciency. In these regards, the external point
of view o�ers several key advantages in HRI and, in particular, in human-robot
collaboration research, including comprehensive scene understanding, minimization
of occlusions, long-term behavior analysis,etc.

3.1.1 Human-Robot Collaboration

Collaborative robots (cobots) and modern HRC depart from the traditional separa-
tion of functions of industrial robots [146], because of the shared workspace [147].
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Additionally cobots and humans perform actions concurrently and they will there-
fore physically engage in contact. While there is a clear advantage in increased
productivity [142] (improved by as much as 85% [148]) due to the minimization of
idle times, there are challenges in the workplace safety [149]: it is not about whether
there will be contact, but rather about understanding its consequences [150].

The pioneering work of Shah et al. [148] has already shown that to seamlessly and
e�ciently interact with human co-workers, cobots need to abide by two collaborative
principles:

ˆ Making decisions on-the-�y;

ˆ Considering the consequences of their decision on their teammates.

The �rst calls for promptly and accurately detecting the human motion in the
workspace. The second principle implies that cobots need to anticipate pose trajec-
tories of their human co-workers and predict future collisions.

Addressing these challenges, our primary contribution is the novel Separable-
Sparse Graph Convolutional Neural Network (SeS-GCN) for human pose forecast-
ing. This task requires understanding complex spatio-temporal joint dynamics of the
human body, with recent trends highlighting the promise of modeling body kinemat-
ics within a uni�ed GCN framework [151, 35, 23, 36, 152, 153, 39]. We designed
SeS-GCN with both performance and e�ciency in mind, integrating three key mod-
eling principles for the �rst time: depthwise-separable graph convolutions [154],
space-time separable graph adjacency matrices [38], and sparse graph adjacency
matrices [42]. In SeS-GCN, 'separable' refers to limiting interactions between
joints (space), across di�erent frames (time), and per channel (depth-wise). Within
the GCN, di�erent channels, frames, and joints still interact through multi-hop mes-
sages. Notably, we achieve sparsity through a novel teacher-student framework.
This reduced interaction and sparsity results in comparable or fewer parameters than
all GCN-based baselines [154, 38, 42], while improving performance by at least
2.7%. Compared to the state-of-the-art [37], SeS-GCN is remarkably lightweight,
using only 1.72% of its parameters and operating 4 times faster, while remaining
competitive with just 1.5% larger error on Human 3.6M[155] when predicting 1
second into the future.

We also introduce the �rst-ever benchmark for Cobots and Humans in Indus-
trial COllaboration (CHICO, excerpt in Figure 3.2). CHICO1comprises multi-view
videos, 3D poses, and joint trajectories of 20 human operators collaborating closely
with a KUKA LBR iiwarobotic arm in a shared workspace. The dataset features
7 realistic industrial actions, captured at an actual industrial assembly line using a
marker-less setup. CHICO aims to equip cobots with perceptual awareness to enable
human-cobot collaboration with contact. To this end, it proposes benchmarking two
critical tasks: human pose forecasting and collision detection. Currently, cobots
detect collisions solely through mechanical events (e.g., contact wrenches, control
torques, sensitive skins). While ensuring safety, this approach hampers human-
cobot interaction by interrupting the motion of both parties, reducing productivity
and potentially frustrating human operators. CHICO includes 240 1-minute video

1Available at:https://github.com/AlessioSam/CHICO-PoseForecasting
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recordings, from which two separate test sequence sets are derived: one for evalu-
ating pose forecasting accuracy (1.0 sec into the future), and another featuring 226
genuine collisions for predictive analysis and potential motion replanning.

When tested on CHICO, our proposed SeS-GCN outperforms all baselines,
achieving an error of 85.3 mm (MPJPE) at 1.00 sec with a negligible runtime of
2.3 msec (as shown in Table 3.5). Furthermore, we utilize the forecasted human
motion to detect human-cobot collisions by checking whether the predicted human
body trajectory intersects with that of the cobot. This approach is promising, as
SeS-GCN achieves an F1-score of 0.64. Both aspects contribute to enhancing cobot
awareness of future scenarios, which is crucial for human-robot collaboration in
industrial applications.

3.1.2 SeS-GCN

We build an accurate, memory e�cient and fast GCN by bridging three diverse
research directions:

ˆ Space-time separable adjacency matrices;

ˆ Depth-wise separable graph convolutions;

ˆ Sparse adjacency matrices.

This results in an all-Separable and Sparse GCN encoder for the human body
kinematics, which we dub SeS-GCN, from which the future frames are forecast by
a Temporal Convolutional Network (TCN).

Problem Formalization. Pose forecasting is formulated as observing the 3D co-
ordinatesx v;t of V joints acrossT frames and predicting their location in theK
future frames. For convenience of notation, we gather the coordinates from all
joints at framet into the matrixX t = [ x v;t ]

V
v=1 2 R3� V . Then we de�ne the

tensorsX in = [ X 1; X 2:::; X T ] andXout = [ X T +1 ; X T +2 :::; X T + K ] that contain all
observed input and target frames, respectively. We consider a graphG = ( V; E) to
encode the body kinematics, with all joints at all observed frames as the node set
V = f v i;t gV;T

i =1 ;t=1 , and edges(v i;t ; v j;s ) 2 E that connect jointsi; j at framest; s.

3.1.2.1 Graph Convolutional Networks (GCN)

A GCN is a layered architecture de�ned as Equation (3.1):

X (l+1) = �
�
A (l )X (l )W (l )

�
(3.1)

The input to a GCN layerl is the tensorX (l ) 2 RC ( l ) � V � T which maintains
the correspondence to theV body joints and theT observed frames, but increases
the depth of features toC(l ) channels.X (1) = X in is the input tensor at the �rst
layer, withC(1) = 3 channels given by the 3D coordinates.A (l ) 2 RV T� V T is the
adjacency matrix relating pairs ofV T joints from all frames. Following most recent
literature [35, 37, 42, 38],A (l ) is learnt.W (l ) 2 RC ( l ) � 1� 1 are the learnable weights
of the graph convolutions.� is a the non-linear PReLU activation function.
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3.1.2.2 Separable & Sparse Graph Convolutional Networks (SeS-GCN)

We build SeS-GCN by integrating the three mentioned modelling dimensions:i.
separating spatial and temporal interaction terms in the adjacency matrix of a GCN;
ii. separating the graph convolutions depth-wise;iii. sparsifying the adjacency ma-
trices of the GCN.

3.1.2.3 Separating space-time

STS-GCN [38] has factored the adjacency matrixA (l ) of the GCN, at each layerl ,
into the product of two termsA (l )

s 2 RV � V � T andA (l )
t 2 RT � T � V , respectively re-

sponsible for the temporal-temporal and joint-joint relations. The GCN formulation
becomes:

X (l+1) = �
�

A (l )
s A (l )

t X (l )W (l )
�

(3.2)

Eq. (3.2) bottlenecks the interplay of joints across di�erent frames, implicitly placing
more emphasis on the interaction of joints on the same frame (A (l )

s ) and on the
temporal pattern of each joint (A (l )

t ). This reduces the memory-footprint of a GCN
by approx. 4x while improving its performance (paragraph modelling choices of SeS-
GCN of Section 3.1.4.2). Note that this di�ers from alternating spatial and temporal
modules, as it is done in [156] and [157], respectively for trajectory forecasting and
action recognition.

3.1.2.4 Separating depth-wise

Inspired by depth-wise convolutions [158, 40], the approach in [154] has introduced
depth-wise graph convolutions for image classi�cation, followed by [41] which
resorted to a spectral formulation of depth-wise graph convolutions for graph clas-
si�cation. Here we consider depth-wise graph convolutions for pose forecasting.
The depth-wise formulation bottlenecks the interplay of space and time (operated
by the adjacency matrixA (l )) with the channels of the graph convolutionW (l ) . The
resulting all-separable model which we dub STS-DW-GCN is formulated as such:

H (l ) = 

�

A (l )
s A (l )

t X (l )W (l )
DW

�
(3.3a)

X (l+1) = �
�

H (l )W (l )
MLP

�
(3.3b)

Adding the depth-wise graph convolution splits the GCN of layerl into two terms.
The �rst, Eq. (3.3a), focuses on space-time interaction and limits the channel cross-

talk by the use ofW (l )
DW 2 R

C ( l )

� � 1� 1, with 1 � � � C(l ) setting the number of
convolutional groups (� = C(l ) is the plain single-group depth-wise convolution).
The second, Eq. (3.3b), models the intra-channel communication just. This may be
understood as a plain (MLP) 1D-convolution withW (l )

MLP 2 RC ( l ) � 1� 1 which re-maps
features fromC(l ) to C(l+1) . 
 is the ReLU6 non-linear activation function. Overall,
this does not signi�cantly reduce the number of parameters, but it deepens the
GCN without over-smoothing [159], which improves performance (see paragraph
modeling choices in Section 3.1.4.2 for details).
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3.1.2.5 Sparsifying the GCN

Sparsi�cation has been used to improve the e�ciency (memory and, in some cases,
runtime) of neural networks since the seminal pruning work of [160]. [42] has
sparsi�ed GCNs for trajectory forecasting. This consists in learning masksM
which selectively erase certain parameters in the adjacency matrix of the GCN.
Here we integrate sparsi�cation with the all-separable GCN design, which yields
our proposed SeS-GCN for human pose forecasting:

H (l ) = 

�

(M (l )
s � A (l )

s )(M (l )
t � A (l )

t )X (l )W (l )
DW

�
(3.4a)

X (l+1) = �
�

H (l )W (l )
MLP

�
(3.4b)

� is the element-wise product andM (l )
f s;tg are binary masks. Both at training and

inference, [42] generates masks, it uses those to zero certain coe�cients of the
adjacency matrixA, and it adopts the resulting GCN for trajectory forecasting. By
contrast, we adopt a teacher-student framework during training[161]. The teacher
learns the masks, and the student only considers the spared coe�cients inA. At
inference, our proposed SeS-GCN only consists of the student, which simply adopts
the learnt sparseAs andA t . Compared to [42], the approach of SeS-GCN is more
robust at training, it yields fewer model parameters at inference (� 30% less for both
As andA t ), and it reaches a better performance, as it is detailed in the paragraph
modelling choices of SeS-GCN in Section 3.1.4.2.

3.1.2.6 Decoder Forecasting

Given the space-time representation, as encoded by the SeS-GCN, the future frames
are then decoded by using a temporal convolutional network (TCN) [25, 26, 27, 38].
The TCN remaps the temporal dimension to match the sought output number of
predicted frames. This part of the model is not considered for improvement because
it is already e�cient and it performs satisfactorily.

3.1.3 The CHICO dataset

In this section, the Cobots and Humans in Industrial COllaboration (CHICO) dataset
is detailed by describing similar datasets, the acquisition scenario and devices, the
cobot, and the performed actions. We release RGB videos, skeletons, and calibration
parameters.

3.1.3.1 Related Datasets

Human pose forecasting datasets cover a wide spectrum of scenarios, see Table 3.1
for a comparative analysis. Human3.6M [155] considers everyday actions such
as conversing, eating, greeting and smoking. Data were acquired using a 3D
marker-based motion capture system, composed of 10 high-speed infrared cam-
eras. AMASS [162] is a collection of 15 datasets where daily actions were captured
by an optical marker-based motion capture. Human3.6M and AMASS are standard
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Table 3.1: Comparison between the state-of-the-art datasets and the proposed
CHICO; N/A means the value is unknown. With �markerless� we refer to the
complete absence of any marker that can compromise the appearance of the �nal
images (making them less realistic).

Quantitative Details Rec.
Scene

Actions Type Tasks
Markerless

#
Classes

#
Subj.

Avg Rec.
Time

#
Joints

FPS
Aspect
Ratio

#
Sensors

Industr. HRC
Action
Recog.

Pose
Forec.

Coll.
Det.

Human3.6M [155] 15 11 100.49 s 32 25 normalized 15
mo-cap
studio

X

AMASS [162] 11265 344 12.89 s variable variable original variable
mo-cap
studio

X

3DPW [163] 47 7 28.33 s 18 60 original 18
outdoor
locations

X

ExPI [164] 16 4 N/A 18 25 original 88
mo-cap
studio

X

CHI3D [165] 8 6 N/A N/A N/A original 14
mo-cap
studio

X

InHARD [166] 14 16 < 8 s 17 120 original 20
assembly

line
X X X

CHICO (ours) 7 20 55 s 15 25 original 3
assembly

line
X X X X X

benchmarks for human pose forecasting, with some overlap in the type of actions
they deal with. The 3DPW dataset [163] focuses on outdoor actions, captured with
a moving camera and 17 Inertial Measurement Units (IMU), embedded on a special
suit for motion capturing [167]. The recent ExPI dataset [164] contains 16 di�erent
dance actions performed by professional dancers, for a total of 115 sequences, and
it is aimed at motion prediction. ExPI has been acquired with 68 synchronised
and calibrated color cameras and a motion capture system with 20 mocap cameras.
Finally, the CHI3D dataset [165] reports 3D data taken from MOCAP systems to
study human interactions.

None of these datasets answer our research needs,i.e., a benchmark taken by
a sparing, energy-e�cient markerless system, focused on the industrial HRC sce-
nario, where forecasting may be really useful for anticipating collisions between
the humans and robots. In fact, the only dataset relating to industrial applications
is InHARD [166]. Therein, humans are asked to perform an assembly task while
wearing inertial sensors on each limb. The dataset is designed for human action
recognition, and it involves 16 individuals performing 13 di�erent actions each, for
a total of 4800 action samples over more than 2 million frames. Despite showcasing
a collaborative robot, in this dataset the robot is mostly static, making it unsuitable
for collision forecasting.

3.1.3.2 The scenario

We are in a smart-factory environment, with a single human operator standing in
front of a 0:9 m � 0:6 m workbench and a cobot at its end (see Figure 3.2). The
human operator has some free space to turn towards some equipment and carry out
certain assembly, loading and unloading actions [168]. In particular, light plastic
pieces and heavy tiles, a hammer, abrasive sponges are available. The detailed
setups for each action are reported graphically in the additional material. A total of
20 human operators have been hired for this study. They attended a course on how to
operate with the cobot and signed an informed consent form prior to the recordings.
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